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            INTRODUCTION

          

        

      

    

    
      This book offers narrative histories of five great technological revolutions: the steam engine, electricity, digital computers, the internet, and artificial intelligence. By placing these revolutions side by side, it seeks to illuminate the recurring dynamics of what economists Timothy Bresnahan and Manuel Trajtenberg called General-Purpose Technologies—transformative inventions with economy-wide impact.

      General-Purpose Technologies share a common set of characteristics: a broad scope for improvement, applicability across many sectors of the economy, and the capacity to generate waves of complementary innovation. Their diffusion triggers sweeping reorganizations of production, work, and society.

      The account in this book is a work of synthesis, drawing on a wide range of specialist histories and biographies. It does not seek to advance new academic research or formal theory. Instead, it seeks to make the history of technological revolutions vivid and intelligible by presenting them as stories. Technical breakthroughs are explained plainly, without jargon, and the narrative lingers on the human drama of the people whose ambitions, missteps, and breakthroughs propelled each wave forward.

      By presenting these revolutions as lived experiences rather than abstract forces, the book aims to give readers a richer sense of the recurring patterns that shape technological change—and of the one unfolding around us today in the form of artificial intelligence.
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          1 NEWCOMEN AND THE FORTUNATE ACCIDENT

        

      

    

    
      Thomas Newcomen, an iron-monger and Baptist lay preacher whose trade was supplying tools to the English mining industry in the early 1700s, was in his Dartmouth workshop running yet another experiment on his prototype engine when he witnessed something astonishing.

      The engine’s heavy, disc-like cast iron piston—fit snugly in an upright brass cylinder and attached by chain to a rocking beam—suddenly jerked down faster than he had ever seen it move before. Newcomen had spent years attempting doggedly to bring his engine to life, but it remained too inefficient for practical use. Typically ponderous, the piston now shot down rapidly, broke its chain, knocked out the bottom of the cylinder, and crushed the lid of the copper boiler simmering underneath, spilling hot water everywhere.

      Newcomen wondered at first whether he had just discovered some new and mysterious force of nature. But as he ran his fingers over the still-warm metal and pieced together what had happened, Newcomen would come to believe that this “fortunate accident” had been a providential intervention of the Almighty.
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        * * *

      

      Newcomen’s engine was an attempt to solve the most pressing problem of the coal mining industry of his day: flooding. Improvements to agricultural techniques had increased food production and supported a population boom, driving demand for fuel. With timber prices high from years of deforestation, this was driving demand for coal, and although Britain possessed vast coal reserves, the easily accessible surface deposits had been exhausted, so mine owners were being forced to dig ever deeper. As they went deeper, they became plagued by the problem of flooding.

      Beneath the water line, a mine essentially becomes a large well and constantly faces the challenge of water seeping in. The deeper the mine, the larger the potential volume of water to remove. Traditional means of coping with flooding in shallower mines, such as bucket brigades and horse-powered pumps, were not effective for the volumes of water in these deeper mines. Dozens of horses, often blindfolded to mitigate dizziness, would be driven in circles for hours on end to power a system of gears, connecting rods, and pumps within the shafts, laboring in shifts around the clock to keep some mines dry. Rich seams of coal sometimes had to be abandoned because shafts had become so hopelessly flooded.

      Newcomen was a skilled craftsman rather than a scientist, but he became well-acquainted with the century of scientific inquiry into atmospheric pressure, which he hoped to harness. In the 1640s, the Italian physicist Evangelista Torricelli, inventor of the barometer, and the French mathematician-philosopher Blaise Pascal had shown that the air around us has weight. They demonstrated that the atmosphere exerts a measurable pressure—about 14.7 pounds per square inch at sea level—and that this pressure can push with enormous force when not opposed by air on the other side.

      In the 1650s, the German natural philosopher Otto von Guericke dramatized this principle in spectacular fashion. By removing the air from sealed vessels using one of the first vacuum pumps, he showed that without internal air pushing back, external atmospheric pressure collapses inward with its full, unopposed strength—a phenomenon most famously displayed in his “Magdeburg hemispheres” demonstration of 1654, when teams of horses failed to pull two evacuated copper hemispheres apart.

      In 1690, the French physicist Denis Papin built a small experimental device that put these ideas to work. Heating a bit of water in a sealed cylinder produced expanding steam that drove a piston upward; as the cylinder cooled and the steam condensed and shrank, the resulting partial vacuum let atmospheric pressure push the piston back down, doing mechanical work. But Papin’s device was not designed for continuous operation—each cycle required disassembling and resetting the apparatus. It remained a clever laboratory demonstration rather than a practical engine.

      A man named Thomas Savery had taken the first step in 1698 to move these ideas out of the laboratory and into the realm of practical engineering. Savery built and patented a device that he called the “Miner’s Friend” that filled one vessel with steam, using a separate boiler that could run continuously, and then condensed that steam by pouring cold water on the outside of the vessel, using the resulting vacuum to suck water up via a pipe. This device allowed for a continuous pump cycle, but it still wasn't at all practical as a solution for mine flooding since it could only raise water to a maximum of about 33 feet (air pressure at sea level can only support a column of water 33 feet high). Savery had nonetheless been granted an extremely broad patent covering any method of “raising water by the force of fire,” which later compelled Newcomen to partner with him.

      Newcomen wanted to retain what Savery had achieved with the continuous cycle, but using Papin's piston-and-cylinder configuration. In Newcomen’s design, steam from a boiler was piped into a brass cylinder, and then the cylinder was cooled from the outside using a jacket of cold water. Instead of relying on direct suction of water, as in Savery’s device, the moving piston mechanically transmitted force downwards to the bottom of the mine via a series of connected rods and levers, physically pushing up water via plunger pumps. This eliminated the 33-foot limit and allowed water to be moved from any depth.

      Newcomen had labored fruitlessly on his design for ten years before the fortunate accident. The “infinite tenacity and patience” required for this struggle stemmed from his devout Baptist faith, the “mainspring of his conduct throughout his life,” according to his biographer. The congregation Newcomen preached to on Sundays consisted of the same working families whose livelihoods depended on dry pits; as an Overseer of the Poor in his parish, Newcomen would have understood the human cost of failed drainage and unreliable work in mining districts.
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        * * *

      

      Newcomen found that there had been a tiny casting fault in the brass cylinder, one that he had previously patched with solder. This patch had failed during the experiment, forming a tiny blowhole that caused a jet of cold water from the cooling jacket to spray into the interior. This jet of cold water condensed the steam inside almost instantaneously, causing an immediate strong vacuum.

      The timing had been critical. The blowhole opened at the exact instant the cylinder was fully charged with hot steam and sealed for the next stroke. A heartbeat earlier, the rising steam pressure would simply have pushed the cold water back. A moment later, the piston would already have begun its descent, the steam “charge” bleeding its energy into motion. But at that precise instant of full charge, a sharp jet of cold water burst through the flaw and hit the steam at its hottest and most expanded. The entire charge collapsed at once, producing a vacuum far stronger than anything Newcomen had achieved with slow external cooling. Given the exquisite precision required, it is little wonder that Newcomen—steeped in a faith that saw meaning in perseverance—read in this stunning coincidence the hand of the Almighty.

      Newcomen realized that timed cold water injection inside the cylinder was exactly the thing he needed to accelerate cycle time significantly. He built a dedicated injection valve, which needed to be squirted manually at first, but since the timing was so tricky to get right, he designed a fully self-acting valve gear system. It was connected to a rocking beam that automatically opened and closed the correct valves for both steam and cold-water injection at the perfect moment, making the engine capable of operating continuously without any manual intervention at 10 to 20 strokes per minute.

      This engine consumed vast quantities of coal during operation, and its thermal efficiency was dismal, with 99–99.5% of input energy lost to heat. But at this point, Newcomen had built a practical engine that could solve the flooding problem at a mine, doing the work of dozens of horses.

      Newcomen wanted to bring his engine to market but first had to deal with the complication of Savery’s patent. Although Newcomen’s design owed very little to Savery’s, he realized he couldn’t legally build and sell his engine without infringing on Savery’s patent. So he offered Savery a partnership, ceding a significant portion of future profits.

      With the legal issues settled, Newcomen and Savery found their first customer: the estate of Lord Dudley, whose mine was facing ruin from flooding. The world’s first commercial steam engine was built at the Conygree coalworks, overlooked by Dudley Castle in Staffordshire—a coal-rich region of the English Midlands, northwest of Birmingham—and housed in a purpose-built, two-story brick engine house. The weighted side of the great wooden beam protruded from a hole in the gabled brick side wall, with coal-dust-blackened water expelled through a shallow surface-level trough. The engine’s brass cylinder stood 7 feet 10 inches high, with a diameter of 21 inches, and pumped an estimated 120 gallons of water per minute from a depth of over 150 feet—roughly enough to fill an average backyard swimming pool in a single afternoon.

      The fame of this engine spread rapidly by word of mouth throughout the mining community in England and even on the continent. Mine owners from across England made pilgrimages to Dudley Castle to witness the machine in action, though much of it lay concealed behind the brick walls. The rhythmic sounds of the engine’s cycle could be heard muffled through the masonry: a low hiss as steam entered the cylinder, a sharper sniff, like a man with a cold, as non-condensable air was expelled, a sharp clack of valves, a heavy thud as piston and beam reverse at each end of travel, chains clanking and timbers creaking as the pump rods lifted and fell. A Spanish ambassador even arrived with an entourage and offered a large sum to be allowed into the engine house to examine the design, but returned to Spain dissatisfied, so intent was Newcomen on keeping the details proprietary.

      The joint-stock company formed by Newcomen, Savery, and their partners began selling licenses to mine owners for the right to build and use a Newcomen engine. Customers paid a royalty fee for those rights, in addition to bearing the cost and overseeing the construction of the engine themselves. Newcomen personally supervised or built only the first few engines; after 1715, the growth of the nascent steam industry created opportunities for a wave of skilled artisans or entrepreneurs—licensed by the company—to take over construction on behalf of mine owners.

      Buying and erecting a Newcomen pumping engine cost on the order of a few hundred to over a thousand pounds—a manageable investment for a large coal mine, but one that rose steeply with size. The heart of the expense was the engine’s cylinder, whose diameter determined the pumping power. Early cylinders had to be made of brass, since cast iron was still too unreliable and prone to cracking at large diameters. As a result, engines could not be scaled up: beyond a certain size, costs rose sharply while reliability fell, placing a practical ceiling on the power a single engine could deliver. That constraint began to ease only in the 1710s and 1720s, as improvements in iron casting slowly made larger cylinders feasible. The story of how this constraint was loosened points to a broader pattern in technological change.

      Steam engine technology did not develop in isolation. While history often presents inventions one at a time, technological progress actually unfolds as an interconnected web, with advances in one domain unblocking progress in others. In the early 18th century, steam engines and iron metallurgy advanced together as tightly linked twin revolutions. Iron grew steadily cheaper to produce and more reliable in quality, and because it was the primary building material of the Industrial Revolution, those improvements rippled outward. As iron improved, everything built from it—from engines to rails to machines—became cheaper, larger, and more capable. In this sense, iron played a role strikingly similar to silicon during the computer revolution: a foundational material whose rapid improvement acted as a powerful tailwind for the technologies layered on top of it. For the steam engine to spread, the material it was built from had to be transformed as well—and that transformation began with the work of Abraham Darby in the ironworks of Coalbrookdale.

    

  


  
    
      
        
          2 DARBY AND THE CAST IRON REVOLUTION

        

      

    

    
      In 1708, around the same time Newcomen was tinkering with his early steam engine prototype, an industrious Quaker named Abraham Darby arrived in the wooded ravine of Coalbrookdale, intending to prove that iron could be made in a new way. Many others had tried the same basic idea before him, but through exceptional persistence and methodical experimentation, Darby would succeed where they had failed.

      Coalbrookdale—a steep-sided hollow hidden away in the Shropshire hills of western England—was an unlikely place to attempt such a transformation. The blast furnace Darby had just leased was a ruin, abandoned and blackened from the explosion that had silenced it several years earlier. The wheelpit was choked with weeds; the stone stack stood gutted and open to the sky. But it had come cheap, and the valley itself offered rare advantages. The surrounding hills held iron ore, limestone, and fine clay; the cold brook below could drive bellows and hammers; and just downstream, the River Severn carried barges to Bristol and the sea. Most important for Darby’s plan, the valley lay over rich seams of coal.

      In ordinary ironmaking, coal was worthless. For centuries, every blast furnace in Europe had relied on wood-based charcoal, which burned hot, clean, and predictable—though recently, as England’s forests retreated, it had become scarce and ruinously expensive, throttling the growth of the iron trade. Coal was relatively cheap and plentiful, but it was also filthy: it brimmed with sulfur and volatile gases that poisoned the melt and led to ruined, brittle iron, making it impossible to use in a furnace.

      As a young apprentice Darby had seen coke—coal purified in a low-oxygen oven—used in Bristol’s brass works and malting ovens, where it produced a light, clean, intensely hot flame. What if that same refined fuel could smelt iron? Others had tried this before and had always failed. Iron furnaces were much larger and more thermally complex than those used for brewing or brass, and the hotter, more concentrated burn of coke could easily run too fast. Coke also changed furnace chemistry drastically, introducing more silicon into the melt. Ironmasters universally considered both coal and coke as unsuitable for serious iron production—a dead-end technology. But the meticulous and stubborn Quaker suspected that some mix of furnace geometry, flux (the limestone that pulls impurities out of the melt, forming a disposable slag), and casting methods might be able to make it work.

      Darby’s early trials were discouraging. Charges burned too quickly; the iron came out mottled and uneven; sometimes the furnace simply choked itself with slag. Coke’s hotter, more concentrated burn changed everything—the rate at which the ore reduced, the chemistry of the molten bath, the way the metal flowed into the mold. He experimented with different proportions of ore, limestone, and coke, rebuilding the furnace interior more than once. He tried varying the blast pressure, altering the shape of the hearth, and refining the sand molds he had perfected during his years in brass founding. Slowly, the iron started to come out smoother, more uniform, more predictable.

      By late 1709, Darby’s iron was commercially viable. It had a higher silicon content, which made it less suitable for conversion into more malleable “wrought” iron, but rather than fight this limitation, he shrewdly focused on the cast-iron market, producing pots, kettles, and other goods directly from the smelted metal.

      After Darby proved successful, other ironmasters followed his lead. No longer limited by the slow growth of oak and beech for charcoal, British iron output surged. Coke allowed furnaces to grow larger, run hotter, and operate more continuously, driving production costs down and output up. The falling price of iron suddenly made a host of new machines and structures financially feasible—including the next generation of steam engines.

      Darby’s works soon began producing the first cast-iron cylinders for Newcomen engines. This was a significant shift from the earlier expensive brass cylinders that were difficult to scale. Cast iron changed the economics entirely: cylinders could be made larger, cheaper, and in greater numbers, enabling Newcomen engines to reach deeper seams and pump more water. As steam engines became more affordable, they were installed in more mines, which in turn supplied more coal to the coke-fired furnaces of the iron industry.

      Darby himself installed a Newcomen engine at Coalbrookdale—the first steam engine ever used in an ironworks—where it pumped water back to his mill pond, keeping the waterwheel turning and powering the bellows continuously. Steam power increased iron production; cheap iron made steam engines cheaper to build. Each advance on one side magnified the possibilities of the other.

      The iron industry fed the steam industry, and the steam industry fed the iron industry—a self-reinforcing cycle of cheaper iron enabling more engines, and more engines enabling more iron—driving Britain headlong into the Industrial Revolution.

      By the time of Newcomen’s death in 1729—and the expiration of Savery’s sweeping patent four years later—adoption accelerated even further. By the mid-18th century, hundreds of Newcomen engines were operating across Britain and continental Europe, draining mines and keeping collieries alive. The engine became so widely recognized as a landmark of practical engineering that the University of Glasgow commissioned a small-scale replica for instructional use, to demonstrate atmospheric pressure and steam power to its students of natural philosophy.

      This replica proved troublesome, often refusing to run properly. Deemed out of order in 1763, it was handed to a 27-year-old Scottish instrument maker employed by the university—an unassuming figure whose duties included repairing microscopes, quadrants, and pumps. That instrument maker’s name was James Watt.

    

  


  
    
      
        
          3 JAMES WATT AND THE SEPARATE CONDENSER

        

      

    

    
      James Watt was born in the Scottish west central lowlands in 1736, the son of a shipwright, merchant, and maker of nautical instruments. From an early age, the young Watt was fascinated by the tools and instruments in his father’s workshop. Originally his father envisioned his son taking over the family business, but a series of financial setbacks—including the loss of a valuable ship at sea—made it clear that the young Watt would need to learn a trade of his own to ensure his livelihood.

      Watt chose instrument-making as his vocation and, on the advice of a family friend, traveled to London—the center of the trade—to train under a master craftsman. There, he threw himself into his studies with passionate intensity, demonstrating a remarkable, almost obsessive dedication to mastering his craft. He worked “endless hours,” “determined to prove his worth,” and successfully compressed several years of training into a single year. Within two months, Watt had surpassed an official apprentice who had been there for two years.

      Watt’s time in London was marked by relentless work, long hours, and impoverished living conditions with very little food. Naturally anxious, he confined himself indoors for fear of the military press gangs then roaming the streets of London and conscripting able-bodied men into the Seven Years' War. This harsh environment took a significant toll on his already frail health and melancholic disposition. He developed debilitating rheumatism and was ultimately forced to leave London. He returned to Scotland, eager to settle in Glasgow and open his own instrument-making shop.

      Watt struggled to establish himself in Glasgow. His London credentials, far from distinguishing him, were met with scorn from the local guild, who saw them as foreign and inadequate. He had not paid his dues in the traditional manner, with a seven-year apprenticeship under a Glasgow-based master. Lacking this conventional local training, Watt found himself frozen out of employment opportunities.

      Watt undertook odd jobs, including making and selling musical instruments and working as a land surveyor. He also restored a collection of astronomical instruments for professors at the University of Glasgow, earning a good reputation for his fine, precise craftsmanship. His intellectual curiosity impressed a few influential professors, including the physicist Joseph Black and famed economist Adam Smith, who supported the creation of a new position for Watt at the university: “Mathematical Instrument Maker.” Though the role amounted to little more than a glorified repairman—it wasn’t a faculty appointment and paid an extremely meager wage—it gave Watt the opportunity to set up a small workshop.
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        * * *

      

      Watt studied the broken Newcomen engine replica carefully and ran a series of experiments. It was consuming a lot of fuel, and the boiler was generating plenty of steam, which would enter the cylinder as intended. But the piston barely moved, or moved only sluggishly, managing a few labored strokes before stopping again. The engine struggled to build enough power to run consistently. 

      Watt saw that the problem was that its cylinder kept cooling off too quickly from the injections of cold water from previous strokes. The machine was wasting most of its energy on alternately cooling and reheating the cylinder; only after the cylinder walls were reheated to 212°F could the steam contribute to the engine’s work cycle. It was a perfect illustration of the principle of latent heat, a concept pioneered by Watt’s friend, Professor Joseph Black, at the University of Glasgow. The replica’s miniature size exaggerated the issue, since its heat-conducting surface area was proportionally larger. But Watt understood that the same inefficiency plagued full-size engines.

      Watt turned the problem over in his mind. The engine's cylinder had to remain consistently hot to avoid wasting energy reheating it. But creating the vacuum needed for the power stroke required rapidly cooling and condensing the steam inside that same cylinder. Suddenly Watt had a critical insight: the key was to leverage steam’s elasticity. Steam would naturally expand and rush into a vacuum if one were created in a separate but connected chamber. This new chamber, which he later called the “condenser,” could be kept cold at all times. The result was a two-chamber “separate condenser” system that significantly reduced energy loss—slashing fuel consumption by as much as 75%—and dramatically increasing the engine’s efficiency.

      Watt needed capital to construct a full-scale engine based on his new design and to secure a patent. He discussed his ideas with his friend Joseph Black, who introduced him to the daring industrialist Dr. John Roebuck.

      Roebuck was a hard-driving, no-nonsense doctor-turned-entrepreneur. Trained as a physician but drawn to industry, Roebuck had made a fortune developing a process for manufacturing sulfuric acid, a breakthrough for the burgeoning textile industry. Severe, stubborn, brusque in speech and manner, he possessed strong belief in his own judgment and was bold often to the point of recklessness in taking on new ventures. In 1759, he co-founded the ambitious Carron Company ironworks in Stirlingshire, aimed at modernizing iron production in Scotland.

      Roebuck was keenly interested in improved engine designs, because his coal mine at Bo'ness, which fueled his ironworks, was plagued by constant and severe flooding, and the Newcomen engine he had installed there was not powerful enough to keep the pits clear. He agreed to pay off Watt’s outstanding debts, finance the patent, and provide him with a secluded workshop and cottage on his Kinneil House estate, in exchange for two-thirds of the rights to the invention. Roebuck fervently hoped progress would be swift, as he urgently needed a solution to the operational crisis at his Bo'ness colliery, which was draining his resources.
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        * * *

      

      Although their patent was granted in 1769, the Watt-Roebuck partnership instead produced five years of mounting frustration and despair. The genius of the separate condenser was undeniable in theory, but translating it into a full-scale functioning machine proved a formidable challenge. The recurring obstacle was the inability to manufacture a large piston and cylinder with the necessary precision.

      The Newcomen engine could tolerate a loose-fitting piston because a layer of water on top maintained an atmospheric seal. This was fine for its design since the cylinder was constantly heated and cooled anyway. But Watt's engine required the cylinder to remain dry and consistently 212°F, making the water seal impossible. Instead, his design demanded a tight, near-perfect metal-to-metal seal to prevent precious steam from leaking past the piston, which would negate the engine’s efficiency gains.

      Once again, the progress of the steam engine was constrained by the limits of contemporary iron-working technology. By this time, iron had become the standard material for Newcomen engines; brass was far too expensive, and, in Watt’s design, would have demanded even more precise tolerances due to its greater thermal expansion. Thanks to the innovations at Coalbrookdale, iron could now be cast into reliable cylinders that would not crack. But they still could not be made with the precision needed to hold a vacuum seal.

      Watt was at his wit’s end from the technical setbacks and slow progress. Roebuck’s already brusque manner grew even shorter as his financial problems multiplied and the pressure on him grew. Roebuck went many months behind on reimbursements owed to Watt, but Watt dared not press him for the payments. Watt was oppressed continually by the feeling that he was letting people down. “Of all things in life, there is nothing more foolish than inventing,” he wrote to his friend Joseph Black in despair. To make ends meet, he was forced to take a day job as a canal surveyor, a job he despised. His professional malaise was compounded by personal tragedy in 1773, when his wife died in childbirth, leaving him a widower with two small children.

      Meanwhile, Roebuck’s financial position continued to deteriorate. His Carron ironworks struggled with quality control and required enormous capital investment. He was over-extended in speculative ventures, including a failed attempt to manufacture alkali. Finally, in 1773, a banking panic—the Ayr bank crisis—swept Britain and the Netherlands, triggering a credit contraction that bankrupted Roebuck.

      With his wife deceased, and his partner bankrupt, Watt dismantled his engine at Kinneil House. He saw no more future for it, and he started making plans to leave Scotland for good.

    

  


  
    
      
        
          4 BOULTON & WATT

        

      

    

    
      Roebuck had multiple creditors to settle with, but he owed the largest sum to a wealthy and resourceful Birmingham industrialist named Matthew Boulton. Boulton owned a manufactory in Soho equipped with a state-of-the-art, watermill-powered machine assembly line for making a wide array of metalware, including buttons, buckles, and decorative items.

      Boulton cut a striking figure around Soho, smartly dressed in richly dyed coats with well-tied cravats, often with his own gleaming metal buttons and buckles on display, alongside a gold watch on a chain, walking cane, and boots polished to a bright sheen that bounced along with his purposeful, springing stride. The enthusiasm in his rapid, overflowing speech was effortlessly contagious.

      Boulton had been interested in Watt’s steam engine idea for years. The power supply of Boulton’s Soho manufactory dropped significantly in summer, when the nearby stream’s flow diminished. Even before learning of Watt’s engine from Roebuck, he had been conducting his own steam experiments and corresponding with scientific figures like Benjamin Franklin, in hopes of solving his factory’s power limitations. He saw a huge opportunity in using steam engines for manufacturing.

      Boulton agreed to settle Roebuck’s debt in exchange for Roebuck’s two-thirds share in Watt’s patent. After striking a new partnership with Boulton, Watt arranged for the dismantled engine to be shipped south to Birmingham. He relocated there with his children, leaving Scotland and his past frustrations behind.

      The partnership between Boulton and Watt would become one of the most famously successful in industrial history, lasting 25 years. The two men had deeply complementary skills and temperaments. Watt had the genius for solving technical problems, but he was a very careful, cautious man by nature who hated negotiation and business; Boulton was business-savvy, well-connected, and ambitious to expand into new markets. Watt was slow, meticulous, and agonizingly thorough; Boulton was impatient, forward-driving, constantly pushing for speed. Watt could be deeply melancholic and prone to depression and self-doubt, whereas Boulton was an inveterate optimist, whose energy and charisma often lifted Watt’s spirits and pushed him forward when he otherwise might have abandoned projects. Together, they formed an archetypical example of the effective “business” and “technical” co-founder relationship—achieving far more together than either could have alone.

      One of Boulton’s first priorities was to extend the term of Watt’s patent. It had only eight years remaining—a deadline Watt regarded as unmovable, but for Boulton was merely the starting point for persuasion. In 1775, he petitioned the House of Commons, meeting with members of Parliament and making the case that the engine offered unprecedented advantages to British industry. His efforts succeeded: Parliament extended the patent another twenty-five years, until 1800.

      Meanwhile, the great web of technology continued to advance. The revolution in iron metallurgy was continuing apace, and Boulton learned of a man named John Wilkinson who was pioneering new techniques that might be able to solve their key problem of machining high quality pistons and cylinders.

      Wilkinson—nicknamed “Iron Mad Jack” for his missionary zeal that Britain’s future would be built of iron, and later buried (at his own insistence) in an iron coffin—was a partner at the Bersham Ironworks, renowned for producing high-quality cast-iron guns and cannon. In 1774, he patented a new machine that rotated a cannon barrel around a fixed cutting tool. This approach ensured extremely high uniformity in the diameter throughout the bore, and is now considered one of the first machine tools. Watt was amazed. “Wilkinson has improved the art of boring cylinders,” he wrote, “so that I can promise a 72-inch cylinder will be no further from absolute truth than the thickness of a thin sixpence.”

      Wilkinson’s boring machine was exactly the device Watt needed to create perfectly round and smooth cylinders with tightly fitting pistons for his steam engine. The drastically improved seal between piston and cylinder allowed Watt’s engine to function with far less steam loss. Wilkinson soon became the primary supplier of steam engine cylinders for Boulton & Watt.

      With this key problem solved, Boulton and Watt got to work taking their engine to market. For the first several years, they focused almost exclusively on mines. Because their engine’s primary advantage over the older Newcomen design was improved fuel efficiency, they targeted existing Newcomen customers with a royalty-based pricing model; customers would pay one third of the fuel savings realized by switching to the Watt engine. When this led to disputes with customers who kept finding ways to cheat their estimated fuel usage down, they moved to charging by piston stroke, installing tamper-proof engine counter boxes periodically read by Boulton & Watt agents, an early example of power usage metering.

      Their greatest profits came from Cornwall, where copper and tin mines ran deeper than coal mines and were particularly vulnerable to severe flooding. Unlike coal mines, which often fueled their engines with unsaleable on-site coal, Cornish mines had to import coal at high cost—making Watt’s fuel-efficient engine especially attractive.

      Boulton began advocating for expansion into factories and mills, but they faced a technical challenge: they would need to adapt their design so that it could produce the rotative motion those applications required (mimicking the water-wheels that mostly powered them), instead of the reciprocating (straight up and down) motion used for pumping water. Though the simple and efficient crankshaft had been patented by a rival firm—belonging to inventor James Pickard—for this purpose, Watt engineered an elegant alternative: a “sun-and-planet” gear system that achieved the same result, in which a small gear (“the planet”) revolved around a larger fixed gear (“the sun”) to turn the shaft in a full circle.

      The steam engine did not immediately displace water power everywhere but rather spread gradually over decades. The incumbent technology was being upgraded with cast-iron components, and new designs—such as the suspension waterwheel, which transmitted power through the wheel’s circumference rather than its central axle—could generate 100 to 200 horsepower on major rivers. This was more than the steam engine could produce at the time.

      Still, early factory demand overwhelmingly favored small power units, regardless of the source. The average Boulton & Watt engine built before 1800 produced just 15 horsepower, comparable to a middling water mill on a moderate stream. Remaining small offered distinct advantages to producers: less risk of overcapacity in a downturn, and greater flexibility to change production to suit markets. Early customers prized flexibility and location independence over raw power. Over decades of improvement though, steam engine designs did end up delivering that raw power as well, with examples of 1,000-plus horsepower engines by the mid-19th century.

      It was also common for a factory’s first steam engine to serve in an auxiliary capacity, as a backup to the primary waterwheel. These installations typically used older pumping engines to recirculate water from below the wheel back up to a reservoir above it. If the water supply proved reliable, the engine might only be used during summer droughts. These customers didn’t particularly care about fuel efficiency, since the whole setup was a backup. They often would simply use Newcomen engines over Watt’s improved design, preferring the simplest, most proven and reliable option available. This pattern of a new technology starting out in a supplementary or auxiliary capacity and then gradually becoming “prime mover” recurs throughout technological history. Electric motors were used first to drive one or two machines where a belt was inconvenient in an otherwise steam-driven factory. Cloud computing began as overflow capacity or disaster recovery before running core operations. And today, AI is an assistive tool (autocomplete, suggestions) before being entrusted with critical decision-making and business functions.

      John Wilkinson’s Staffordshire ironworks became one of the first customers of Boulton & Watt’s rotative engine, which drove a forge hammer at 300 blows per minute. During one hard winter freeze, Boulton boasted that every water mill in Staffordshire had stopped except Wilkinson’s, which kept “rolling and slitting tens of tons of iron a day.” Ironworks soon turned into a strong market for steam engines, as they are not necessarily located on rivers and require immense power for moving bellows and hammers. Steam thus began systemically improving the efficiency of iron production, which had done so much to improve steam.

      Breweries also emerged as a key market. Horses traditionally powered tasks like pumping water and grinding malt. To market to brewers, Boulton wanted a standardized way to compare their engine’s power to something the brewers already understood: horses. Watt conducted experiments to measure the work a horse could do in a given time, leading to the definition of 1 “horsepower” as the ability to lift 33,000 pounds of water one foot in one minute. This marketing tactic is how “horsepower” became an industry standard.

      Ultimately, Boulton & Watt’s rotative engines were adopted for a wide range of tasks. Their customers included lead works, rope works, malt distilleries, sugar, tobacco, and snuff manufactories, druggists, rolling mills, forges and foundries, glazers, bark and cork mills, even a mustard manufacturer. But they were not without rivals for long. Other engineers, notably Matthew Murray of Leeds and Jonathan Carter Hornblower, began offering their own designs, some skirting Watt’s patents with high-pressure or compound engines. By the 1790s, regional builders were supplying mills with smaller, cheaper engines, and once Watt’s patents expired in 1800, competition multiplied. The steam power market quickly evolved from one dominated by Boulton & Watt to a more open field of engineers and foundries. Collectively this brought steam power out of the mines and into far more general-purpose use.

    

  


  
    
      
        
          5 THE FACTORY SYSTEM

        

      

    

    
      The steam engine didn’t create the factory system, but it did transform it into the dominant form of production. Decades before Boulton & Watt brought steam into factories, a succession of key innovations—often seen as the opening chapter of the Industrial Revolution—had reshaped the British textile industry.

      In 1733, John Kay’s flying shuttle dramatically increased the speed of weaving, allowing a single weaver to do the work of two. But this rapid gain in weaving productivity soon created a new bottleneck: traditional hand-spinners could not produce yarn for weaving fast enough to supply the faster looms, so thread shortages quickly emerged. This imbalance spurred inventors to find a solution.

      Around 1764, James Hargreaves devised the spinning jenny—a hand-cranked yarn-spinning frame that let one spinner work multiple spindles simultaneously. The jenny greatly increased yarn production and helped narrow the gap between spinning and weaving. However, the yarn it produced was relatively weak—useful mostly for weft (the crosswise filler threads in cloth) and not strong enough for warp threads (the long threads that must withstand tension on a loom).

      Richard Arkwright’s water frame, patented in 1769, was the next major innovation. It was a water-powered spinning machine that produced strong yarn suitable for use as warp. Arkwright built water-driven textile mills (such as his Cromford Mill) in the early 1770s to house these machines and keep them running continuously under one roof.

      Next, in 1779, Samuel Crompton introduced the spinning mule, a hybrid that combined the jenny’s multi-spindle mechanism with the water frame’s roller-drafting system. Crompton’s mule could spin yarn that was both fine and strong, suitable for all types of textiles—even delicate muslins that earlier machines could not easily produce. With the yarn-spinning process now largely mechanized, the focus turned back to weaving.

      In 1785, Edmund Cartwright patented the power loom, a machine to automate the weaving process. Cartwright’s loom used mechanical power—water or the newly improved steam engine—to drive the shuttle and heddles, eliminating the need for a human weaver to throw the shuttle or work the foot pedals. This final innovation completed the cycle of textile mechanization: by the late 18th century, every stage of cloth production—from spinning both warp and weft yarn to weaving the fabric—could be carried out by machines in a single factory.

      This chain of innovation in textiles was structurally complementary to steam. Water-powered manufacturing had already reorganized production around machines; it needed only a portable, independent power source to scale and spread. The steam engine provided that missing element. Once perfected, it moved easily beyond textiles into mines, ironworks, breweries, and mills, becoming a universal engine for mechanized processes of every kind.

      Before the steam engine, factories had to be built near rivers with reliable flow, which were often far from ports, coal supplies, or labor pools. Suitable sites were limited, and by the late 18th century, many of the best in Britain were already taken. Water wheels could also only be built so large, capping total output. The steam engine lifted both constraints—location and power.

      By decoupling industrial production from rivers, steam allowed mills to be located in rapidly growing cities like Manchester, Birmingham, and Leeds, where workers, coal, and markets clustered together. These urban factory districts became hubs of concentrated industry. As steam power improved and engines got larger, factories could drive bigger machinery and more extensive production lines. The ability to generate consistent, high-output energy independent of natural forces meant that production could scale up to levels previously unimaginable.

      The steam engine fundamentally changed the economics of manufacturing. It incentivized and enabled the construction of larger factories, leading to economies of scale that further entrenched the factory system and its reliance on concentrated labor. This created a positive feedback loop: as technological capacity expanded so did industrial demand, driving the further centralization and growth of modern industry.

      The story of Manchester illustrates this feedback loop. Before the advent of steam, the city had a well-established tradition of cottage-style textile weaving. Its damp weather prevented threads from breaking, and its location—as the closest major inland town to the port city of Liverpool, where raw cotton from the Americas and West Indies arrived—made it a natural hub for the trade. Manchester already had a base of skilled labor and mercantile expertise before steam power arrived.

      Steam enabled mills to cluster right in urban Manchester, leading to the construction of over 40 steam mills by 1800 and 99 by 1830. Manchester’s textile output soared, attracting workers from the countryside and from Ireland. The city became a magnet for engineers, inventors, and entrepreneurs, sparking further innovation in machinery, chemical processes (dyes, bleaching), and finance. The population exploded from 17,000 in the 1750s, to 89,000 by 1800, to over 400,000 by 1850.

      But this explosive growth brought with it appalling conditions—overcrowded housing, polluted air and water, and staggering poverty that shocked some contemporary observers. In Journeys to England and Ireland, Alexis de Tocqueville describes Manchester in 1835:

      
        
        Twelve to fifteen human beings are crowded pellmell into each of these damp, repulsive holes… The fetid, muddy waters, stained with a thousand colours by the factories they pass, of one of the streams I mentioned before, wander slowly round this refuge of poverty… It is the Styx of this new Hades. Look up and around this place you will see the huge palaces of industry. You will hear the noise of furnaces, the whistle of steam. These vast structures keep air and light out of the human habitations which they dominate; they envelop them in perpetual fog; here is the slave, there the master; there the wealth of some, here the poverty of most… A sort of black smoke covers the city. The sun seen through it is a disc without rays. Under this half daylight 300,000 human beings are ceaselessly at work… From this filthy sewer pure gold flows. Here humanity attains its most complete development and its most brutish; here civilization works its miracles, and civilized man is turned back almost into a savage.

      

      

      Yet the immigrants kept coming, not only driven by famine from bad harvests, but by a great web of interlocking technological change. Innovations like the seed drill, mechanized threshers, and systematic crop rotation had increased yields but reduced the need for labor on farms. At the same time, Parliament passed a wave of enclosure acts, converting common lands—traditionally used by small farmers—into private property in service of this new, large-scale, efficient agriculture. Meanwhile, as the factory system scaled up production, rural families could no longer support themselves through home-based cottage industry. The putting-out system of spinning, weaving, or knitting for side income collapsed.

      Sucked into the factory cities by this vortex of technological change, families found their daily lives transformed utterly. Unlike agricultural work, with its ebb and flow of seasons and relative autonomy, factory labor demanded punctuality, long hours under supervision, and conformity to the relentless pace of machines that never tired. The steady, year-round power delivered by steam underpinned a newly strict discipline of time and routine in factory life. The factory became the center of economic activity and daily routines. The factory bell replaced the sun; the machine replaced the harvest. What steam created was not just a new source of power, but an entirely new rhythm of life.

      The transition to factory domination was a century-long process, and it was not peaceful. Between March 1811 and June 1816—over forty years after the first water-powered textile mills, yet still before Watt’s steam engine had spread widely—violence erupted. Organized bands of workers calling themselves Luddites systematically demolished more than a thousand textile machines across England’s industrial heartland, leaving behind scenes of wrecked ironwork and shattered timber.

      At Arnold, a framework-knitting village near Nottingham, on March 11, 1811, knitters attacked 63 stocking frames in a single night, focusing on machines producing cheap goods that undercut wages. The selective nature of the destruction was remarkable: frames making full-fashioned work at fair prices were spared, often marked with protective notices.

      At Sutton-in-Ashfield, on November 13, 1811, between 300 and 1,000 rioters marched “fourteen abreast, some armed with guns,” destroying 70 frames at Francis Betts’s property, hurling them through windows amid shattering glass and flying splinters.

      At Foster’s Mill in Horbury, on April 9, 1812, several hundred Luddites mounted a coordinated assault, smashing shearing frames, two gig mills, and two dozen pairs of conventional shears, and burning cloth stored in the warehouse. Attackers worked in organized teams, some demolishing machinery while others stood guard.

      Lancashire witnessed the most militant confrontations. At Middleton on April 20–21, 1812, 3,000 rioters attacked Burton’s mill, with defenders and attackers exchanging sustained gunfire. Five died, including 16-year-old Joseph Jackson and others barely out of childhood. At Westhoughton, an entire mill structure with 180 power looms was “entirely destroyed” by fire.

      The word “Luddite” has become a pejorative for someone opposed to new technology or ways of working. But as we enter into our own era of transformational change, it behooves us to carefully study the experience of those who lived through Industrialization, and empathize with what a transition of that magnitude felt like.

      The Luddites were primarily highly skilled textile workers: framework knitters, spinners, handloom weavers, croppers, and shearmen. These crafts required years of apprenticeship and tactile precision, often learned in family workshops. The work was slow, exacting, and full of embodied knowledge—rich in artistry. Pre-industrial spinners made muslins that, as Edward Baines observed in in 1835 in his History of the Cotton Manufacture, “vie with the gossamer web in delicacy, the work of fingers guided by a sense almost more exquisite than sight.” Weavers maintained a kind of rhythm that made their looms “sing” and their shuttles “dance”; a skilled hand spinner could “draw out” fibers like violinists drawing a bow, producing a thread both strong and fine. What was lost was not only jobs, but an entire form of artistry.

      For a period of years—if not decades—the new machine-woven fabrics flooding British markets were cheap but undeniably lower in quality, pale imitations of what master craftsmen had once produced by hand. A petition submitted by the Framework Knitters to Parliament in 1812 lamented:

      
        
        …the superior fabric which was formerly manufactured, and obtained a premium, is now superseded by a spurious and debased article, which brings disgrace upon the trade and ruin upon your petitioners… the framework-knitter, after having served an apprenticeship of seven years, is reduced to compete with persons of no skill or character, producing articles of the lowest quality, to the destruction of the trade and the dishonour of the workman.

      

      

      They were not wrong. Hand-finished stockings, lace, and cloth retained a refinement, strength, and durability that no mechanized process could match—at first.

      What happened next, however, was more nuanced. By 1870, many machine-made products had caught up in quality, thanks to a relentless stream of complementary innovations. Improvements in cast-iron construction eliminated frame warping and ensured constant tension; latch needles revolutionized knitting with self-acting mechanisms that closed and opened the needle automatically, improving stitch formation; automatic thread-stopping devices halted the machine the moment a thread broke, preventing defects; Jacquard integration—adding punched-card pattern control to power looms—enabled precise, repeatable complex designs; and multi-color roller printing achieved perfect color registration across as many as eight colors.

      Machine-made lace eventually surpassed handmade lace, with machines capable of creating complex patterns impossible to replicate by hand, all with superior consistency and perfect tension control. By 1870, experts declared that “virtually every type of hand-made lace had its machine-made copy,” with resemblance so close that “even experts can hardly recognize the difference.” 

      Machine-made stockings, on the other hand—known as “cut-ups” since they were made from circular-knit tubes cut to length with separately sewn feet—remained inferior to hand-tailored versions. Both coexisted at different price points, with cut-ups costing 30–40% less than their handmade equivalents. 

      Total textile output grew significantly, even as employment shrank. Leicester’s hosiery industry, for example, employed 4,188 men and 1,979 women in 1851 but declined to 2,867 men and 1,870 women by 1871. Framework knitters, the most skilled artisans of handmade production, declined from tens of thousands at mid-century to approximately 5,000 by 1890 in the Midland counties.

      We should take heed that for those who lived through this change, the world became more materially abundant in aggregate, but life often grew worse at the individual level. For many, the independence and dignity of artisanal craft—practiced in homes or small workshops, on one’s own terms—was replaced by the inflexibility and dehumanization of the factory. Skilled workers who had spent years apprenticing to master their craft found their hard-earned expertise devalued practically overnight. Many lost their livelihoods and were driven to destitution.

      The transition was not temporary. Older artisans often never adapted to factory work, and entire trades (e.g. croppers who finished cloth with heavy shears) largely disappeared within a generation. It took decades for new employment structures, unions, and rising industrial demand to stabilize wages and working conditions.

      But we are still far from capturing the totality of the sweeping changes wrought by the revolution of steam. Arguably, its most transformative impact came not in manufacturing, but in transportation. For this, a different type of steam engine, and a new generation of entrepreneurs, would be required.
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      The world’s first steam-powered passenger transport ride occurred on Christmas Eve, 1801. It was pouring rain in the Cornish town of Camborne as Richard Trevithick lit the firebox of his latest machine, a formidable creation of cast iron, steel, and oak mounted on four large wooden wheels. The reason for its nickname, the “Puffing Devil,” was obvious once the rhythmic “puff-puff” blasts of high-pressure steam shot from the chimney, a sound no other steam engines made at the time. 

      Seven or eight passengers jumped aboard and squeezed together in the downpour. The machine chugged up the steep incline of Camborne Hill at a little faster than walking speed, successfully navigating the half-mile ascent and returning. The crew celebrated afterwards with a meal of roast goose at the local pub.

      Four days later, on its second journey, the Puffing Devil broke down after hitting a deep rut. After moving the disabled vehicle into a nearby shed, they once again adjourned to the pub, but in their haste or jubilation, they forgot to extinguish the fire in the boiler. Soon the water boiled away, the iron boiler glowed red-hot, and the machine’s wooden chassis and wheels burst into flame. By the time the men emerged, their revolutionary invention was a flaming wreck.

      This pattern of brilliant technical success marred by practical failure would recur over Richard Trevithick’s impactful yet tragic career. Loud, warm-hearted, and recklessly optimistic, forever ready to stake his last shilling on a new engine, Trevithick was a bold visionary whose achievements often preceded the infrastructure, market conditions, or institutional support needed to sustain them.

      Trevithick’s physical presence was as outsized as his ambition. Six foot two and powerfully built, he was a champion wrestler nicknamed the “Cornish giant” known for astounding feats of strength—throwing sledgehammers over engine-house roofs, hoisting an 800-pound cast iron pump onto his shoulder, even writing his name on a ceiling beam with his arm fully outstretched and 56-pound weight dangling from his thumb. It was fitting, then, that he liked to call his new engineering approach “strong stream.”

      With the Puffing Devil and his subsequent designs, Trevithick was pioneering an entirely new and different kind of steam engine from Newcomen’s and Watt’s: the high-pressure steam engine. In both Newcomen’s and Watt’s designs, steam fills a cylinder; the steam is condensed by cooling, retreating and leaving a vacuum; then the weight of the atmosphere filling that vacuum is what pushes the piston. So really it is atmospheric pressure, not pressure from steam itself, that creates the pushing force.

      A high-pressure steam engine works entirely differently. In this design, the expansion of steam pushes the piston directly—either returned by a counterweight, or by steam from the opposite side in a “double-acting” configuration. There is no need to maintain any vacuum. Nor is there any need to cool or condense the steam—the hot steam simply exhausts directly into the atmosphere (this is the characteristic “puffing” of the Puffing Devil and all steam locomotives we’re accustomed to). Watt’s patent on the “separate condenser” concept was irrelevant here, because there is no condenser at all. The result was a radically more compact and portable engine capable of much higher speeds—ideal for locomotives. The primary difficulty was maintaining high internal pressure safely; iron boiler plates that were uneven in thickness, poorly riveted, or flawed in casting could trigger catastrophic explosions.

      Trevithick started selling and installing stationary high-pressure steam engines for mining in Cornwall and Greenwich. James Watt was deeply skeptical of the design. He felt that it was not only wasteful of energy, but also inherently dangerous. He forbade any experimentation with high-pressure designs within Boulton & Watt, believing it was a reckless folly, and that Trevithick “deserved hanging.” When Trevithick’s engine at Greenwich exploded in 1803, killing four, Boulton & Watt launched a letter-writing campaign to warn customers of the danger. In response, Trevithick introduced new safety valve designs and pressure indicators, and pioneered procedures for the hydraulic testing of boilers.

      The primary issue holding back Trevithick’s vision of a world transformed by steam transportation was the reliability of rail infrastructure. In 1804, Trevithick created the first steam engine to successfully run on rails at the Penydarren Ironworks in South Wales. It was capable of hauling ten tons of iron and seventy passengers, but the cast iron rails couldn’t handle the weight of the engine, leading to frequent breakdowns: they cracked under its passing, forcing repeated stoppages while broken plates were replaced. The locomotive itself had proved it could do the job; the iron road beneath it could not.

      Trevithick spent four years working on an improved engine design that was lighter and distributed weight more evenly. In 1808, with characteristic flair, he unveiled it on a 100-foot-diameter circular track in London. Dubbed Catch Me Who Can, it wasn’t a commercial venture but a public demonstration, a “steam circus” charging one shilling for a ride behind the locomotive on a fenced-off ring of track. Trevithick had hoped to ignite the enthusiasm of the public and capture the imagination of investors.

      At first the spectacle seemed to work. Catch Me Who Can reportedly reached about twelve miles an hour as it hauled small carriages of nervous, exhilarated Londoners around the circle, while curious onlookers crowded outside the fence or paid their shilling to step inside. But, as at Penydarren, the fragile cast iron rails were the weak link. The soft ground under the track quickly settled, the rails sank unevenly, and one after another they cracked beneath the eight-ton engine. The show had to be halted while workmen pried out broken plates and packed timbers under the line; paying customers grumbled, and many who had come merely to watch decided that the whole contraption looked more dangerous than marvelous. Finally, after only a few weeks, a rail snapped outright and the locomotive jumped the track, skidding off in a tangent and toppling over into the soft earth. No one was killed, but the sight of the overturned engine, steam hissing and timbers askew, finished the enterprise. Attendance dwindled, Trevithick had no money left to rebuild the railway, and the Steam Circus closed.

      After the failure of the Catch Me Who Can, Trevithick grew disillusioned and would design no more railway locomotives. Until his death in 1833, he restlessly sought new adventures—including a doomed attempt to build the first tunnel under the Thames in which he was nearly buried alive, and crossing the Andes on foot to drain flooded Peruvian silver mines, only to flee amid the chaos of Bolívar’s wars of liberation. He died obscure and penniless, and some former engineering colleagues passed around a collection hat to spare him a pauper’s burial.
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      Around the same time that Trevithick was designing his high-pressure engines, American engineer Oliver Evans independently arrived at a very similar design based on the same principles. Both were high-pressure, non-condensing engines that vented spent steam to the air and operated at 50–80 psi, versus the near-atmospheric ~15psi of earlier Newcomen and Watt engines. Both were double-acting, using steam to push the piston in both directions, and employed similar valve timing strategies. The main difference lay in their mechanical layout: Evans used a pivoted “grasshopper” beam supported at one end—a compact, one-ended version of the traditional rocking beam—whereas Trevithick dispensed with the bulky beam entirely, driving the crank directly.

      Prior to America’s railway-building boom—which followed roughly a decade after Britain’s—America experienced a steam riverboat boom. On August 17, 1807, a strange craft chugged up New York’s Hudson River, belching smoke and astonishing onlookers. The ungainly vessel, known as the Clermont, had been designed by Robert Fulton using a ready-made Boulton & Watt steam engine imported from England.

      On its maiden voyage from New York City to Albany, the Clermont steamed 150 miles in about 32 hours, overtaking sailing sloops “as if they had been at anchor.” Fulton built several more vessels, launching regular passenger service on the Hudson that became a commercial success, proving steam could reliably carry passengers and freight.

      But the real revolution in steamboats was only just beginning—not on the deep, coastal waters of New York, but in the untamed interior of the young United States. The gentle Hudson had proved steam could carry people, but it was on the western rivers—the Ohio, the Mississippi, and their tributaries—where steamboats would truly transform transportation.

      Eastern rivers like the Hudson were relatively placid thoroughfares connecting established cities. By contrast, the Mississippi River system reached thousands of miles into the raw frontier, traversing shallow channels, fierce currents, and vast distances that had long isolated the American interior. It was here, on these western waters, that steam power revealed its true potential.

      The key technological breakthrough that unlocked the western rivers was the adoption of high-pressure steam engines. Early steamboats like Fulton’s had used low-pressure, condensing engines—massive, fuel-hungry machines that were relatively low in power. These engines worked well in deep water, but they were ill-suited for the frontier, since their great weight required boats with deep drafts. High-pressure engines of the Evans/Trevithick design enabled smaller, flat-bottomed, shallow-draft boats with a single stern paddlewheel instead of side wheels, capable of navigating snag-filled shallows—and with enough muscle to power against the current.

      Before the steamboat, commerce on the Mississippi and Ohio was a one-way journey. Frontier farmers would load massive casks of tobacco, barrels of salt pork, sacks of grain, and other produce onto flatboats or broadhorns (rudimentary wooden barges) and float downstream to market. These crude craft could only go with the flow; once they arrived in New Orleans, they were broken up for lumber and sold for scrap, the crew often trekking on foot or horseback back upriver. Keelboats—long, narrow vessels laboriously rowed or poled upstream—could make the return journey only at a snail’s pace. Mark Twain described this era vividly: “The river’s earliest commerce was in great barges—keelboats, broadhorns. They floated and sailed from the upper rivers to New Orleans… and were tediously warped and poled back by hand. A voyage down and back sometimes occupied nine months.” The hardy boatmen of that age became legendary for their brute strength and raucous behavior, but even these “rough and hardy… reckless fellows” could only move so much freight in a year. The vast resources of the American interior—timber, coal, cotton, salt, lead, and agricultural bounty—remained largely land-locked, limited by the sheer difficulty of upstream transport.

      Steamboats turned this situation upside-down. In the 1820s and 1830s, they enabled two-way commerce on the rivers on an unseen scale. Initially, steamboats shared the waterways with older craft; for a time, keelboats continued to carry goods downstream while steamboats focused on the upriver leg. In those “transition” years, a keelboatman would sell his cargo (and even the boat itself) in New Orleans, then buy a deck passage on a steamboat to ride back home—a far quicker and more comfortable trip than poling upstream. Before long, however, steamboats improved in number and reliability to the point that they “absorbed the entire commerce” of the Mississippi basin. Keelboats and rafts virtually vanished except in the smallest streams, and “keelboating died a permanent death,” wrote Twain.

      The steamboat’s ability to come back upriver was revolutionary. A farmer in Ohio or Kentucky could ship his hogs or grain down to New Orleans, and receive manufactured goods, tools, or luxury items on the return trip. What had once been a one-way corridor became a true commercial artery linking the frontier with the world.

      The time savings were equally dramatic. A journey from New Orleans back to Louisville that might have taken months by keelboat in the early 1800s was cut to a matter of days by the 1820s. By the 1830s, a typical steamboat could go downriver from Pittsburgh to New Orleans in as little as 7 to 10 days and come back upriver in perhaps 15 to 20 days—a round trip of under 5 weeks, versus the 4–6 months of the flatboat era. Twain noted that by the golden age of steamboats, “to load a steamboat at St. Louis, take her to New Orleans and back, and discharge cargo, consumed about twenty-five days, on an average.”

      The impact on freight volumes was immense. A single steamboat could haul hundreds of tons of cargo—farm produce downriver, finished goods upriver—and do it season after season, since it wasn’t destroyed at the destination like a flatboat. Statistical records bear this out. In 1814, just 21 steamboats operated on the Mississippi. By 1833, that number had grown to over 120, and by 1840, roughly 450 steamboats were navigating the Mississippi and its tributaries. New Orleans—the hub of the Mississippi—saw steamboat arrivals jump from just 9 boats in 1814 to more than 1,200 annually by the mid-1850s. Located along what became the main arteries of steamboat traffic, Cincinnati, St. Louis, and Memphis grew from modest landings into bustling cities, their populations booming and their economies reshaped by regular river commerce.

      All this meant a torrent of trade. “These boats enabled faster shipping of freight, including agricultural products like cotton and grain, significantly benefiting farmers and traders alike,” notes one study. Downstream, huge flotillas of steamboats would arrive at New Orleans laden with meat, wheat, lumber, whiskey, and cotton from the midlands. Upstream, they pushed back with Birmingham iron, New England textiles, imported tea and coffee, and even passengers migrating to settle the heartland. The entire economy of the Mississippi Valley was revolutionized. Goods that had once been prohibitively expensive to haul inland now flowed freely. The cost of transportation plummeted, opening new markets. Cotton grown on Mississippi plantations could be shipped by steamboat to New Orleans in days, feeding the textile mills of Britain and New England. Western farmers, once limited to subsistence or local markets, could export their surplus harvests for cash. In short, the steamboat bound the nation together: the western rivers became liquid highways knitting the frontier to the port of New Orleans, and via ocean-going ships from New Orleans to the trade ports of the East Coast and Europe.

      This growth had a dark side. Just as James Watt had feared, high-pressure steam could be deadly. The combination of high-pressure boilers, wooden construction, and a reckless quest for speed—with crews pushing their boilers to the limits—led to frequent accidents. Between 1811 and 1853, it’s estimated that over 7,000 people were killed in steamboat boiler explosions on the western rivers. Twain himself lost a family member in such an explosion: his younger brother Henry Clemens was fatally injured when the steamboat Pennsylvania’s boiler blew up in 1858. But danger only added to the steamboat’s mystique. A daredevil glamour attached to pilots and captains, who were revered as folk heroes—and handsomely paid. Passengers willingly accepted the possibility of an explosion or a wreck for the sake of the speed and convenience of steamboat travel. As one account noted, “due to the vast superiority riverboats then held over all forms of land transportation, passengers were willing to accept the high risk of a boiler explosion.”

      Even more darkly, however, the steamboat economy became entwined with slavery in the South. Steamboats carried tens of thousands of enslaved people, whether sold “down the river” to the Deep South or transported as labor to new slave territories. They also floated the products of slave labor—especially cotton—to market. As one historian notes, steamboats “supported the business of slavery by bringing cotton” to ports like New Orleans and by moving slave owners and slaves into new regions. From 1820 to 1860, Mississippi cotton production surged from around 20 million to 535 million pounds, with over half of all U.S. cotton passing through New Orleans during the antebellum period, frequently loaded onto “cotton boats” with capacity for hundreds of bales per trip. This tidal wave of cotton trade not only stabilized the institution of slavery but intensified its expansion into the interior South. Steamboats enabled plantations to flourish along riverfronts—cotton could be easily loaded at levees and shipped efficiently—reinforcing the region’s reliance on enslaved labor. Southern cities grew in tandem: Richmond, Charleston, Mobile, Savannah, St. Louis, and New Orleans doubled or even tripled in size between 1820 and 1860, embedding slavery in the fabric of urban modernity.

      Steamboats accelerated the expansion of the Cotton Kingdom, embedding slavery ever deeper into the national and international economies. By 1860, the South supplied 75% of the world’s cotton, and cotton exports brought in nearly $200 million annually—nearly 60% of all U.S. exports on the eve of the Civil War. This created entrenched economic interests behind slavery: plantations grew more profitable, slave labor more indispensable, and river cities more dependent on the system. Historian Robert Gudmestad argues that steamboats were not just economic tools—they helped shape southern identity. The interior South, energized by steamboat-facilitated cotton trade, began to see itself as distinct from the broader nation. Steamboats allowed the region to modernize along lines compatible with slavery, reinforcing a separate economy and culture tethered to river commerce (and thus to slavery) that diverged from the industrializing North. They also deepened southern resistance to railroads, which often required federal support and connected regions across state lines. Steamboats, by contrast, operated independently on local waterways they controlled. This self-sufficiency reinforced a preference for decentralized governance and a vision of slavery as not just profitable, but politically sovereign.

      As Mark Twain wrote Life on the Mississippi in the 1880s, he was seeking to memorialize an era that had begun to fade. Railroads, unhindered by freeze or flood, and ultimately faster and more direct, would draw more and more traffic away from the rivers. The steamboat era’s zenith in the 1840s–1850s was followed by a slow decline after the Civil War, as rails webbed the continent. As one contemporary noted wryly, “Steamships were transportation’s state of the art until the railroads came along.”

      What finally unlocked significant progress in steam railways, roughly fifteen years after the failure of Trevithick’s Catch Me Who Can, was the success of the Stockton & Darlington Railway in Britain. This was railway locomotion’s breakthrough moment, and it came thanks to the efforts of the engineer now referred to as the “Father of the Railways,” George Stephenson.

    

  


  
    
      
        
          8 THE STOCKTON & DARLINGTON RAILWAY

        

      

    

    
      Demand for coal was booming in County Durham, and Edward Pease, a prosperous Darlington Quaker, had just secured Parliamentary approval for a horse-drawn tramway to move coal to the port at Stockton. One afternoon he answered a knock at his door to find an unexpected visitor: a man in heavy boots and a grease-stained fustian jacket, his face darkened by years in the pits, speaking in a thick, musical Northumbrian (“Geordie”) accent. It was George Stephenson of Killingworth Colliery.

      Stephenson had been born to poor, illiterate parents in a Northumberland mining village, where his family crowded into a single-room cottage owned by the coal mine. Denied any formal education as a child, money was so scarce he began working at just eight years old as a “picker,” one of the lowest jobs in a mine, sorting stone and debris at the pithead. Despite his humble beginnings, Stephenson displayed a fierce curiosity about machinery from an early age, often spending his free time meticulously dismantling and cleaning engines to understand their intricate workings.

      When he successfully identified and fixed a critical problem with a Newcomen engine at the Killingworth mine that none of the regular engineers could set right, the mine’s owners promoted him to engine-wright, placing him in charge of all their machinery. Stephenson began diligently experimenting with steam locomotives, building engines based on Trevithick’s high-pressure design, such as one he called the “Blücher,” an 8-ton iron workhorse that huffed and clanked along the Killingworth wagonway hauling 30 tons of coal at 4 miles per hour—the first truly practical locomotive employed for regular colliery work. Over the next few years Stephenson built about 16 more locomotives, each a little better than the last. He also worked on the problem of brittle cast iron rails, collaborating with William Losh at the Walker ironworks to patent an improved rail design with supportive half-lap joints and chairs to hold the track in place.

      On Pease’s front porch, Stephenson made an impassioned case that locomotives could outperform horses for moving the heavy coal wagons. Pease was intrigued, but unconvinced. His fellow Quaker investors were deeply skeptical of the unlettered mechanic’s extravagant claims. But Stephenson invited Pease to Killingworth to see his locomotives with his own eyes.

      Seeing was believing for Pease, who was astonished by the locomotives’ ability to haul heavy wagons up steep inclines. He appointed Stephenson the chief engineer for the Stockton & Darlington project, over the strong objections of his associates, who warned him starkly that entrusting the responsibility to the Geordie engine-wright was folly. Stephenson set to work immediately—surveying the line himself, marking gradients, pacing out curves and embankments.

      The prevailing consensus among the “establishment” London engineers was that “adhesion-only” locomotives required near-level ground. Smooth iron wheels on smooth iron rails, they argued, would simply slip—a belief inherited from the era of wooden wagonways and horse-haulage. Most preferred toothed rack rails, or stationary engines pulling by rope. Even a 1 in 300 gradient (≈ 0.33%) was thought troublesome; S&DR required 1 in 150 in stretches and 1 in 88 at the steep Brusselton Bank. But Stephenson’s exhaustive experiments to measure wheel slip with progressively heavier loads at Killingworth had convinced him that simple friction was enough. As these gentleman-engineer critics obsessed about the “adhesion question” in various writings and letters, Stephenson focused on solving the real problem: brittle cast iron rails.
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        * * *

      

      Initially, Stephenson naturally intended to use his and Losh’s own patented solution for cast iron rails. But that changed when he learned of the recent game-changing developments in wrought iron technology, especially the latest methods that John Birkinshaw was pioneering at Bedlington Ironworks.

      The revolution that Abraham Darby had kicked off in Coalbrookdale was a revolution in cast iron, not wrought iron. Cast iron could be mass produced, but its high carbon content (2–4%) from the melting process made it brittle and prone to fracture. “Wrought” iron, by contrast, had very low carbon content (~0.1%) and was far more malleable and resistant to rust. Traditionally, it was made not by melting but by laboriously hammering a softened iron “bloom,” which meant it couldn’t be produced at scale.

      That started changing in 1784 with Henry Cort’s invention of the puddling process. In a “puddling”, or “reverberatory,” furnace the fuel and the molten iron were kept in completely separate chambers. Instead of the burning coal touching the metal directly, the flames and hot gases swept across an arched roof, and the radiant heat from this roof was reflected downward onto the bath of iron. The indirect radiant heat allowed the metal to reach the melting point without absorbing coal ash or sulfur.

      Inside this roaring furnace worked the puddler—a skilled worker armed with a long iron rod sheathed with heat-resistant material that stirred and folded the molten iron so that fresh surfaces were constantly exposed to the hot air in the chamber. As oxygen in the air oxidized the carbon, silicon, and phosphorus out of the melt, the iron thickened into pasty, semi-solid lumps called “balls,” which would then be hammered or rolled to further drive out impurities. For the first time, high-quality wrought iron—strong, malleable, and uniform—could be produced reliably on an industrial scale.

      Cort’s second breakthrough came with his patent of the rolling mill, which featured grooved rollers that mechanized the shaping of iron bars, replacing the traditional hammering method. The rolling mill significantly increased the speed and efficiency of producing iron bars. In 1820, the English railway engineer John Birkinshaw further improved on Cort’s method by introducing a multi-pass rolling system: bars of iron were run through a series of rollers with progressively smaller grooves, gradually shaping them into highly uniform rails with consistent cross-sections. These 15-foot-long wrought iron bars were exactly what were needed for railroad tracks—strong, flexible, and mass-producible.

      Stephenson visited Birkinshaw’s ironworks to inspect these new wrought iron rails for himself. He became convinced they were the future and made the momentous decision to go exclusively with them for the Stockton & Darlington line, even though he stood to gain over a year’s salary by using his and Losh’s own patented solution—a choice Losh never forgave. The SD&R board at first balked at the plan on cost grounds since the wrought iron rails were nearly twice as expensive as cast iron rails. They compromised, agreeing to use them for two-thirds of the line, but Stephenson’s enthusiasm would be vindicated when all the cast iron track ended up needing to be replaced with wrought iron.
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        * * *

      

      The months leading up to the opening were filled with a palpable mix of excitement, curiosity, and skepticism. On opening day, September 27, 1825, thousands came to watch, gathered before dawn along the 26-mile line. A low mist clung to the fields, but the gleaming rails—Birkinshaw’s wrought-iron bars—stretched away in two shining lines, straight as a sword.

      When the locomotive finally appeared through the haze, a murmur ran through the crowd. Locomotion No. 1 puffed and clanked into view, its tall chimney breathing jets of white steam into the morning air. Stephenson himself stood at the controls, broad-shouldered and calm, wearing his engineer’s hat and a soot-darkened coat. Behind him trailed a procession of coal wagons, passenger carriages, and jubilee carts filled with shareholders, workers, and curious onlookers. The whole train stretched nearly a quarter of a mile.

      As Stephenson opened the regulator and the locomotive began to creep forward, spectators broke into cheers. The engine gathered speed—six miles an hour, then eight, then ten—the carriages rocking, chains jangling, steam roaring from the safety valve. At one point the train reached an astonishing fifteen miles an hour. Children ran alongside until they could no longer keep up.

      The railway was an immediate practical success, carrying coal from inland mines to port in a fraction of the time canals would take, and soon it was also ferrying passengers. S&DR would be the first large-scale deployment of wrought iron rails, as well as the first public railway to successfully use steam locomotives to transport both goods and passengers. Once again, it was developments in iron technology that had unblocked the steam engine’s progress into new domains.

      S&DR was a financial success from the beginning, far surpassing initial expectations for a horse-drawn line. Its freight revenues demonstrated rapid and impressive growth, rising from £14,455 in 1826–1827 to £57,819 in 1832–1833. By 1842–1843, its gross revenues were approaching £100,000. The railway rapidly expanded its network, extending to a new deep-water port at Middlesbrough, which became the world's first planned railway town, by 1830.

      S&DR’s success proved that the steam locomotive-powered railway could return a healthy profit. The Times reported in December 1825 that the “admirable manner in which the loco-motive engine does all, and more than all that was expected of it, seems to have spread far and wide the conviction of the immense benefits to be derived from the construction of new railways.”

      Stephenson had made another momentous decision on this project. The precise dimensions of the rails he chose—4 feet 8 ½-inch gauge—would become known as “standard gauge,” a world-wide standard. As Stephenson carried this size gauge into subsequent projects like the Liverpool & Manchester Railway, and individual railways became a railway network, the dynamics of network effects would cement early decisions. We will see this dynamic repeat later with the Internet, with standards becoming stronger as the network grows. The network effect of these rails even extended across continents, since cities on the U.S. East Coast desired compatibility with British imported locomotives. Forty-four years later, across the Atlantic and half a continent, as the final golden spike was driven on the U.S. Transcontinental Railroad, that spike would join two rails of exactly 4 feet 8 ½-inch gauge.
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      Stephenson followed up his success at Stockton & Darlington with the Liverpool & Manchester Railway, opened in 1830. It was a double-track railway for both freight and passenger traffic. The company’s directors initially thought the line would mainly haul freight, and perhaps a few hundred passengers per day at most. Instead, in the first year (1831), the railway carried 445,000 passengers—more than 1,200 per day. By 1835, that number had more than doubled to over 1 million annually.

      Revenues from freight alone were £250,000 a year, an immense sum (tens of millions in today’s money). Cotton bales that once took days by canal were reaching Manchester within hours, changing the economics of the entire textile industry. Cotton brokers in Manchester joked that “the mills now run on Liverpool time,” because steamships docking in the port in the morning could have their cargo spinning in machines the same afternoon.

      The dividends from Liverpool & Manchester’s joint-stock company ran in the range of 8–10% annually, far outstripping the 3–4% typically available from government consols, the benchmark safe investment of the day. L&M shares were floated at £100 each when the company was incorporated but were trading above £250 by the mid-1830s, with these figures printed widely in the press. The investing public began to pour money into new railway schemes, and by the mid-1830s dozens of prospectuses boasted that they would be “the next Liverpool & Manchester.” L&M was the starting gun for a historic railway investment boom that escalated into a full-blown mania.

      This great British Railway Mania of 1843–1847 has striking similarities to the Internet dot-com bubble of 1995–1999. Like the Netscape IPO in the 1990s, the Liverpool & Manchester Railway’s early, attention-grabbing success in the 1830s crystallized the opportunity in the minds of investors. As we will explore in the Internet chapter, these booms are never singular events; they unfold over years, in multiple waves or phases. 

      In the case of the British Railway Mania, a “first generation” of main lines followed the success of L&M: London–Birmingham (1838), Great Western (1838–41), Grand Junction (1837), and others linking key industrial and port cities. Investors in the early 1830s were still relatively cautious; many remembered the “canal mania,” a speculative boom/bust cycle in canal building that had occurred in the late 1780s and early 1790s. Prices started to heat up by 1837, only to be cooled off by a broader financial panic triggered by U.S. banking failures. Railway stocks languished until 1842 with Britain in deep recession, and relatively little new track authorization by Parliament.

      Sentiment shifted dramatically with the economic recovery in 1843. Industry picked up, exports rose, and confidence improved as the Bank of England eased credit. Railway stocks, long depressed, rose off their 1842 lows. From late 1843 to early 1844, the recovery was visible, traffic on existing lines increased, and dividends improved. Shares on major lines climbed 40-60% from their trough. Parliament authorized hundreds of miles of logical extensions to existing lines—tying in coalfields, manufacturing towns, and ports. Between summer 1844 and summer 1845, railway share prices doubled across the board.

      By late 1845, speculation was reaching a fever pitch. Share prices were hitting all-time highs, subscription lists were overflowing. Many individuals from the increasingly prosperous middle classes invested in the equity market for the very first time during the mania. The market rolls of 1845 included a diverse range of professions and individuals: carpenters, clerks, coach-builders, drapers, grocers, tobacconists, governesses, milliners, schoolmasters, tailors, bookbinders, printers’ devils, half-pay officers, even household staff—footmen, housemaids, cooks, butlers, and coachmen. Singers from the opera chorus, compositors from Fleet Street, shipwrights from Deptford, and laundresses from Lambeth all took a flutter on a £5 deposit. If they had a sovereign to spare, there was a railway ready to take it.

      The City of London’s financial district became a bizarre carnival of railway speculation. Hundreds of makeshift offices sprang up to house the new railway ventures, all within a few blocks of the Bank of England and the Stock Exchange. In addition to physical proximity to those institutions, these companies all sought to signal prestige and respectability with registered company addresses on well-known streets like Threadneedle, Moorgate, Bartholomew Lane, Lombard Street, or Cornhill. A contemporary account describes a “colony” of railway promoters taking over every available room: “from the cellar to the roof, every fragment of a room held its committee. The darkest cupboard on the stairs contained a secretary or a clerk.” These were rented, improvised rooms carved out of any building that had any space—spare rooms above shops, back rooms of taverns, basements, attics, hotel dining rooms, literally repurposed broom-closets in some cases.

      The Stock Exchange came to “resemble a country fair” at the height of the boom, one reporter quipped, with traders shouting offers like stall-keepers at a market, street boys running about with handbills, and even cabbies and flower-girls gossiping about the latest rail prices. Boardrooms and backrooms alike were packed with feverish activity. Hawkers outside sold the latest Railway Gazette or Grand Junction Intelligencer; coffee shops brimmed with debates over which line will secure its Act or which shares are up this morning.

      At the height of the mania, street hawkers (“alley men”) peddled “scrip” to crowds in back London alleys. Investors typically subscribed to new railway shares by paying only a deposit—often 10% of the face value. For example, on a £100 share, they might put down £10 (sometimes less) up front, with the balance “callable” later as construction proceeded. Once you paid the deposit, you were issued a temporary certificate—the “scrip”—as proof of entitlement to a full share once all installments were paid. Crucially, these scrips were tradable immediately, even before the line was approved or built. Even absurd proposals—lines drawn through thinly populated moors, or terminating in pastures—still managed to see their scrip trade at a premium in the Exchange Alley.
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        * * *

      

      In early 1846, bad harvests and the Irish Potato Famine caused a credit squeeze. Paradoxically, rather than cooling things off, this prompted a kind of Parliamentary “blowoff top,” with promoters and investors frantically jamming railway approval bills through Parliament, fearing the window would soon close. In that year alone, Parliament passed 263 Acts, authorizing around 3,350 miles of new railway—9,500 if one includes every extension, branch, and reauthorization. That was more than the entire network then in existence. The total paper commitments approached £200 million, roughly equal to Britain’s GDP at the time. Only about a third of this mileage would ever actually be built.

      Promoters were often local elites or contractors chasing fees; many schemes duplicated routes or served small towns with little traffic. Some promoters and directors engaged in outright fraud, paying shareholders out of capital rather than actual profits, manipulating accounts, or using other devices to sustain dividends and share prices long after reality had diverged from promise.

      Then as always, easy credit was the key ingredient in a bubble. When the Bank of England—its gold reserves drained by food imports due to the famine—sharply raised interest rates, it triggered a wave of merchant and bank failures and a collapse in railway share prices, with many lines trading at less than half their peak value. 

      The Railway Mania’s ~120–150% gain in two years, followed by 50–60% decline, may sound volatile, but it will look positively tame next to the Internet mania, which saw the Nasdaq composite index rise 260%+ in 17 months, followed by a ~78% decline. That mania was larger by almost any metric: absolute scale of wealth destruction, degree of contagion and macroeconomic spillover, and scale of corporate fraud (and the coming AI bubble of the 2030s may in turn make the Internet bubble look small.)

      What made the Railway Mania viscerally crueler to individuals was the leverage of the scrip system, which could trap investors into debts larger than their initial outlay. A clerk who scraped together the £10 deposit for £100 in shares was obligated to meet “calls” by the company—demands for further installments up to £100 as construction progressed. When the bubble burst and the shares collapsed in value, say down to £20 for a fully-paid share, the partly-paid 10% scrip was worth less than nothing when you factored in the future £90 liability. And unlike today’s limited-liability shares, in the 1840s the obligation to pay calls was personal—it followed you, not just the paper share. If you couldn’t pay, you faced bankruptcy proceedings. Countless small investors couldn’t pay. Bankruptcy courts suddenly filled with drapers, grocers, clerks, and schoolmasters. The Times in late 1846 published lists of bankrupts in the Court of Insolvency that read like a census of the lower middle class: “grocer, Islington; schoolmaster, Leeds; tailor, Birmingham.”

      Presiding over some of the worst abuses was George Hudson, the Yorkshire draper-turned-“Railway King.” By the mid-1840s he chaired a tangle of northern lines, including the York and North Midland Railway, which were widely regarded as models of security and high dividends. In reality Hudson paid dividends out of fresh capital, shifted funds between companies he controlled, rigged prices, and steered railways into buying land from himself and his associates at inflated valuations. When scrutiny came after the crash, he was driven from his chairmanships, disgraced, and hounded by creditors. For ordinary investors who suffered losses—like Charlotte Brontë, who lost much of her earnings from Jane Eyre on York and North Midland shares—the revelation that their losses owed not only to bad luck but to manipulation made the pain sharper still.
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        * * *

      

      Despite the misery this caused for investors at the time, the vast majority of railways constructed in these years survive today as the backbone of the UK rail network. Indeed, the mileage authorized during the bubble years represent 56% of the total route mileage in the system. The rail infrastructure endured and was eventually grown into, enabling industrial growth, urbanization, freight efficiencies, employment, and regional integration.

      In this sense, financial bubbles can be surprisingly productive, pulling forward investment and creating value for future generations at the short-term cost of speculators. John Maynard Keynes came to the same conclusion about the bubble preceding the 1929 stock market crash: 

      
        
        While some part of the investment which was going on in the world at large was doubtless ill-judged and unfruitful, there can, I think, be no doubt that the world was enormously enriched by the constructions of … 1925 to 1929; its wealth increased in these five years by as much as in any other 10 or 20 years of its history. The expansion centered round building, the electrification of the world and the associated enterprises of roads and motor cars. … The capacity of the world to produce most of the staple foodstuffs and raw materials was greatly expanded; machinery and new techniques directed by science greatly increased the output of all the metals, rubber, sugar, the chief cereals, etc.

      

      

      We will see the same pattern again in the Internet chapter: the dot-com startups may have vanished, but the fiber-optic infrastructure laid during the boom has endured, to society’s benefit.

      In the wake of the crash, the railway network did not vanish but continued to expand. By 1850, Britain had a highly integrated, fast, and cost-effective rail system connecting nearly every city and many rural areas—and slashing freight transport costs to as low as one penny per ton-mile for coal. This dramatic cost reduction further accelerated the flywheel of industrialization. Railways not only facilitated cheap, reliable movement of raw materials and goods but also employed tens of thousands—engineers, station agents, conductors, mechanics, accountants—spreading business and organizational skills critical to burgeoning industries.

      Beyond economic productivity, railways transformed society. They redefined where and how people lived. Commuting became viable, enabling workers and families to live farther from city centers. London’s suburbs exploded, as middle-class families flocked outward to places like Kilburn, Walthamstow, and Croydon. The rail network supported the rise of seaside resorts and leisure travel for the working and middle classes—excursions once reserved for the wealthy. Urban diets diversified, too, as fresh produce, meat, and fish from the countryside could now be transported quickly and cheaply. Even marriage patterns shifted; proximity to railways broadened economic and social horizons, which contributed to women marrying later.

      Railroads collapsed time and space. Before them, long-distance transport relied on rivers, canals, or stagecoaches—slow, seasonal, and geographically limited. A journey from New York to Chicago that took three weeks by wagon in the 1830s could be done in less than two days by rail in the 1850s. By the 1870s, American coast-to-coast rail travel—once a six-month overland ordeal—had been reduced to about seven days, thanks to the completion of the Transcontinental Railroad in 1869.
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      As the railway networks made steady progress in the mid-1850s, iron metallurgy had its most significant breakthrough yet. In 1856, a little-known English inventor named Henry Bessemer discovered what would become known as the Bessemer Process, a revolutionary new way of mass-producing steel that slashed production costs by on the order of eighty to ninety percent.

      Steel is an alloy of iron and carbon that sits in a narrow and useful window of carbon content—typically between 0.2%–1.2%. That places it between wrought iron, which is nearly pure iron with very low carbon content (less than 0.1%), and cast iron, which typically contains 2%–4% carbon. Each form has different properties: wrought iron is soft and malleable but lacks hardness; cast iron is hard and castable but brittle. Steel has been prized since ancient times for occupying a metallurgical “sweet spot”; it can be made both strong and ductile, hard yet workable. In India, smiths were producing crucible steel (“wootz”) as early as the first millennium BCE, exporting ingots whose exact methods of manufacture were later lost. Persian and Middle Eastern sword-makers forged these ingots into the famed “Damascus blades”. The Romans, the Chinese, and other cultures forged small batches of steel, though never with certainty of replication. Up until the eve of Bessemer’s breakthrough, steel was still made in small-batch furnaces, since no one knew how to refine large molten baths without ruining the metal or consuming prohibitive amounts of fuel.

      Bessemer was not originally trying to make steel. His original intent was to find a faster, more efficient replacement for puddling to make malleable, wrought-iron-like metal for artillery. In the puddling process, a skilled worker stirs and folds molten iron with a long rod to expose it to oxygen. Bessemer’s idea was to instead blast air through the molten iron using jets. He expected this to cool the metal off, but thought that he could fight this cooling by running the furnace hotter, and believed the process would still be more efficient overall than puddling with a rod. He set up an experiment in a small clay-lined crucible with a few pounds of molten pig iron—the crude, unrefined iron produced in a blast furnace before further processing—alongside a furnace for external heat and a tuyere (pipe) bringing in cold air under slight pressure.

      What happened when he opened the air valve shocked him. The molten bath foamed, surged, and expanded; bright orange-yellow metal heaved upward, showers of sparks erupted, and thick jets of flame licked out of the crucible. The melt grew dazzlingly brighter and whiter—a white-hot, almost blinding glare. Instead of cooling, he saw a dramatic increase in temperature, and the metal stayed molten without the need for additional furnace heat.

      What Bessemer discovered was that when oxygen is forced through molten pig iron, it rapidly combines with the impurities—especially silicon, but also carbon and manganese—and the resulting chemical reactions release immense amounts of heat. These exothermic reactions more than offset the cooling effect of the cold blast, making the blow effectively self-heating once begun. The impurities in the iron behave like fuel: as they oxidize and burn away, they generate the energy needed to keep the metal not only molten but often hotter than before, allowing the bath to refine itself without continuous external firing. In puddling and other traditional processes, oxygen only touches the surface of the molten metal, so the furnace has to supply almost all the heat. In Bessemer’s process, oxygen is injected from below, rushing up through the entire bath, so oxidation—and heat release—happens throughout the metal.

      At this point Bessemer knew he had stumbled onto something enormous—an industrial breakthrough that could remake metallurgy—yet he did not fully grasp the chemistry behind what he had witnessed. Bessemer had no formal scientific or technical schooling, only a rudimentary village education, and grew up in modest circumstances as the son of an engraver. His real classroom had been his father’s workshop, where he absorbed the knowledge of skilled artisans in practical metal-working. As an adult he educated himself voraciously, devouring trade journals, artisan manuals, patent specifications, and even the scientific papers of the Royal Society. On multiple occasions he submitted practical improvements—die-stamping methods, metal-pressing innovations, chemical-mechanical processes—to the learned societies, only to meet indifference or polite rejection from the university elite.

      Bessemer’s ferociously practical, self-taught mind generated ideas in rapid succession, and he moved restlessly from problem to problem with unusual inventive fluency—patenting improvements in fields as diverse as sugar refining, pencil-making, optics, lens grinding, chocolate production, hydraulics, die stamping, and coin pressing. He carried a lifelong sense of being an outsider, and had grown accustomed to being underestimated and dismissed.

      Yet Bessemer also possessed a fierce pride born of past victories. Time and again he had shown that he could enter unfamiliar industries and spot mechanical or chemical solutions that specialists had missed. His first fortune came from just such a feat: he reinvented the manufacture of bronze and gold powders used for decorative book covers, breaking the monopoly of a small, secretive cartel with a cheaper and far more efficient process. That success funded his independent workshop—and convinced him that even from the margins he could overturn entire trades.

      Bessemer’s confidence lived alongside a persistent fear of being robbed of credit—a fear rooted in painful early experience. As a young man he had devised an ingenious anti-forgery system for government stamps, only to watch a minor official appropriate the idea and implement it without acknowledgment or payment. He appealed to higher authorities and was brushed aside. The episode seared him. From then on he distrusted institutions and the “gentlemen” who governed them, convinced that a self-taught inventor without rank or connections could easily be exploited.

      Realizing that this latest finding could become his greatest triumph, Bessemer worked feverishly to ensure the phenomenon wasn’t a fluke. He ran repeat experiments, trying molten irons with different carbon and silicon contents, and varying the duration and intensity of the air blast to understand the behavior of the temperature rise. The boil happened every time. He filed for a patent on the process. Still, these experiments were in his small crucible and he worried the reaction would not scale to larger vats, so after filing for the patent, he built much bigger vessels. He moved from tens of pounds in crucibles to a small converter taking several hundredweight of metal. The reaction scaled beautifully.

      Eager to stamp his name indelibly on a significant scientific finding, Bessemer unveiled his discovery at the British Association for the Advancement of Science in Cheltenham in 1856. With an air of triumph, he announced dramatically that he had entirely solved the problem of making steel cheaply, by the ton. The announcement was met with some skepticism, as he anticipated, but he was confident in his breakthrough and began selling licenses to use the process for £10,000 each, a hefty sum.

      But once real ironmasters tried the process in real foundries, they all failed—the steel came out brittle, porous, cracked, and unusable. Bessemer had only validated that the reaction occurred, not that the resulting steel was usable downstream for stamping and rolling. His purified iron had too little carbon or wildly inconsistent carbon. Several licensees demanded refunds or threatened legal action. Trade journals and ironmasters cast doubt on the method’s reliability. Many accused him of fraud or delusion. Suddenly, Bessemer’s name was mud.
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        * * *

      

      Bessemer was forced to build his own steelworks at Sheffield to fix and prove the process, and it  took several years of unremitting effort to track down the problems. First, he had unknowingly succeeded in his own trials by using a low-phosphorus Swedish pig iron; most British pig iron had far higher levels of phosphorus and sulfur, which his process could not remove. These impurities rendered the resulting steel brittle.

      Second, Bessemer had lacked a reliable method for controlling the final steel’s precise carbon content. One of the key breakthroughs came not from Bessemer himself, but from a metallurgist named Robert Mushet. Mushet discovered that it was more effective to burn out all the carbon entirely, then reintroduce it in a controlled form using an alloy known as spiegeleisen—a mixture of iron, manganese, and carbon. The manganese also helped neutralize oxygen and improve the steel’s quality. Bessemer quietly adopted Mushet’s method without giving him public credit (though he later granted Mushet a modest annuity), and only then did the process begin to reliably produce high-quality steel.

      Bessemer’s perfected “converter” machine was a giant, pear-shaped vessel suspended upright on trunnions like a roasting spit. The converter could tilt forward to pour and backward to receive molten iron. It was lined with heat-resistant clay and fitted at the bottom with a row of nozzles—called tuyeres—that blasted cold air up through the molten metal. When the carbon and silicon impurities ignited, flames and sparks jetted from the open mouth and the bath boiled furiously, kept molten by the impurities burning themselves away. After ten blistering minutes, the vessel tipped, and a stream of liquid steel poured out, glowing hot and ready for casting. The process was almost magically simple. Rather than needing furnaces, crucibles, hammering stages, decarburizing tools, and specialized labor, you pour molten iron into a single vessel, blow air, and the entire process is finished in 10–20 minutes with no additional fuel source required.

      As Bessemer converters spread to Britain, France, Sweden, and eventually the United States, the price of steel plummeted—from £50 or more per ton to under £10 in a matter of years. In the U.S., steel rails that had cost $170 per ton in the late 1860s fell below $40 by the early 1880s.

      Railroads began replacing wrought-iron rails with steel. Steel rails lasted ten times longer, resisted deformation, and remained stable under far heavier locomotives. They could carry longer trains, at higher speeds, with dramatically less maintenance. The economics were so compelling that within a single generation the change became total: by the mid-1880s the entire U.S. transcontinental system had been relaid in steel.

      Bridge builders seized upon it. The old wrought-iron trusses and cast-iron arches that dominated mid-century engineering had well-understood limits: they failed under tension, cracked under shock loads, and could not span the vast distances that industrial America now demanded. Steel obliterated those constraints. John Roebling’s successors used it to push suspension bridges to unprecedented lengths; cantilever bridges such as the Firth of Forth demonstrated that steel could hold enormous compressive and tensile forces simultaneously. River crossings that would have been daring a decade earlier became routine.

      Architects, too, recognized that a new vocabulary of form was suddenly available. The skeletal steel frame—first tentatively explored in the late 1870s and early 1880s—freed buildings from the tyranny of load-bearing masonry. No longer did every additional floor require massive stone walls at the base. A lattice of steel columns and beams could hold up the entire structure, enabling verticality on a scale unheard of before. The early “Chicago School” architects seized the opportunity, and by the 1890s steel skeletons made the modern skyscraper not just possible but economical.

      Steel became ubiquitous. Machines, buildings, tracks, tools, ship hulls, boilers, pressure vessels, even the farm implements in remote corners of the American Midwest—all were progressively remade in steel.

      Shipbuilders, too, transitioned from iron to steel hulls, enabling the rise of massive ocean-going steamships. Steel’s superior strength-to-weight ratio allowed for vastly larger hulls without adding dangerous bulk, unlocking a dramatic expansion in cargo capacity. It also enabled higher-pressure steam engines, since steel boilers could safely contain more energy than their wrought-iron predecessors. And it gave new power to the screw propeller, whose rotating blades gained the structural strength to drive heavier ships at higher speeds across open oceans. This new class of ocean liners could carry vast quantities of cargo on predictable schedules, becoming the “railways of the sea.”

      These new ocean-going steamships created the opportunity for a far grander scale of infrastructure. On November 17, 1869, amidst a parade of ships and thunderous cannon fire, the Suez Canal opened after ten years of construction. The new sea-level passage carved a direct route from the Mediterranean to the Red Sea, cutting 6,000 miles—and several weeks—off the journey from Britain to India. No longer was it necessary to round the Cape of Good Hope in Africa or traverse partial overland segments.

      A canal of this kind would have been pointless in the age of sail: there wasn’t enough wind inland and it was far too narrow and straight to tack through in a sailing ship. The canal worked because it was engineered specifically for deep-draft, long-distance steamships, and the business model relied on dense, regular, high-volume traffic. Steel-hulled, steam-powered ocean liners thus enabled a whole new class of global megaproject, destined to reconfigure the oceans themselves and reshape global trade.
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      Industrialized technology also shifted the global balance of power by revolutionizing warfare. During the Crimean War (1853–1856), Russia’s lack of railway infrastructure and poor logistics were central to its defeat. During the American Civil War (1861–1865), steam-powered ironclads ran the impregnable guns at Vicksburg, and as the stakes grew desperate and existential, Union General William Tecumseh Sherman’s strategy to halt the Confederacy’s ability to sustain war centered on destroying the Confederate railway network. His troops heated and twisted rails into spiral-shaped “Sherman’s neckties” to make them unusable.

      In Prussia, the General Staff under Helmuth von Moltke realized that railways represented a military revolution—allowing rapid massing of troops, if congestion could be managed. They developed an entire branch devoted to railway planning that worked out down-to-the-hour deployment timetables. In the Austro-Prussian War of 1866, Moltke used five separate rail lines to surprise the Austrians at Königgrätz, a decisive victory that elevated Prussia as the dominant power in Germany. Just four years later, in the Franco-Prussian War, Prussian trains moved more than 400,000 men, 130,000 horses, and 1,200 guns west in just three weeks, according to timetables drawn up years earlier. This enabled the Prussians to capture Napoleon III at Sedan and besiege Paris, leading directly to the proclamation of German Empire at Versailles in 1871, shifting the European balance of power. Meanwhile, the Ottoman Empire—still largely agrarian—watched its influence erode as it struggled to mobilize troops across rail-poor terrain, even as foreign-built lines penetrated its borders for others’ gain.

      Railways became symbols of modernity and national strength; nations without them were seen as “backward.” Diplomats and strategists of the 19th century often equated railway mileage with national power, much as they would do with aircraft carriers or nuclear stockpiles in the 20th. Britain’s first-mover advantage in industrialization and leadership in steam technologies catapulted it from one of several great colonial powers (alongside France, Spain, and the Netherlands) into an unmatched global superpower.

      Steam technology enabled imperial conquest and governance. During the First Opium War, the mere sight of Britain’s steamship Nemesis caused consternation amongst the fleet of wind- and oar-powered Qing-dynasty war junks, as their crews marveled at the iron-hulled craft’s ability to advance regardless of wind direction, steaming up rivers the junks could not enter. As the “devil ship” shelled their forts with great precision, the astonished Chinese found their cannonballs barely dented the Nemesis’s iron plating, while its Congreve rockets and swivel guns shredded their junks into matchwood. The psychological shock of the Nemesis ushered in a “century of humiliation” for the Chinese, the lessons of which would not soon be forgotten.

      In India, steam riverboats played a role in suppressing the Indian Rebellion of 1857. In its aftermath, Britain formally dissolved the East India Company and placed India under direct crown rule—the period later known as the British Raj (1858–1947)—an arrangement whose administrative viability depended on faster sea links to Britain, greater mobility within India through railways, the telegraph (which we’ll cover in the next chapter), and quinine (a malaria prophylactic that helped European administrators survive inland postings). Steel railroad tracks, with their greater durability, lower maintenance, and resistance to climate, enabled deeper penetration into continental interiors. One colonial officer confessed that with Britain’s relatively “small army,” they “could not have kept hold of a turbulent country for so long without the ability of the railways to move troops around quickly.” By the 1870s, rail lines crisscrossed the Raj from the Indus to the Brahmaputra. Britain and other industrial powers would later engage in a “scramble” to plunge steel rails into the heart of Africa, binding it like manacles, with railroads running straight from ports like Capetown to the diamond mines of Kimberley and the gold fields of Witwatersrand, bypassing local communities—designed with a brutally simple purpose: troops in, wealth out.

      Industrialization also changed the character of empire. Pre-industrial empires were trading empires: the aim was to secure rare, high-value goods that were hard to produce in Europe, like spices, sugar, tobacco, coffee, tea, furs. These were often finished or semi-finished luxury commodities. For instance, Britain monopolized sugar from Jamaica’s plantations, with sugar, molasses, and rum functioning like “liquid bullion” as it was re-exported at a profit. But with industrialization, the era of the supply-chain empire began. Colonies were reorganized to supply bulk raw materials to Britain’s home factories: cotton, jute, coal, rubber, and palm oil were carried by steam railroads to steamships bound for Liverpool or London. 

      From there, Indian cotton harvested in Berar and shipped out of Bombay might be spun in the vast steam-driven mills of Manchester into cheap grey cloth. That cloth was then exported back by steamer through the same port of Bombay, where it flooded bazaars from Calcutta to Lahore, undercutting local weavers who had once clothed India themselves. The loop was complete: raw cotton extracted from India, worked up in British factories, and resold as finished textiles, often to the very population from which it had first been taken. Colonies became integrated cogs in Britain’s industrial machine, a globalized supply chain on which “the sun never set.” 

      Though both forms of empire were grasping and extractive, in some ways the integrated “supply chain empire” was even more destructive. Its logic demanded suppression of local industry. India’s famed textiles—high-quality Bengal muslin and silk, calicoes from Gujarat, chintz from the Coromandel coast—were undermined by high tariffs or outright bans to support Manchester and Lancashire mills. When the American Civil War disrupted cotton supplies, diverse farmlands in Berar and Gujarat were converted to vast monocropped cotton fields, which later contributed to famines. 

      Thus, industrialization didn’t just benefit empire—it demanded empire and drove expansion. Revolutionary technological change triggers social and economic reorganization, which can often trigger political reorganization: all are intertwined. As the revolution progresses, a whole new, interdependent techno-economic-socio-political structure may emerge. Technology is thus one of the primary drivers of world-historical change.
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      As we reflect on the journey of the steam engine—from raising water in coal mines, to running factories, to pulling passengers and cargo; from a device of narrow, specialized purpose to one of general-purpose ubiquity—could anyone at the beginning have imagined how far it would go? Could anyone have foreseen it becoming a force capable of sprouting cities, shifting the balance of power between nations, shrinking the earth? Even the most ardently bullish—like Matthew Boulton, an optimist and a visionary who believed the engine would command vast new markets—fell well short of the mark. For in considering what a technology can do, we must account for the second-order effects, the complementary innovations, the decades of interlocking improvement that follow—and these make the aggregate impact almost literally unimaginable. The capacity for technology to drive economic, social, political, and cultural change should leave us in awe.

      In The Nature of Technology, the scholar W. Brian Arthur proposed a general theory of technology and technological change that offers a remarkably useful framework for understanding the technological revolutions explored in this book. Arthur argues that technologies evolve primarily through recombination: they either harness a new natural phenomenon, or they assemble existing components into newly organized modules. Technologies build from technologies, with older elements nested inside newer ones. Seen this way, the steam engine was not a single stroke of invention but an organized assemblage of metallurgical advances, pressure vessels, pistons, and the thermodynamic behavior of expanding steam.

      Revolutionary technologies unleash cascades of derivative innovations: steam seeded an era of factory drives, steamboats, and railways; electricity later spawned lighting, motors, telegraphs, and an entire infrastructure of grids. These cascades are not linear: each new technology creates niches for others, giving technology a path-dependent, almost biological character—complete with branching ancestries and a kind of “genetics” of recombination. As these new technological bodies spread, they multiply possibilities: they do not just solve existing problems, but create whole new domains of activity, making it possible to restructure economies, organizations, and ultimately society itself. Old industries collapse, new ones emerge, professions become obsolete, cultural practices shift. The result is nothing less than “a new version of the economy.” To think of this as a mere process of “diffusion” or “adoption” is overly reductive: it is a dynamic re-architecting of entire social and economic structures.

      While forces like war, ideology, or natural disasters can also drive wide-scale change, technology is unique in its persistent and compounding impact. Each technological revolution lays down a new order “like a geological stratum,” forming the infrastructure for future transformations. Even technologies like steam, which might seem to have gone extinct, never fully disappear: their components persist and become building blocks for the next wave. The piston–cylinder system first refined in steam engines carried over almost directly into the internal combustion engine. Flywheels, crankshafts, valves, boilers’ thermodynamic principles—all of these were engineering solutions perfected in the steam era and repurposed for gas and diesel engines. Even condensers and pressure vessels left a legacy in cooling systems and fuel injection design. While steam as a prime mover faded from view, its anatomy lived on. 

      This is why technological progress tends to follow an exponential curve: as the stock of existing technologies increases, the number of possible recombinations grows exponentially. Even if only a fraction of combinations are workable, the growth dynamic remains exponential, with each new invention expanding the base upon which further inventions can be made. Technological progress continually accrues a kind of “compound interest.” 

      In our next great wave, ELECTRICITY, communications will become instant; new networks will piggyback on old ones; luxuries will become utilities; competing standards will do battle; and what begins as a laboratory curiosity will become the backbone of new industries.
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      In 1808, at the 900-seat main lecture hall of the Royal Institution in London—an elegant amphitheater illuminated by bright oil lamps and lined with tiered benches and galleries—the eminent chemistry professor Sir Humphry Davy bounced onto the dais. Fashionable ladies in feathered hats and gentlemen with notebooks arrayed themselves in a horseshoe of benches around the stage, hanging on his every word. Davy had once again packed the house with an enthusiastic crowd. His lecture series was widely hailed as a multisensory extravaganza that conveyed cutting-edge science with showman-like flair. Davy spoke without notes and turned each experiment into a thrilling narrative. Distinguished scientific notables like the naturalist Sir Joseph Banks and the physicist Count Rumford were regulars in the front row. Tonight before the packed hall, Davy would be demonstrating his proposition that “the passage of electric current through a gas could produce light,” using his new creation, the first electric arc lamp. 

      In the vaults beneath the lecture hall lay the Institution’s colossal 2,000-cell Voltaic battery—two thousand acid-filled glass jars each containing a pair of copper and zinc plates, neatly stacked in sets of ten. Thick copper wires snaked up from the vaults to the stage, terminating in an adjustable wooden frame with two brass clamps, holding a pair of charcoal rods tip-to-tip. Davy began turning a screw to draw the rods apart. 

      A sharp crack split the air and the acrid scent of burning carbon rose as a blinding white light—brighter than the sun—flashed between them in a shimmering arc. The audience gasped as the glare turned faces ghost-pale and sent gloved hands and pamphlets flying up to shield dazzled eyes. The “artificial lightning,” as Davy called it, hissed and flared brilliantly—the light so fierce it felt almost dangerous to look at. At last, with one screw-turn too far, the white fire collapsed in a final dry hiss, and the hall fell back to the yellow of oil lamps. After a heartbeat of silence, applause and cheers swelled through the room and echoed off the galleries.
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      The modern explanation we would give for this phenomenon would go something like this: as the carbon rods separate, the points of contact through which current is flowing shrink to microscopic points, concentrating the current into an ever-narrower channel. The temperature at those points skyrockets to ~3,500°C almost instantly, sublimating the carbon there to a gas. Air molecules as well as gaseous carbon become ionized in the gap as electrons from the current slam into them and knock their electrons loose; thus the gap becomes filled not with ordinary insulating air, but with a conductive plasma (a soup of charged atoms and free electrons). The light comes in part from this plasma glowing as atoms and molecules are excited by constant collisions, but mostly from the white-hot carbon electrode tips glowing with incandescence, the glow of hot matter from random thermal motion. 

      Davy would not have used any of these modern concepts or terminology. The discovery of the electron, from the work of J.J. Thomson, for example, did not occur until nearly 90 years later in 1897. The science of electricity in Davy’s day was undergoing revolutionary change. Davy would have spoken of the arc light as a phenomenon of “galvanic” electricity, a term he coined and helped publicize, meant to contrast with the more common “static” electricity. The key theories of static electricity held that it was a kind of fluid. Charles-François du Fay’s “two-fluid” theory proposed that two distinct fluids opposed each other, while Benjamin Franklin’s “one-fluid” theory held that electrical effects arose from an excess or deficiency of a single fluid. 

      In the 1780s, Luigi Galvani, an anatomy professor at Bologna studying the nervous system of frogs, noticed that a frog’s leg could be made to twitch if two dissimilar metals (like copper and iron) both touched the frog’s tissue to form a circuit through the muscle. Galvani believed that the twitch proved the animal’s own issues contained a kind of “animal electricity,” but later Alessandro Volta attributed it entirely to the contact of the two different metals, and his investigation of this “contact electricity” led directly to his invention of the Voltaic pile—the first continuous chemical battery.

      A Voltaic pile is the simplest kind of electrochemical battery, consisting of a stack of alternating zinc and copper disks, each pair separated by a piece of cloth or cardboard soaked in brine (saltwater or a weak acid solution). In Volta’s understanding, some property of the different metals “excites the electric fluid into motion,” with the moist layers somehow serving to carry it along. What we would say today is that electrons flow from zinc to copper, because zinc atoms are losing electrons and the copper surface is accepting them; the brine in between supplies both positively and negatively charged ions—atoms with either extra or missing electrons—that can drift toward the two plates to balance out the motion of electrons, which keeps charge from building up and allows the chemical reactions to continue. Since each copper disk touches the zinc disk of the next cell, electrons keep stepping “downhill” from one zinc to the next copper, over and over, each cell acting like a tiny pump, so stacking them multiplies their combined “pressure” (voltage). The result is a sustained, steady flow of one-directional “direct” current (DC). The enormous 2,000-cell battery in the basement of the Royal Institute could only sustain the arc lamp for minutes, not hours (the carbon electrodes also burn down quickly), so though it made for a dazzling display, Davy’s arc lamp would have to wait decades for the development of electrical generator technology and other enhancements before it could see widespread practical application. 

      Davy’s demonstrations were inspiring to many, but there was one 20-year old in particular who was positively spellbound. He often sat perched in the gallery immediately above the great clock at the back of the hall, directly facing the famous lecturer on stage, taking copious notes on everything he saw and heard. The young man had come from humble origins, and had worked as an apprentice bookbinder since the age of 13. He was almost entirely self-taught, acquiring knowledge of chemistry and philosophy from reading the very books he was tasked with binding. In 1812, the young man compiled and bound a 300-page book composed of these meticulously detailed notes from Davy’s lectures, and sent it to Davy with a letter, expressing his desire to “quit trade” and pursue a life in science. A fortuitous vacancy enabled Davy to appoint the young man as a Chemical Assistant at the Royal Institution, where he would quickly prove his immense talent, working diligently to support Davy's research, and ultimately establish himself as a leading scientist in his own right. This young man’s name was Michael Faraday.
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      Faraday learned an immense amount from Davy, who took him on a grand tour of Europe and exposed him to leading scientists and laboratories across the continent, broadening Faraday's scientific horizons. Faraday had worked hard, supporting Davy's academic papers, receiving almost no recognition at first. As Faraday began to make significant independent discoveries, such as electromagnetic rotation in 1821 (which led to the electric motor) and groundbreaking work in electrochemistry, Davy struggled to acknowledge Faraday's intellectual independence and growing stature, never shaking his image of him as an assistant or subordinate. As Faraday’s star rose, Davy saw it casting a shadow on his own. When Faraday’s name was put forth as a candidate for the Royal Society in 1823, Davy cast the lone dissenting vote. That Faraday and Davy would become estranged before Davy’s death in 1829, a "quiet rivalry" between them, was a cause of great sadness to Faraday.

      As Faraday labored at the Royal Society, the world of electrical science continued to be rocked by startling discoveries and unexpected anomalies. In 1820, Hans Christian Ørsted shocked the scientific world with an article demonstrating that an electric current could deflect a compass needle: in other words, electricity produces magnetism. Physicists immediately asked the reverse question: can a magnet produce electricity? André-Marie Ampère, François Arago, and several others all tried to make this reverse effect happen, for example by bringing a permanent magnet near a coil, leaving the magnet inside or beside the coil, placing pieces of iron near or within electric circuits, but all found nothing. Still, Faraday remained convinced this symmetry must exist.

      In 1824 William Sturgeon built on Ørsted’s work to devise the first practical electromagnet. It was a piece of soft iron wrapped with wire so that when current passes, the iron becomes strongly magnetised, and when current is removed, the magnetism disappears. In Sturgeon’s demonstration, a 7-ounce piece of iron wrapped with about 18 turns of bare copper wire lifted 9 pounds of iron with a single battery cell. The existence of this electromagnet gave experimenters a controllable source of magnetism whose strength and timing could be manipulated via the current.

      In 1831, in the basement of the Royal Institution, in a room that was formerly a servant’s hall with scientific instruments arrayed on the shelves of an old dumbwaiter, Faraday performed his famous Induction Experiment, which finally demonstrated how electricity could be induced via magnetism. Faraday wound not one but two separate coils of wire around opposite sides of a soft doughnut-shaped iron ring. Unlike prior physicists who thought of magnetism and electricity as fluids that needed to be transferred or conducted through physical contact, Faraday had been thinking for years in terms of “lines of force” (later formalized as fields), and he was convinced that these lines of force act through space, not just through direct contact, so his two coils were completely insulated to prevent any conduction. The first coil was connected to a battery, forming an electromagnet; the second coil was connected to a galvanometer, a device for detecting electric current. Faraday hoped to induce current to flow in the second coil, with the iron ring just acting as a way to contain and guide the magnetic lines of force. Faraday’s original expectation was that when he flicked the switch to connect the battery, he would detect some amount of current flowing continuously in the second coil. But that is not what he saw. 

      As he flicked the switch to connect the battery, the galvanometer needle attached to the second coil only momentarily deflected before immediately returning to zero, even though the current was still flowing steadily in the first coil. When he disconnected it, he then observed another momentary deflection, this time in the opposite direction, before again, the needle quickly returned to zero. As he repeated this, he saw the galvanometer reacted whenever he connected or disconnected the battery from the first coil. From this, Faraday correctly surmised that it wasn't the presence of a steady magnetic field that induced current, but a changing magnetic field. 

      With this experiment, Faraday had the distinction of precipitating both a scientific revolution and a technological revolution. Sketching their paths will help illustrate key differences between a scientific and a technological revolution, as well as the interplay between science & technology.

      Faraday’s scientific revolution centered on his concept of “lines of force”. Faraday rejected the prevailing mechanical and fluid-based metaphors, favoring the idea that space around magnets and charges was filled with lines of influence that had physical reality. James Clerk Maxwell would later translate Faraday’s “lines of force” concept into the language of continuous functions distributed in space and time, using the term “field” to denote a quantity (vector or scalar) that has a value at every point in space. Maxwell’s 1856 paper On Faraday’s Lines of Force was explicitly framed as an attempt “to translate [Faraday’s] ideas into mathematical form.” Though it took decades of work from Maxwell to turn these concepts into a rigorous and quantitative theory, it was Faraday who bravely took the first halting, groping steps towards a new way of thinking about the world, before we had even vocabulary to describe it, that would lay the groundwork for a highly productive new paradigm for understanding both electricity and magnetism, based on the unified concept of electromagnetic fields.

      Faraday’s technological revolution centered on electrical generators. It was Faraday himself who took the next step of demonstrating that one could generate a continuous electric current using continuous mechanical motion. He built a simple apparatus consisting of a copper disk, in the shape of an upright vinyl record, which rotated between the poles of a permanent horseshoe magnet. As the disk rotated, a continuous current was produced. This was the first electric generator, or dynamo, converting mechanical energy into electrical energy. It would take several more decades of technological improvement to achieve practical, commercial power generation and unlock the huge range of applications requiring high-current electricity.
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      In his classic masterwork The Structure of Scientific Revolutions, Thomas Kuhn described a recurring pattern in the process of revolutionary scientific change. During periods of normal science, a scientific community works within some accepted framework or “paradigm”. A paradigm is not just a set of techniques, but the whole backdrop of assumptions about what kinds of things exist in the world, what counts as legitimate problems, and what methods are valid for pursuing them. These assumptions, which surround the nature of reality, the entities thought to be fundamental, and the permissible ways of investigating them, are usually taken for granted by the community. Within this settled backdrop, most research takes the form of puzzle-solving: extending, articulating, or refining the paradigm rather than challenging its basic assumptions. Over time, however, researchers encounter persistent problems or results that don’t fit the paradigm. These anomalies at first may be ignored or set aside, but as they accumulate, they begin to strain confidence in the existing framework. When anomalies become too severe or pressing, the community enters a period of uncertainty. Multiple competing approaches may be proposed, and the field becomes unsettled. A new paradigm ultimately emerges that better accounts for the anomalies. This paradigm shift redefines the field, changes what counts as legitimate problems and methods, and often makes earlier frameworks incommensurable with the new one. The new paradigm stabilizes, and research resumes under its guidance until the cycle begins again.

      As Kuhn describes, this paradigm shift is like a sudden gestalt switch—the instant perceptual flip we experience when looking at ambiguous images, like the famous duck-rabbit or young woman-old woman drawings. Paradigm shifts are not cumulative—you can’t just extend the old into the new; it is an all-at-once transformation in which scientists “see” the world differently, an irreversible, collective change in perception and what counts as reality. We blink, shake our heads, look again—and the world is new. 

      Scientific revolutions alter how we see the world; technological revolutions alter how we live in it. A scientific revolution is conceptual and ontological—it happens in idea-space, as scientists revise their assumptions about what exists in the world and how it can be known, within a relatively small community of practitioners. It spreads as these scientists begin to think about nature differently, adopt new methods and standards of explanation, and pursue different kinds of puzzles. A technological revolution, by contrast, plays out in an economy. It spreads as firms, consumers, infrastructure, and financial systems reorganize themselves around a new set of productive possibilities.

      Science and technology exist in a state of complex mutual dependence. New scientific insights open paths to new technologies by rendering natural phenomena legible in ways that allow them to be deliberately harnessed. Robust theoretical understanding allows engineers to predict behavior in advance and reason systematically about the limits of what is possible. There are clear cases where theory led the way: Einstein’s theory of stimulated emission, for example, preceded the invention of the laser by decades, and quantum theory was indispensable in guiding the search for a solid-state electrical switch—the transistor.

      But technology need not wait for theory. It frequently races ahead, driven by experiment, craft, and necessity. Much of the science of thermodynamics was formulated only after the steam engine had already transformed industry. Smallpox vaccination saved lives long before anyone understood microbes. The Wright brothers’ airplane flew before aerodynamic theory had been formally developed. Iron metallurgy advanced for millennia with no concept of atoms or phases of matter.

      The dependence runs both ways: technology often opens entirely new avenues for science. Galileo’s telescope expanded the cosmos; the microscope revealed the cell; the spectroscope uncovered the composition of the stars; and the computer became the indispensable laboratory of modern physics. Indeed, some argue that certain branches of theoretical physics have stalled precisely because particle accelerator technology can no longer reach the energies required to test their predictions.

      In late 1831, just after Faraday’s induction experiment, electricity was still primarily a laboratory phenomenon—a subject for demonstration and experiment rather than for industry or daily use; but that would be changing soon with the arrival of the telegraph. It made sense for the telegraph to arrive first, as it needed very little power and could run on batteries (voltaic piles). With just batteries, wires, and electromagnets, the key elements were in place and needed only a spark of inspiration—and one such spark would occur about a year later, onboard the sailboat Sully, crossing the Atlantic on its way to New York.
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      In 1832, a struggling artist by the name of Samuel F.B. Morse was onboard the sailboat Sully, returning to the United States from Europe, where he had spent the last three years attempting to further elevate his art. He already held the newly created professorship of painting and sculpture at the fledgling University of the City of New York—a distinction that brought him prestige but no income, paying only whatever he could collect in student fees. The American art market had been a series of disappointments for Morse. A graduate of Yale with an early interest in both art and science, he had studied the neoclassical style in England under prominent artists like Benjamin West, developing ambitions to elevate American art to the standards of European masters, but had quickly found that the American public had little interest in grand historical paintings. His handsome and ambitious work was well-regarded by fellow artists but poorly attended on exhibition, leaving him with little but debt and disappointment. 

      Mid-ocean, Morse sat down for dinner with what had become his usual table of lively and intellectually curious fellow New Englanders when the conversation chanced upon the subject of recent discoveries in electromagnetism. A learned Bostonian recounted a recent European finding that electricity apparently passed “instantaneously” through any known length of wire, and that its presence could be observed at any part of the line by breaking the circuit. Morse blurted out: “If the presence of electricity can be made visible in any part of the circuit, I see no reason why intelligence might not be instantaneously transmitted by electricity to any distance!”

      Speed of communication was a problem with personal resonance for Morse. Years earlier, he had been on a commission to paint a portrait in Washington, D.C., a four-day ride from his home in New Haven, Connecticut. A horseback messenger arrived with the shocking news of his beloved wife’s death by heart attack. Though he set for home immediately and drove his stagecoach without rest, he arrived to find her already in the ground. He had missed the funeral by a day.

      Absorbed by the idea of achieving instantaneous communication, Morse began jotting notes and drawings for a possible system in a sketchbook. Morse proved remarkably resourceful, operating entirely without financial, mechanical, or scientific assistance in these early years. With no access to scientific equipment, he wound his own electromagnets, fashioned mechanical levers by hand, and constructed crude batteries from cups, acids, and zinc and copper scraps following Voltaic pile principles. He cast metal components at the fireplace of his sister-in-law Louisa’s front parlor. His early apparatus was mounted on a wooden frame made from a painter’s canvas stretcher. With its crude electromagnets and homemade batteries, this early device only worked over a few feet of wire; but over short distances he had created a fully working system in which current sent from one end activated an electromagnet at the other, pulling a lever that drew pencil marks on a moving strip of paper.

      Morse turned to a colleague at the university, the chemistry professor Leonard D. Gale, for help in extending his transmission range. Gale was one of the few men in New York at the time who understood the rapidly advancing science of electromagnetism, bringing to the project up-to-date knowledge in physics and chemistry that the artist-inventor lacked. Gale recognized that the weakness of Morse’s signals lay not in the concept but in the construction of his coils and batteries. Drawing on the published experiments of his friend Joseph Henry at Princeton, Gale advised Morse to wind his electromagnets with many turns of fine wire and to connect his batteries in series to raise the voltage. The improvement was striking—Morse’s signals now carried several miles—but Gale cautioned that even with stronger magnets and batteries, the current would inevitably degrade over longer distances, as resistance and loss accumulated along the line.

      Morse now had the decisive idea—the conception of the relay. He replied to Gale that if one magnet could move a lever, “that lever could close and break a second circuit, and this one could close and break a third circuit, and so on around the globe.” A weak current at one station could still move a magnet, and that magnet, in turn, could mechanically close a new circuit powered by its own battery, relaying the signal forward like a chain of dominoes. This was the conceptual turning point: the telegraph was no longer a single wire limited by distance but a chain of repeating circuits. The relay transformed Morse’s device from a short-range curiosity into a system capable, in principle, of spanning nations. Over the following months, Morse built a working model embodying this principle, demonstrating in 1837 that a message could, in theory, be renewed and carried indefinitely by successive circuits. 

      Morse was at this time using his university studio as his laboratory, giving occasional demonstrations of his prototypes to visitors, faculty, and curious outsiders. A recent graduate of the university, Alfred Vail, saw one of these and was immediately captivated by the apparatus and its possibilities. A skilled machinist and the son of a wealthy ironmaster who owned the Speedwell Iron Works in Morristown, New Jersey, Vail offered to build an improved model at his family’s workshops in exchange for a share in the patent rights. He brought to the partnership both mechanical precision and inventive clarity—transforming Morse’s hand-built contraptions into finely machined instruments, and replacing his cumbersome numerical scheme with the elegant alphabet of dots and dashes that would become known as Morse code.

      The code that bore Morse’s name would prove as revolutionary as the instrument itself. In place of Morse’s original scheme of sending numbers that corresponded to words in a dictionary, Alfred Vail designed a system of variable-length signals—dots and dashes—assigned directly to letters. To make transmission fast and reliable, he studied the frequency of letters in common English usage, giving the shortest patterns to the most frequent symbols—E, T, A, O—and longer combinations to rarer ones. The result was a code that was not only efficient but remarkably robust to noise and error. Because every symbol differed from the next by at least one clear transition, an operator could distinguish letters even on a faint, crackling line or when timing wavered; a single missed pulse rarely destroyed an entire word. It was a language optimized for imperfect conditions—simple enough to learn by ear, compact enough to send quickly, and resilient enough to travel over wire that hissed and faded. The elegance and simplicity of this information encoding, which remains used today in settings like aviation and maritime radio, was one of the major factors in the success of Morse’s overall system.

      The same spirit of economy and simplicity extended from the code to the instrument itself. By this time, Morse became aware of the existence of several European systems that had been developed independently around the same period—most notably the one devised by William Fothergill Cooke and Charles Wheatstone in England, which had been installed along the Great Western Railway between Paddington and West Drayton, serving chiefly as a short-range signaling system for railway traffic. Their telegraph used five separate circuits to control five magnetic needles mounted on a diamond-shaped dial. Letters were indicated not by sounds but by the visible pattern of two needles deflecting at once, their crossed positions pointing to a letter printed between them. To make enough distinct combinations for the alphabet, five independent needle circuits were required, and each circuit used a complete metallic loop—one wire to carry current out, and another to bring it back—so the line contained ten wires in all. 

      Morse’s telegraph was radically simpler, requiring only a single wire, and a simple on–off key. Electrically, this was possible because the earth itself can serve as the circuit’s return path. When the operator pressed the key, current flowed down the wire to the distant station, through its electromagnet, and then back invisibly through the ground to the battery, the planet itself closing the loop. Returning through the earth introduced noise—it leaked, hissed, and absorbed charge—but the code’s binary rhythm of dots and dashes was wonderfully forgiving. Each signal was simply a brief pulse or silence; even with resistance and interference, the pattern still carried through. Experienced operators could listen to the clicks and transcribe them by ear in real time, far faster and more intuitively than reading needles or dials.

      Morse needed capital to build a full-scale experimental line connecting two cities—a public demonstration that his telegraph could transmit messages over many miles. In the 1830s and 1840s, raising money from private investors for such high-risk, “venture”-style inventions was nearly impossible. Wall Street was still in its infancy, dominated by canal and railroad securities. The Gilded Age magnates—the Morgans and Carnegies—had yet to make their fortunes; there was no deep pool of speculative private capital to draw upon. Morse therefore turned to Washington, seeking a federal appropriation to fund his demonstration line. One congressional aide later recalled that at the time “inventors of all kinds of outlandish and impractical machines were hanging around the Capitol,” petitioning for government support for everything from aerial balloons to perpetual-motion devices to quack medical devices.

      After years of lobbying and demonstrations—including sessions in the Capitol where he strung coiled wire between rooms to impress legislators—the decisive moment arrived as the 27th Congress was to vote on an appropriation bill to fund a forty-mile experimental line between Washington and Baltimore. Morse threw himself into the effort with desperate intensity, buttonholing congressmen in the corridors and staging impromptu demonstrations in the Capitol’s committee rooms. When Congress adjourned on the last night of the session without taking up the telegraph appropriation, Morse went to bed exhausted and demoralized, believing his efforts had failed. To his astonishment, when he awoke on March 4, 1843, he learned that Congress had reconvened and passed the measure in a midnight reversal.

      With his $30,000 appropriation in hand, Morse set about organizing the project. Because Cooke and Wheatstone’s European system had enclosed their conductors in underground iron pipes, Morse—believing this to be the proper and proven method—decided to follow their precedent and bury his own wires in lead tubing between Washington and Baltimore. He ordered forty miles of copper wire to be laid inside half-inch lead pipes, buried between Washington and Baltimore, entrusting the work to the young inventor Ezra Cornell (later the founder of Cornell University). Cornell designed a horse-drawn plow with a broad, wedge-shaped blade that could cut a narrow trench, feed the lead pipe and wire into it, and close the earth back over—all in a single motion. The buried line worked well in testing, carrying current over short distances, and the crew pressed ahead. But after months of trench-digging, the signals started failing. Moisture had seeped into the pipes, the insulation had failed, and the circuit was ruined. With most of the appropriation already spent, Morse sank into despair. 

      Cornell suggested a radical, novel alternative: the wires could be carried high on poles, above the ground. It would take a fraction of the time and cost of trenching, and could be done with the funds they had left. Morse quickly advertised for seven hundred cedar poles, to be planted along the road between Washington and Baltimore. To many passersby, the sight of these spindly uprights looked ridiculous—“Morse’s clothesline,” one newspaper mocked—an ungainly tangle of wire and timber. Yet the overhead line worked flawlessly. It was easier to build, cheaper to maintain, and simple to repair. What began as an act of desperation would later become the universal method of telegraph construction, sprouting across the American landscape (and, before long, across Europe), seen as an emblem of progress.

      As the line marched toward Baltimore, Morse tested it at every new stop with growing excitement. By May 1st 1844 it had reached Annapolis Junction, twenty-two miles from Baltimore, where the Whig national convention had just opened. That day the convention nominated Henry Clay for president and, to everyone’s surprise, Theodore Frelinghuysen for vice president. As the delegates’ train steamed toward Washington bearing the news, the same words flashed down Morse’s unfinished wire—arriving hours ahead of the locomotive, creating a sensation and winning over skeptics.

      By May 24th the line was completed. Morse had promised Annie Ellsworth, daughter of the Commissioner of Patents who had supported his project, that she might choose the historic first message. At her suggestion he tapped out the biblical phrase from Numbers 23:23—“What hath God wrought.” Moments later the words returned from Baltimore, perfectly transcribed, and the age of electrical communication had begun. 

      The success of the Washington–Baltimore line proved the telegraph’s feasibility and transformed its reputation from a curiosity into a practical technology. What had been a cautious government experiment now served as a working model that others rushed to imitate. Morse licensed his patents to entrepreneurs who formed regional telegraph companies. Within months, private builders in every major city were forming telegraph companies under licenses from Morse, stringing wires north to New York and Boston and west toward Pittsburgh, the Great Lakes, and the Mississippi. The Magnetic Telegraph Company, organized in 1845, was among the first and soon the largest of these, followed closely by new ventures linking Philadelphia, Boston, Buffalo, and St. Louis. 

      These companies raised money in the same way early railroads had: stock subscriptions, often from local merchants, landowners, and bankers who stood to benefit from faster communication. The capital requirements for a new telegraph line were dramatically lower than for railroads—tens of thousands of dollars, not millions. A major railroad cost roughly $30,000-$50,000 per mile in the 1840s; a telegraph line cost $150-300 per mile. The diffusion of the telegraph was significantly faster as a result, with telegraph lines in just the six years from 1844 to 1850 matching or exceeding the mileage that had taken the railroads two decades to build.

      The telegraph and the railroads would develop a deeply symbiotic relationship. Telegraph builders almost always built along established railroad rights-of-way: legally secured corridors of land, often held through easements or long-term leases. Railroad corridors provided natural lanes to string hundreds of miles of telegraph wire along, since these routes already had all the necessary legal permissions, as well as security and maintenance crews. In turn, the telegraph greatly improved the efficiency of railroads: trains that might have taken days to travel a given route could cover the same distance in a single day with the help of telegraphic signaling and dispatching to schedule trains, avoid collisions, and coordinate across long distances. By the 1850s-1860s virtually every major railroad maintained its own telegraph lines, often leasing surplus capacity to the public. This pattern of one technology “piggybacking” on the infrastructure investments laid down by a prior strata of technology is one that would continue to recur—we will see in the Internet chapter that this same piggybacking on railway rights-of-way continued all the way into the Internet fiber-optic buildout, as seen in the example Sprint communications, which started as the telegraph subsidiary of the Southern Pacific Railroad.

      By the 1850s, competition had become chaotic and syndicates began buying up multiple lines, reorganizing them under fewer umbrellas. The New York and Mississippi Valley Telegraph Company gradually absorbed rivals and emerged as the dominant force, consolidating smaller companies and standardizing telegraph operations across the country, rebranding in 1856 as Western Union. 

      The telegraph would change life forever in a host of unexpected ways. It changed how companies did business and led to the rise of large, centrally managed firms by enabling the coordination of production, sales, and supply chains across regions. It helped create national markets and knit together the disparate regional economies of the United States, also fostering the rise of Wall Street as the center of financial markets. Even as American wires proliferated, a parallel transformation unfolded abroad: by the late 1840s and early 1850s, telegraph networks spread rapidly across Britain, France, Prussia, and Russia. By 1866, telegraph cables spanned the Atlantic, shrinking communication times between continents from weeks to minutes; diplomacy, finance, and journalism were suddenly synchronized across continents. The telegraph ushered in the age of media, allowing far-flung correspondents to transmit reports almost as events happened, with joint press organizations like the Associated Press forming a synchronized national news cycle for the first time. It changed culture, speeding up the pace of life and accustoming people to immediacy. 

      In 1864, Western Union operated 44,000 miles of wire; by 1867, this had nearly doubled to 85,000; it would reach 679,000 by 1890. Western Union became among the first companies whose shares traded actively on the New York Stock Exchange. It became a prototype for later information network stocks— valued more on connectivity and growth than physical assets, investors focused on expanding reach in anticipation of “winner take most” consolidation dynamics. The company’s value increased by 11,000 percent between 1857 and 1867, becoming the largest non-railroad stock of the mid-19th century.

      By the late 1860s, Western Union had acquired its two main competitors, the American Telegraph Company and the United States Telegraph Company, for a time gaining a virtual monopoly over the American telegraphy industry. It extended its dominance to new markets by developing new telegraphy-related services such as the first stock ticker in 1866, standardized time service in 1870, and wire money transfer in 1871.

      In April 1873, a prominent fifty-year-old lawyer named Gardiner Hubbard—whose business had been ruined by Western Union’s monopolistic practices—shook hands for the first time with a twenty-six-year old speech expert and teacher of the deaf named Alexander Graham Bell. Their partnership would produce a new invention that would soon challenge Western Union’s dominance—but it wasn’t the one they expected at first.
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      Gardiner Hubbard was a prominent Boston patent lawyer and civic reformer, who had organized the Cambridge gas light company and waterworks and would later serve as the first president of the National Geographic Society. In the late 1860s he had served as legal counsel of the Washington and New Orleans Telegraph Company, supplying both capital and Washington contacts to build an independent line connecting the Atlantic seaboard with the Gulf Coast. Western Union, under its powerful and aggressive president William Orton, systematically destroyed such rivals. The company bought up local and regional telegraph lines across the country, often using predatory tactics—cutting rates, blocking competitors’ access to poles and rights-of-way, and suing small firms into bankruptcy. Western Union slashed prices along Hubbard’s routes and absorbed the smaller connecting companies that supplied Hubbard’s traffic, starving Hubbard’s enterprise of revenue until it collapsed. The episode left Hubbard with heavy losses as well as strong conviction that Western Union’s dominance over communications represented a dangerous concentration of power. Hubbard spent the next two years in Washington promoting what became known as the “Hubbard Bill”, a proposal to establish a national “postal telegraph” system that would place telegraphic service under government supervision, but Western Union lobbying defeated the measure.

      After scarlet fever left Hubbard’s daughter Mabel deaf at the age of five, Hubbard became deeply involved in efforts to reform deaf education in the United States. Convinced that deaf children should be taught to speak rather than rely solely on sign language, he helped found the Clarke Institution for Deaf-Mutes in Northampton, Massachusetts—the first American school devoted to the oral method—and served as its first president. His advocacy for oral instruction led him to support promising teachers who shared that philosophy, including Alexander Graham Bell, a young Scottish-born expert in speech and vocal physiology newly arrived in Boston. In April 1873 Hubbard met Bell and arranged for him to give private lessons to Mabel, then a bright, self-assured teenager attending his small Boston school for the deaf. Bell’s visits to the Hubbard home soon became frequent, and what began as a professional connection grew complicated as the intense young teacher found himself drawn to his quick-witted and quietly captivating pupil.

      In addition to his teaching duties, Bell was increasingly absorbed by a side project that drew on both his scientific curiosity and his lifelong fascination with sound. The telegraph could transmit only one message at a time along its single wire, and inventors everywhere were searching for a way to make it carry several simultaneously. The field had divided into two camps: those pursuing time-division multiplexing, who sought to send rapid, alternating bursts of separate messages, and those experimenting with frequency-division methods—using different tones or vibrations, each confined to its own pitch, to send multiple signals at once. The latter approach often involved use of tuning forks, whose steady, measurable vibrations could control the frequency of electrical currents. Bell, who used tuning forks daily in his classes to demonstrate resonance and the physics of speech, immediately recognized their potential. He began sketching and testing what he called a “harmonic telegraph”—a system in which multiple transmitter-and-receiver pairs, each tuned to a fork vibrating at a different frequency, could share a single wire. Each circuit responded only to its own frequency, allowing several independent signals to travel simultaneously without interfering with one another.

      When Bell described his experiments to Hubbard, the older man was immediately intrigued. In the harmonic telegraph, Hubbard saw the means to achieve by invention what his postal-telegraph reforms had failed to secure by law: a way to break Western Union’s monopoly by empowering a rival with a technological edge and cost advantage to compete. Hubbard helped secure financial backing from Thomas Sanders, a prosperous leather merchant from Salem and the father of one of Bell’s deaf pupils. Sanders agreed to underwrite the costs of equipment and materials, while Hubbard would handle the patents, legal, and business arrangements, in exchange for a share of the patent rights. Bell accepted the partnership but made it clear from the outset that he intended to continue his teaching and his work with the deaf—his true, lifelong vocation. With their support, Bell hired a twenty-one-year-old machinist named Thomas Watson to assist him in building and adjusting experimental apparatus. The two backers followed the project’s progress with mounting excitement.

      Hubbard filed a patent “caveat”—a one-year provisional filing—on Bell’s behalf, describing the outline of the harmonic telegraph idea. Bell therefore had one year to show a patentable working instrument, or risk losing priority. Hubbard pressed Bell to show tangible progress, but quickly began to grow frustrated with Bell’s slow progress and seeming lack of focus on the project. 

      Bell’s full time teaching load continued to take up most of his time and attention, and he  continued taking on new private deaf pupils across the city. Even in the time Bell did devote to pursuits outside of teaching, his focus drifted from the harmonic telegraph toward other experimental questions. If a telegraph wire could carry several distinct tones at once, each on its own frequency, might it also carry the infinitely varied blend of frequencies that make up the human voice? Bell knew that speech—and indeed all sound—consists of continuous vibrations, complex waveforms formed by the superposition of many simple tones. What if, instead of sending a series of on-off pulses, a circuit could transmit a continuously varying electrical current that rose and fell in perfect correspondence with those vibrations? Could complex sounds—not just Morse pulses—be transmitted over a wire? Bell began experimenting with thin metal diaphragms that quivered when struck by sound, trying to see whether those vibrations could modulate an electrical current in the same way air pressure carries speech. When he showed this tinkering to Hubbard, Hubbard implored Bell to stay focused on their original idea. The multiple telegraph was a practical, commercial invention with clear business value, whereas the idea of a “speaking telegraph” was unproven, a novelty, a mere “toy”.

      In June 1875, while Bell and Watson were adjusting tuned reeds in adjoining rooms, Watson accidentally plucked a spring attached to a steel rod, and Bell distinctly heard a “twang” through the wire—the first time he had witnessed a complex vibration, not a pulse, travel electrically from one point to another. Until then, he had assumed that only a much stronger current, powered by an external battery, could be modulated to carry sound. But here, the motion of the metal itself had created a tiny alternating current by induction: the electricity was literally generated by the vibration, mirroring it. For the first time, Bell saw that electricity could behave like air, serving as a continuous medium through which sound waves might travel. The revelation left him euphoric, and he threw himself completely into this new direction. He rushed to tell Hubbard of the discovery, convinced it validated the idea of the “speaking telegraph,” but Hubbard was skeptical, impatient, and increasingly anxious about money and lost time. At the same time, Bell’s feelings for Mabel were deepening, and his sense of pressure grew unbearable: his professional impasse with his backer was now entwined with the knowledge that Hubbard’s approval was essential to his continued access to Mabel.

      The next month, while Mabel was away on a trip with her cousin, Bell could stand the tension no longer. In an overwrought and sleep-deprived state, he called on the Hubbards and confessed his feelings for their daughter—quivering with emotion, pacing their parlor, running his long fingers through his lank black hair. The Hubbards were shocked and horrified in the moment; yet they both liked and respected him by this point. Gardiner Hubbard, despite his frustrations, had grown genuinely fond of the young man, thinking him “brilliant” and “entirely unselfish.” Even so, they told him firmly that he must wait; Mabel was still too young. Bell abided by the Hubbards’ demand to wait, though it made him miserable.

      As the one-year patent caveat neared expiration, Bell continued to teach and tinker with sound transmission instead of finishing the multiple telegraph. Hubbard’s frustration was boiling over. “I have been sorry to see how little interest you seem to take in telegraph matters… your whole course has been a very great disappointment to me, and a sore trial,” Hubbard wrote Bell. He accused Bell of undertaking “every new thing that interests you and accomplishing nothing of any value to anyone.” Soon afterward, with Mabel away, Hubbard invited Bell to his home and sat him down in the parlor in order to make himself perfectly clear. He handed Bell an ultimatum. The price of these continued distractions would be Mabel. His approval of any match with Mabel, he said, would depend on Bell’s proving himself—by devoting his whole energy to his invention and showing that he could support a wife. Bell reacted angrily and rejected this choice, insisting that Mabel would have him regardless; and as Mabel learned of her father’s controlling interference and all but flew into Bell’s arms, the old man knew his bluff had been called.

      Bell and Watson soon had a critical breakthrough—Watson heard Bell’s speech “clearly and distinctly” for the first time, through the use of a liquid transmitter. Bell spoke into a diaphragm connected to a needle touching the surface of a cup of water mixed with sulfuric acid to make it conductive. Sound vibrations altered the needle's depth, modulating the electrical resistance and creating a current that mirrored his voice’s waveform. On Watson’s end, the current passed through an electromagnet and caused a diaphragm to vibrate, reproducing the original speech. Their previous diaphragm experiments had only sent through distorted buzzes and clicks, but the liquid transmitter setup was finally sensitive enough for the speech to come through intelligibly. Around this time, Bell and his circle began calling the device the telephone. 

      Bell wrote a detailed patent specification for the telephone, and Hubbard reluctantly filed it, though it was not the patent he would have preferred to see. The application, hand-carried to the U.S. Patent Office by their patent attorney’s representative, arrived just hours before the rival inventor Elisha Gray’s patent caveat for similar ideas, and took precedence because it was a full specification. The patent was granted three weeks later, on March 7, 1876, and Gray soon protested the result, setting off a long and costly legal battle.

      Still pessimistic about their business prospects, facing mounting costs with no revenue, Hubbard secured Bell’s consent to make an offer of all rights to the telephone to Western Union for $100,000. It was an abject retreat for the man who had fought Western Union for so long, but the reality of Western Union’s dominance meant that they were the only plausible buyer. The sum was a pittance—less than what Mr. Sanders had already sunk into the venture. But William Orton, the president of Western Union, rejected the offer outright. 

      Orton was no doubt amused to see Hubbard—his old gadfly antagonist from Capitol Hill—coming to him hat in hand. Months earlier, when Bell was testing the harmonic telegraph on Western Union wires, Orton had invited Bell up to his office; after drawing out Bell’s story, Orton had leaned back casually with feet crossed over a chair, and asked, “is Mr. Gardiner G. Hubbard interested in this matter with you?” “Yes,” Bell had admitted. “Western Union will never take up a scheme which will benefit Mr. Hubbard,” had been Orton’s reply.

      Orton’s management team shared his dim view of the telephone’s prospects. They viewed it as a “low-margin novelty” and an “unreliable substitute for the more accurate telegraph." Most of their revenue came from business users, who preferred the telegraph’s verifiable written record of business transactions. Moreover, Western Union’s single-wire network relied on earth grounding, which introduced electrical noise. The telephone required two high-quality wires in a closed circuit to transmit clear speech. To Western Union’s engineers, the idea of rebuilding their nationwide network simply to carry voices seemed preposterous.

      At the 1876 Centennial Exposition—an event Bell almost missed had Mabel not packed his bags and driven him to the train station—the telephone was demonstrated to a panel of judges that included royalty and the distinguished physicist Lord Kelvin. The telephone caused a sensation, with Lord Kelvin declaring it “the most marvelous thing he has seen in America.” In the weeks that followed, the telephone gained international recognition in the press as a potentially significant invention. Bell also continued to demonstrate technical progress, successfully transmitting speech over thirteen kilometers and revealing the potential for long-distance communication. The reaction to the Centennial definitively changed Hubbard’s mind about the opportunity of the telephone. The old man began to realize that his long-sought challenge to Western Union might come not through the front door he had been so focused on, but through this unexpected side door instead.

      The Bell Telephone Company was formally incorporated on July 9, 1877, with Hubbard serving as its first president. Bell himself held a significant share and was designated "Chief Electrician," but his personal involvement in the business expansion from this point was limited, as he preferred to focus on his true passion, his work with the deaf. On a lovely July evening just a few days after the incorporation, at an intimate ceremony in the Hubbards’ crimson-curtained drawing room, fragrant with Madonna lilies that the gardener saved for the occasion, Bell and Mabel were married. Between the Hubbard family, Bell, Watson, and Mr. Sanders, one hundred percent of the equity ownership of the company that would become AT&T was accounted for at the ceremony. Bell’s wedding gift to his wife, in addition to an exquisite cross of pearls, was to transfer all but 10 of his 1,497 Bell Telephone Company shares into Mabel’s name.

      Hubbard, now fully committed to the telephone venture, embarked on an aggressive expansion strategy involving the rapid establishment of local telephone exchanges in a franchise model. The Bell Company would grant exclusive local licenses (franchises) to promoters and local companies, which would then invest in the necessary infrastructure like switchboards and wires to provide service in their respective cities and towns. A cornerstone of Hubbard's strategy was his insistence on leasing telephones rather than selling them. This savvy model ensured recurring revenue and, crucially, allowed Bell to maintain tight control over the telephone equipment and the network itself, preventing customers from using non-Bell devices. This helped Bell ensure quality, control technological evolution, and establish a standardized network. 

      Growth was swift. In 1877-78, the first telephone line was constructed, the first switchboard was created and the first telephone exchange was in operation; three years later, almost 49,000 telephones were in use. Local exchange companies began springing up in major cities across the United States, operating under these Bell licenses. Western Union, witnessing this rapid growth, began to realize its earlier strategic error. They acquired telephone related patents from a rival inventor and belatedly attempted to enter the market, racing to set up competing telephone exchanges. Bell promptly sued them for patent infringement and after a yearlong legal battle, Western Union was forced to surrender, agreeing to sell its rival exchanges to Bell—some 56,000 telephones across 55 cities by that point—and stay out of the telephone business until Bell’s patent expired. Bell, which later became known as AT&T, thus had a monopoly over the nascent telephone industry for the 14-year duration of their key patent. In retrospect, the Bell patent Western Union rejected would become, according to the U.S. Patent Office, the most valuable patent in history. But the full magnitude of Western Union’s strategic error would become clear only later, as the balance of power between the two companies quietly inverted.

      As telephone technology improved and costs came down, nationwide long-distance calling became viable, network effects kicked in, and the growth of the telephone surged—more rapidly even than the telegraph. Just as the telegraph’s diffusion was accelerated by prior railroad investments, the telephone was accelerated by prior telegraph investments, riding on top of existing telegraph poles and benefitting from the existing wire, electrical, and switching know-how and labor that the telegraph industry had established. By 1900 there were ~600,000 phones in the Bell System, and the telephone would gradually replace the telegraph for most real-time communications. By the mid-20th century, the telephone network had largely absorbed telegraph services, and AT&T came to own a controlling interest in Western Union, by quietly acquiring its stock on the open market—though it would be forced later by the government to divest this, after it had become a troubling monopoly in its own right.  AT&T will return as an important player in the later Computer and Internet chapters of this book, not only because of the remarkable role of Bell Labs in developing key Computer & Internet technologies, but also because this exact same pattern of initial resistance, followed by absorption, will later recur with Internet-based data communications absorbing AT&T’s voice network.

      Electricity’s transformation of human life began with communications, largely because telegraphy and telephony demanded only modest amounts of power. By the late 1870s—just as the telephone network was beginning to take off—the decades of experimentation with electrical generators that had begun with Faraday were finally bearing fruit, paving the way for the next great phase of electrification: electric lighting.
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      At the 1878 Exposition Universelle, a monumental event that drew over 13 million paid visitors to celebrate the French nation's recovery and resurgence following the Franco-Prussian War, Paris was brilliantly lit by a series of 64 dazzlingly white arc lamps, encased within opalescent glass globes positioned at a considerable height along the half-mile stretch from the Avenue de l'Opéra to the Place du Théâtre Français. The arc lamps garnered immediate success and popularity, bringing electric lighting prominently into the public eye. 

      Powering the arc lamps were the dynamos of Belgian engineer Zénobe Gramme, the first design to produce power on a commercial scale for industry. After Faraday had paved the way in 1831 with his experiments showing a copper disk rotating between the poles of a permanent magnet could generate current, Werner von Siemens in 1866 had the key idea of using a powered electromagnet instead. Siemens’s “self-exciting” design fed the machine’s own output current back into powering the electromagnet; now magnetized iron was only needed to kick-start the system, and once power started being generated, part of that generated electricity was fed back into an electromagnet, strengthening its magnetic field and creating a self-sustaining feedback loop. Gramme in 1871 had taken Siemens’s self-exciting principle and improved it into a commercially robust machine, with a “ring armature” (insulated wire wound around a soft-iron ring) rotating between electromagnets to distribute magnetic flux smoothly, and a practical commutator, a mechanical device that converted the generator’s natural alternating current into a steady direct current (the use of the commutator and DC output is what makes a generator considered a “dynamo”). That DC output, crucially, enabled its use for motor applications as well, which at the time could only be driven from smooth, steady DC power.

      The arc lamps themselves had also evolved from the days of Davy’s first demonstrations of the arc lighting principle. The lamps on display at the Exposition were known as “Jablochkoff candles” because they used Pavel Jablochkoff’s elegant patented design, which separated the carbon rods by a block of inert insulating material such as plaster of Paris or kaolin that would melt at the same rate that the rods burned down, eliminating any need for complex mechanical regulation. These were the first commercial arc lamps. 

      Paris was already known as the "City of Light" due to its extensive network of 21,000 gas streetlamps, but the advent of electric lighting brought a dramatic shift in the sensory and aesthetic experience of these venues, contributing to a "new kind of social life," a "nocturnalization" that expanded social and economic activity into the night. Arc lamps created a sensation at the Moulin Rouge, as crowds thrilled at electric lighting’s capability for dramatic effects, like suddenly plunging the theater into darkness, then lighting it up again so bright the actors cast shadows on the stage. 

      Charles Brush invented numerous improvements and helped popularize arc lighting in the United States. His “ring-clutch” design used an electromagnetic regulator that adjusted the distance between carbons as they burned down: as the carbons burned and the arc lengthened, current changes in the regulating electromagnet caused the clutch to release slightly, allowing gravity to bring the top carbon closer and maintain a steady arc. This made everything but the carbons themselves reusable, unlike Jablochkoff candles, which were entirely discarded after use. And when Brush hit upon the method of coating the carbons lightly with copper to slow their burning, he drove the price of the carbons from twenty-four cents steadily downwards to a penny apiece. In April 1879 Brush lit up his native Cleveland’s public square with 2,000-candlepower “double-carbon” lamps that could burn all night. Customers flocked to the new technology. New York, Boston, Philadelphia, Baltimore, Cleveland, Montreal, and other cities followed suit. Soon Brush’s company lit a stretch of Broadway from Fourteenth to Thirty-fourth streets at a cost to the city 20 percent below that of the five hundred gas lamps they displaced.

      In the 1880s, arc lighting was installed in major cities worldwide. It was used for street lighting, stage lighting for theaters, and some factories and railways for night work. Arc lighting had some significant issues that limited its applicability mostly to outdoor use and stages, however. Its intense, bluish-white light was far too harsh for most indoor applications; it emitted UV rays and carbon monoxide; it made a constant loud hissing or buzzing sound, and tended to flicker or sputter; the open arc generated intense heat and sometimes even sparks, making it a fire hazard in enclosed space; and they also required significant power. To bring electric lighting from the public square into the home, new technology for indoor lighting would need to be developed. Thomas Alva Edison, already by then one of the most famous inventors in America, was increasingly focusing his efforts on the problem.
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        * * *

      

      Thomas Alva Edison, largely educated at home by his former-schoolteacher mother, spent his teen years working as a telegraph operator, the high-tech profession of its day, before moving to New York. In New York’s financial district, stock quotes were transmitted by hand or by telegraph between the Exchange and brokers’ offices—a slow and error-prone process. To solve this, Edward Calahan of Western Union had invented the first “stock ticker” in 1867: a special telegraph that printed abbreviated stock symbols and prices on a thin paper ribbon (or ticker tape). This was revolutionary, but early versions jammed constantly and were unreliable. Edison began tinkering with these early tickers and devised a better type wheel and printing mechanism that reduced jamming, as well as a synchronizing motor so all receiving tickers stayed in step, and a central system where one master transmitter drove dozens of subscriber machines simultaneously. In 1871, he sold the rights to his best machine, the “Universal Stock Printer”, to Western Union for about $40,000 (roughly $800,000 - $1 million today). It was with these proceeds that Edison set up his first small workshop in Newark, and then a few years later, in Menlo Park.

      At early Menlo Park, Edison employed about a dozen skilled machinists and experimenters. The first projects were telegraph or telephone related, such as a quadruplex telegraph capable of sending four signals simultaneously and a carbon transmitter for Alexander Graham Bell’s telephone. While experimenting with the telephone diaphragm in late 1877, Edison unexpectedly conceived of the phonograph in late 1877—the first device capable of recording and playing back sound. The device captured sound as vibrations etched into a tinfoil-covered cylinder by a stylus, which could then retrace the same groove to reproduce the recorded voice. This invention made Edison world-famous almost overnight. 

      Flush with fame and new funding, Edison aggressively expanded the staff and facilities at Menlo Park. By 1879, Edison employed a team of sixty people, spanning diverse backgrounds—chemists, glassblowers, mechanics, machinists, experimenters, and physicists. This included highly enviable talent, such as Charles Batchelor, Edison’s right-hand-man, an English-born machinist and draftsman who oversaw much of the practical engineering and instrument making; John Kruesi, a Swiss-born master mechanic who translated Edison’s sketches into working devices; and Francis Upton, a mathematically trained physicist who supplied the theoretical calculations for Edison’s electric-light experiments and helped design the system’s dynamos and circuits. The atmosphere in the Menlo Park lab was intense and collaborative, with constant prototype testing, systematic trial-and-error experimentation, and specialization of roles.

      Edison’s Menlo Park laboratory was one-of-a-kind for its day. It was a pioneering prototype of later great corporate R&D institutions to come, like Bell Labs. Nothing comparable existed in private industry at that scale at the time. University labs existed, and a few inventors employed assistants, but Menlo Park’s round-the-clock, salaried “invention factory” was unprecedented. This highly interdisciplinary, team-based approach was Edison’s greatest asset—but in public, the image he cultivated was that of the solitary genius, always.

      Menlo Park was a commercial invention factory whose every triumph the press attributed to a single man. Patents, publicity, and exhibition labels almost invariably bore Edison’s name alone, regardless of who originated the idea. Engineers who produced working prototypes often saw Edison file patents the very day they demonstrated their designs. Subordinates were instructed not to speak to reporters; Menlo Park operated under a strict “one-voice policy,” with all stories running through Edison himself. The effect was to present the laboratory not as an organization, but as a single mind. It was the New York Sun that first dubbed him “The Wizard of Menlo Park.” This carefully managed myth-making—more than any individual invention—was Edison’s true genius.

      Edison’s “Wizard of Menlo Park” myth was carefully constructed and relentlessly stage-managed. Edison understood the theatricality of invention and encouraged journalists to treat Menlo Park as a kind of laboratory theater. Press visits were tightly choreographed. Reporters were ushered into demonstrations after weeks or months of preparatory work by his staff, then presented with results as if they were unfolding in real time—apparently spontaneous breakthroughs unveiled at carefully chosen moments, often late at night, after long hours, reinforcing the image of tireless genius.

      He was a master of public spectacle and memorable reveals, for example New Year’s Eve, 1879, when Edison theatrically illuminated Menlo Park with electric lights, arranging special trains to transport reporters and dignitaries to stroll the grounds of a dazzling, fully electrified street, lamps glowing along the paths and buildings with almost magical effect. Visitors emerged from these demonstrations “bewitched by the feeling that they had witnessed something supernatural,” as biographer Jill Jonnes put it.

      Yet Edison also cultivated a disarming folksiness that managed to simultaneously make him accessible and relatable to the mass public. Though he typically wore neat vests and ties when dealing privately with staff, he adopted a deliberate workingman’s disguise for press tours: a rumpled blue flannel suit, battered hat, frayed shirt, and shabby Prince Albert coat. He spoke in plain, nontechnical language, carefully avoiding what he called “high-sounding” terms, and emphasized effort over theory in his famous aphorism, “Genius is one percent inspiration and ninety-nine percent perspiration.”

      In front of journalists and the press, Edison was a plainspoken “man of the people,” folksy and cheerful. To his staff behind the scenes, he was a tyrannical taskmaster: cold, irritable, and calculating. He was highly litigious, using the patent system not only to defend inventions but to exhaust and disable rivals through interference proceedings and lawsuits, for example nearly bankrupting the pioneering black inventor Granville Woods by forcing him to twice defend and defeat Edison’s specious challenges to his induction telegraph patent.

      Edison was vindictive towards rivals and above all, obsessed with credit and his name. Edison would not abide challenges to the primacy of his reputation as the world’s greatest inventor. Frank J. Sprague, one of Edison’s former assistants at Menlo Park, who had struck it out on his own to found the Sprague Electric Railway and Motor Company, successfully developed his own design for a practical electrical motor and multiple-unit control system that made large-scale urban electric streetcars and electric elevators possible. His demonstration line in Richmond, Virginia became the world’s first successful commercial electric street railway, and soon there were hundreds of installed Sprague systems in cities like Richmond, Baltimore, and St. Louis. Sprague branded these installations prominently with his own name on brass plaques with raised lettering. Edison fumed at these highly visible plaques.

      Later, after Edison had acquired powerful & deep-pocketed backers, and Sprague’s company found itself badly in need of capital, Edison’s company bought Sprague Electric outright, and afterwards the first order of business was to hunt down every single brass plaque bearing Sprague’s name, and replace it with one bearing the Edison logo. Sprague’s name was systematically erased from every possible surface—the company’s literature, technical documentation, catalogues, blueprints, advertising plates, equipment nameplates. This couldn’t wait for the normal equipment upgrade cycle—Edison field engineers fanned out across multiple cities to retrofit installations to “confirm to Edison specifications.” Edison showed no interest whatsoever in improving the underlying technology, since it was already good enough; the “upgrade” here was entirely to the branding. Within a few months of the purchase, Sprague’s name had completely vanished. Frank Sprague saw clearly what was going on—that “jealousy, petty spite and love of reputation, [were] the strongest motives… the Edison fetish must be upheld, and the Sprague name abolished: that is the law.” He was astonished at the pettiness of the whole affair, writing bitterly that Edison was “jealous of any man who finds… a corner no matter how small not occupied by himself.”

      Edison was also a master manipulator of the press. During his years as a telegraph operator, Edison had worked the night wire for the Associated Press, transcribing news reports from Washington. He had worked directly with journalists, editors, and typesetters, and had a subtle understanding of how news was gathered, edited, and disseminated. He cultivated mystique, hinting at mysterious, world-changing projects soon to be announced, often exaggerating how close he was to breakthroughs, both to discourage other inventors and fuel speculation in the press. A network of the most reliably worshipful, flattering reporters was rewarded with calligraphed letters of appreciation, exclusive access, early scoops, and on-record quotes; the unreliable were cut off and blacklisted.
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        * * *

      

      Perhaps the greatest triumph of Edison’s Menlo Park factory was incandescent lighting.  In incandescent lighting, a thin filament material is heated to a high temperature by an electric current until it glows. Unlike arc lighting, there was no need to force electricity through the air, so it could operate more safely, enclosed in a vacuum bulb, which also extended the lifespan of the filament. Compared to arc lighting, this flickered less, made less noise, required less maintenance, and resulted in lighting that was softer, dimmer, and much more suitable for indoor use.  However, existing designs had issues with short lifespans, high energy consumption, and filament failure. Several previous inventors, including Joseph Swan in England, had already demonstrated the promise of incandescent lighting, but none had achieved commercial viability.

      Edison’s incandescent light bulb emerged from an extraordinary, methodical search for the right filament material. Early efforts at Menlo Park in 1878–79 tested metallic wires such as platinum—chosen for its high melting point but rejected for cost and instability—and then thousands of carbonized organic materials, including woods, papers, flax, cork, and even human hair. “Carbonizing” a material meant heating it in the absence of oxygen until all volatile elements were driven off, leaving behind a pure, lightweight rod of carbon. This process, known as pyrolysis, turns ordinary fibrous matter into a thin, electrically conductive filament that can glow without immediately burning up in the vacuum bulb.

      The real breakthrough came in October 1879, when Edison’s team carbonized ordinary cotton thread in a sealed glass bulb. The resulting lamp glowed for more than thirteen hours, proving that a fine carbon filament could produce a steady, long-lasting light. Edison immediately filed a patent for a bulb using a carbonized cotton-thread filament in a high vacuum.

      Still dissatisfied, Edison continued searching for an even more durable filament. Over the next year, he and Charles Batchelor tested thousands of plant fibers from around the world. The best results came when Edison examined a bamboo hand fan and noticed its fibrous structure; carbonized bamboo filaments lasted up to 1,200 hours—by far the longest yet. He sent an agent to China and Japan to locate ideal bamboo species, eventually contracting with a farmer in Japan to supply it in bulk.

      Edison’s approach in the search had been true to his famous dictum about genius being “1% inspiration, 99% perspiration.” His team had tested thousands of materials before landing on that filament material. With this finding, Edison’s practical incandescent lamp was born and large-scale indoor electric lighting became commercially viable.

      Edison’s next challenge was not scientific proof but social proof. To convince the public that his light was more than a laboratory curiosity, he sought out high-profile early adopters. He marketed first to high-end customers, like wealthy homeowners and luxury hotels, to associate electric lighting with sophistication, prestige, and modernity, turning it into a status symbol. This strategy enabled electric lighting to gain traction first among those who could afford its high early costs; later, as the technology improved and costs dropped, it would shift from luxury to necessity, a strategy that would later be utilized by companies like Apple and Tesla. Edison promoted coverage of high profile installations, like at the New York Times building, Paris Opera House, and Windsor Hotel. He leveraged celebrity endorsements, securing the Vanderbilt Family and—significantly—J.P. Morgan as early adopters. 

      John Pierpont Morgan was one of Edison’s earliest and most important backers. Morgan, born into a prominent banking family, emerged in the 1870s–1880s as the era’s great consolidator of railroads. He reorganized failing lines, imposed managerial discipline, and brought stability to chaotic competition—a model later dubbed “Morganization.” He was not an industrial builder like Andrew Carnegie, nor an operator like James J. Hill; not a systematic monopolist like John D. Rockefeller, nor a gambler and market manipulator like Jay Gould. Morgan was fundamentally a stabilizer who despised volatility. He believed that unrestrained competition was not virtuous but destructive and felt a patrician responsibility to impose order on American finance, valuing reliability, honor, and predictability above all.

      Impeccably dressed in dark suits and stiff collars, the fierce-visaged tycoon projected an intimidating authority. His nose, disfigured by the skin disease rhinophyma, was grotesquely bulbous and purple, making him self-conscious and ill at ease in public. Though his name loomed large, he despised journalists and the press, and forbade his photograph to be taken. A single glance from his intensely piercing gray-blue eyes had the power to stop a panic, bankers joked—and this became almost literally true during the Panic of 1907, which Morgan defused in part by physically corralling rival bankers in his library until they agreed to his rescue plan.

      In 1882, Morgan’s Madison Avenue home became the first private residence in New York illuminated solely by electricity. Edison had been delighted to perform the installation, seeing it was a coup to have Morgan’s personal imprimatur on the technology, which many still dismissed as a dangerous and exotic novelty. As Jill Jonnes observed in Empires of Light, “Whatever people thought of J.P. Morgan, no one thought him a fool.”

      Morgan’s residence was a spacious and elegantly appointed mansion with richly decorated interiors, including a vast terra-cotta drawing room with classical motifs, one of the most beautiful and celebrated homes of the Gilded Age. Edison’s team lit up this home with 385 electric lamps illuminating every floor of the house. Visitors noted a soft, even, incandescent glow everywhere; unlike the flickering gaslights of the era, Edison’s bulbs gave a steady radiance. In the dining room, electric lamps hidden above a twelve-foot-square stained-glass skylight cast “a lovely jeweled radiance” as their light filtered through colored glass. Perhaps the greatest novelty was how one activated these lights. “Each room is supplied with it [electric light], and, in order to illuminate a room, you have simply to turn a knob as you enter,” noted one contemporary account. Morgan even had a special master switch by his bedside: “By turning a knob near the head of his bed, Mr. Morgan is able to light instantaneously the hall and every room on the first floor, basement, and cellar,” enthused one account. That with a mere turn of a knob one could remotely light various rooms was an almost magical convenience in 1882.

      Morgan was thrilled with Edison’s installation and became an enthusiastic evangelist for the technology. One of the few things that marred his experience as a customer—besides a hot wire that scorched a desk and burned a carpet in his library—was the coal-fired steam engine and dynamo that had to be installed in his basement outbuilding to generate current. Each evening at dusk, Morgan’s coal-fired engine and generator rumbled to life, commotion shattering the quiet of the exclusive neighborhood. Morgan’s next-door neighbor, Mrs. James Brown, complained “her whole house was vibrating” once the dynamos started up. Worse, the primitive boiler belched coal smoke, and soot and fumes wafted into Mrs. Brown’s pantry, tarnishing her silver and certainly her opinion of Mr. Morgan’s new toy. Morgan furiously wrote Edison’s company, who came in and mounted the machinery on India-rubber pads, lined the engine room with felt and sandbags, and dug a trench to reroute the smoke into the mansion’s main chimney. 

      Edison understood that if electric light were ever to displace gas, it had to move beyond these costly one-off systems with on-site generators. The market needed a way for customers to receive power at scale, not produce it themselves.  The arc-lighting companies were all using their own generator designs and electrical standards that were incompatible with each other; Edison envisioned building a standardized “utility model” of electricity, with centralized power stations delivering power to multiple sites, electricity sold as a service rather than just a product. This mirrored how gas companies supplied cities, and would be the path for electricity to fully replace gas lighting. 

      In the years after patenting the incandescent light bulb, Edison’s team made major strides towards this vision, designing a “Jumbo Dynamo” (an efficient generator capable of handling a large power load), an underground conduit system (with insulated copper conductors and manhole access points), the three-wire distribution system (which reduced copper wire costs by 60% and could supply both 110V and 220V where needed), and the electric meter (which allowed electricity consumption to be measured so it could be billed accurately). Edison’s team created industry standards for wiring, sockets, switches, and fixtures. 

      All of these elements came together in 1882 with Edison’s launch of Pearl Street Station, the first commercial central power station in the world. Unlike previous small-scale electrical lighting systems, Pearl Street delivered power from a central location to multiple buildings, supplying direct current (DC) electricity to 59 customers (about 400 lamps at launch) in lower Manhattan. These first customers were mainly banks, newspapers, and business offices in Manhattan’s financial district—places that needed reliable lighting and could afford the switch. 

      Pearl Street was the first instance of an integrated electric utility, handling generation, distribution, and metering. The system would grow to 508 customers within two years, and its success fueled investment in electrical infrastructure, leading to power stations across the U.S. and Europe. Gas companies took notice, launching public relations campaigns about electricity’s dangers, and lobbying city governments to impose stricter regulations on electrical utilities. Edison responded with aggressive marketing, lobbying, and public relations, emphasizing the health risks associated with gas lighting, like leaks, explosions, and poor indoor air quality. At the 1881 Paris Electrical Exposition and the 1883 Chicago World's Fair, electric light was presented as the future of civilization. 

      At this stage, Edison did not have serious competition in the indoor electric lighting market. He was mainly competing with arc lighting and gas lighting. Edison’s company established dozens of central stations in the US and Europe throughout the 1880s, expanding to Paris, London, and Milan. Edison licensed his technology and patents to multiple independent operators to set up compatible DC power stations in various cities. Edison was building an empire, and had every reason to believe his patented DC technology was an emerging world standard that—like the standard gauge railroad track—would soon become unstoppable.

      Meanwhile, at Edison’s Paris office, an entry-level employee of Edison’s European wing, an unknown engineer assigned initially to troubleshooting and repair work was beginning to formulate his own ideas about the future of electrical power distribution. That employee’s name was Nikola Tesla.
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      Nikola Tesla was a Serb, born in the Austrian Empire (modern-day Croatia). As a child, he had built ingenious mechanical toys, including a crude water-powered turbine. In school, his powers of mental calculation were so prodigious that his teachers accused him of cheating. To test him, they gave him ever more  complex problems, which he solved instantly in his head—even integral calculus. He possessed a photographic memory and could recall entire books verbatim. But Tesla was a deeply eccentric and troubled genius, whose imagination burned so vividly that it sometimes overwhelmed him. He experienced blinding flashes of light, vivid hallucinations, and involuntary visions that appeared before him as if projected on a screen. He could not bear to touch hair, pearls, or human skin. He avoided round objects, counted his steps obsessively, and was fixated on the number three—preferring to walk around a building three times before entering and to lodge only in hotel rooms whose numbers were divisible by three.  Later in life, he became a germaphobe, washing his hands compulsively and using eighteen napkins to clean his utensils. He never married, believing that celibacy sharpened the mind.

      Tesla soon impressed his managers at Edison’s company. He started developing improvements to Edison’s DC generators, making them more efficient and developing an automatic regulator that improved system stability. Edison’s right-hand-man in Paris, Charles Batchelor, recognized Tesla’s talent and arranged for him to work for Edison in the United States, sending him to Edison with a recommendation letter that said, "I know two great men, and you are one of them. The other is this young man." Yet even as Tesla proved himself indispensable, he had begun to doubt the very foundation of Edison’s enterprise. Edison was committed to Direct Current (DC). Tesla was increasingly convinced that Alternating Current (AC) would be the future.

      With DC, current flows only in a single direction. The current that comes out of chemical batteries is naturally DC, because electrochemical processes generate a constant one-directional flow of electrons. DC was a natural choice for Edison since its properties work well with incandescent bulbs—DC provides a steady, uninterrupted glow with no flicker. Edison’s generation & distribution system could be kept very simple—he generated low-voltage (110V) DC power out of his “Jumbo” dynamo, and then delivered that directly to incandescent bulbs without needing any transformers or frequency conversion anywhere. 

      The key downside to this scheme comes from the fact that the lower the voltage, the higher your power loss in transmission. This means if you need to transfer power over longer distance, it is much more efficient to generate and transfer power at high voltages, and step them down using “transformers” to a lower, safer voltage for use in a home. But DC was hard to build transformers for— it required inefficient mechanical converters. Therefore, Edison’s DC systems were designed only for short-distance transmission (within a few miles); but this was good enough for the cities and urban areas that Edison was focused on bringing lighting to.

      In a basic “single-phase” AC system, the current rises and falls in one sinusoidal wave, continually switching direction. Current coming out of any generator based on Faraday’s principle of induction will naturally be AC, because of the continual rotation of the wire coil inside the magnet. As the coil rotates, its angle with respect to the magnetic field changes continuously, with the induced voltage following a sine wave and reversing every half-turn.

      In a DC (“dynamo”) style generator, this natural alternation is compensated for using a mechanical device called a “commutator”. As the coil rotates, the commutator reverses the connection to the external circuit at the exact moment when the current in the coil would naturally hit zero and reverse. This means that instead of the output current changing direction, the commutator flips the connections so the current keeps flowing in the same direction always.

      The key advantage of AC is that building transformers (devices to convert between voltages) is extremely simple. Since alternating current is always changing, a transformer can leverage the principle of induction (which requires changing fields) to have one coil induce a current in a second coil—you just need to adjust the number of turns in each coil to control the change in voltage. They need no moving parts, have minimal energy loss (~98% efficiency) and are highly scalable, capable of handling everything from tiny phone chargers (5V) to high-voltage transmission (500,000V+). This method isn’t possible with constant, unchanging Direct Current, and this made building transformers for DC a complicated mess.

      But AC had its own fatal flaw: motors. Single-phase AC motors were jerky and unreliable. They pulsed back and forth with the current, never producing a smooth turning force. The magnetic field in the stator (the stationary part) rises and falls with the same wave as the current, pointing first one way, then the opposite way; to the rotor (the part meant to turn), it looks like the field is pushing it forward, then pulling it back — like trying to push a swing by alternately shoving it forward and backward each second. So the rotor doesn’t feel a rotating push; instead, it feels a pulsating tug that changes direction every half-cycle. At 60 Hz (or 50 Hz), that’s 120 (or 100) reversals per second. The result is vibration, hesitation, and no self-starting torque. All practical motors of the era used DC dynamos with their cumbersome commutators, which sparked, wore out, and wasted energy. Ever since his student days in Graz, Tesla had thought about the problem of how to eliminate these commutators.

      A few years before his trip to visit Edison, as Tesla was recovering in Budapest from a nervous breakdown that had left him hypersensitive to light and sound, able to hear “the ticking of a watch three rooms away and the landing of a fly on a table,” Tesla was walking through a park at sunset when the solution to this problem came to him “like a flash of lightning.” Tesla was seized by a vision of such intensity that it resembled a mystic or religious experience: “In an instant”, he said, “the truth was revealed.” Dancing in front of his eyes, “wonderfully sharp and clear, and [with] the solidity of metal and stone,” was an image of a rotating magnetic field. Tesla scrambled to draw with a stick in the sand a diagram that would be shown six years later at an address before the American Institute of Electrical Engineers, of two coils at right angles to each other, each supplied by an alternating current, 90° out of phase with each other. Tesla had understood in this lightning-bolt of insight that two coils so positioned and so charged, instead of producing a field vector that just vibrates back and forth, would produce a field vector that rotates smoothly in a circle, sweeping 360° every cycle. With three coils spaced 120° apart and driven by currents 120° out of phase, the resultant vector is even more uniform; the magnitude stays nearly constant, and the rotation is perfectly smooth. This is the basis of modern “three-phase” AC power. A rotor sitting inside such a rotating field will experience a continuous torque in one direction. The field “drags” it around like a magnetic merry-go-round. This solved the motor problem. It also implied a new kind of generator architecture, in which the geometry of the windings and the mechanical rotation of the rotor would naturally produce these multiple out-of-phase AC currents. 

      Ideas now came to Tesla in an uninterrupted stream. In less than two months, Tesla built an entire, end-to-end AC-based system of generators, transformers, and motors in his mind, complete down to the last detail, waiting only for realization. Tesla saw a future of high-voltage AC generators transmitting enormous amounts of power efficiently across hundreds of miles to local AC transformers that could step down the voltage for safe use in individual homes and factories. This was a vision of what would become the modern power grid.

      All of this was swimming around in Tesla’s head as he crossed the Atlantic by steamship to meet his boss, possibly the person on earth most dedicated to seeing DC become the standard for power generation instead.
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        * * *

      

      Tesla stepped out of the Immigration Office in Manhattan in 1884 with four cents in his pocket, and the next day walked down what is now West Broadway street to Edison’s New York headquarters. In his first meeting with Edison, he enthusiastically described his polyphase system and told Edison he believed alternating current was the only practical kind of current to use in a power and lighting system. Edison laughed. He told Tesla very bluntly he was not interested in alternating current. He said there was no future to it and anyone who dabbled in that field was wasting his time; besides, it was a deadly current whereas DC was safe. 

      Edison assigned Tesla to some routine work at first, but once again Tesla quickly distinguished himself with both his industry and his output. Tesla was challenged to find ways to redesign Edison’s DC generators for better efficiency, Edison telling him “there’s fifty thousand dollars in it for you if you can do it.” This was an enormous sum, but Tesla took the offer in complete earnest and threw himself into the task, working 18+ hours a day 7 days a week to produce dozens of improved designs— 24 different types of dynamos were drawn up and submitted, with patents taken out on the results. When he asked for the promised $50,000, Edison scoffed that Tesla clearly didn’t “understand our American humor.” “When you become a full-fledged American,” Edison said, “you will appreciate an American joke.” Edison offered Tesla a raise of about $10 a week instead. Tesla refused and soon resigned.

      After leaving Edison’s company, Tesla turned to developing improvements in the arc lighting sector, quickly coming up with ideas and filing for several patents on arc lamps, commutators, and automatic regulators systems.  He was enticed into starting a company with a pair of New Jersey businessmen, spending a year to build an arc-lighting installation for the streets of Rahway and several factories. Tesla’s partners had no interest in his alternating current (AC) motor ideas. Once the arc lighting patents were secured, these small town money men betrayed and rug-pulled Tesla in a stock dilution scheme, reorganizing the company so they ended up with the patents and Tesla was left with worthless stock and no capital, leaving him penniless. 

      During this period, Tesla often did not know where his next meal would come from. He worked at various electrical repair jobs and even took on manual labor. At one point he approached a group of men digging a ditch and asked for work. The foreman and the rough street laborers laughed at his good clothes and white hands as he leapt into the ditch, but he worked harder than any of them; at the end of each full day’s labor, he earned $2. Looking back, Tesla would write that all his education and learning, all the ideas he carried in his head, seemed to him a “cruel mockery.”

      The foreman at the ditch-digging site was himself a man who had fallen far from his prior station, and he felt sympathy for Tesla. He managed to introduce Tesla to Alfred S. Brown, a Western Union superintendent, who was interested in AC. Brown pulled in Charles F. Peck, a lawyer-financier and together these men provided financial and organizational backing for Tesla to file a suite of seven key patents between October 1887 and May 1888. These covered the polyphase motor, transformers, and transmission system — the whole AC framework he had envisioned back in Budapest. Tesla at last was able to actually build prototypes of these designs, and all of them worked exactly as he had envisioned, Tesla recalling that he “made no attempt to improve the design, but merely reproduced the pictures as they appeared to me.”

      This succession of public patents got significant attention from the electrical engineering community. In 1888, Tesla was invited to give a lecture on his ideas before the American Institute of Electrical Engineers. Sitting in the lecture hall that day, paying rapt attention, was George Westinghouse.

      George Westinghouse, a vigorous man whose walrus mustache seemed to bristle with energy, was known for both his inventive skill and his generosity toward workers. That same restless vitality had already driven him to build a prosperous railway-equipment firm after devising a revolutionary air-brake system. He shared Tesla’s faith in alternating current. Two years earlier, he had founded the Westinghouse Electric Company to pursue AC power generation and transmission in direct competition with Edison’s direct-current empire. AC could carry electricity far greater distances, giving it an inherent advantage, yet Westinghouse’s system was still imperfect: his transformers remained inefficient and unreliable, and he lacked a practical motor to complete the system.

      In Tesla’s patents, Westinghouse saw the key missing pieces to making his system work. He approached Tesla immediately after his talk and arranged to visit his laboratory the very next day. After seeing the motors in operation, Westinghouse made Tesla an offer on the spot—he would buy Tesla’s patents for alternating current motors and transformers, and bring Tesla to Pittsburgh to help develop them. He offered $60,000 in cash and stock, plus a royalty of $2.50 per horsepower of motors sold. The royalty clause, if AC succeeded nationally, had the potential to make Tesla a multimillionaire.
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        * * *

      

      By the end of the 1880s, Westinghouse’s alternating-current systems were gaining significant traction, with 68 AC central stations built in just three years compared to the 121 direct-current stations Edison had installed over the previous seven. Edison attempted to use his influence over the press to discredit AC in the minds of the public.

      Edison issued a flood of warnings, articles, and speeches, painting AC as unsafe. One pamphlet bluntly titled “WARNING!” cataloged grisly accidents caused by high-voltage AC and presented alternating current as a lurking public menace. Edison frequently gave interviews and penned articles warning that AC was inherently murderous, and urged outlawing AC above 300 volts. Edison cast himself as a kind of moral crusader, the protector of public safety, while portraying Westinghouse’s AC as a reckless scheme: dangerous, immoral, a threat to women and children in their homes.

      In a series of New York laboratories and lecture halls, stuffed with reporters, city officials, and electrical “experts”, the activist Harold Brown, secretly under the employ of Edison, would stage a grim spectacle, strapping a dog—or sometimes a horse, or young calf—onto a table, attaching a series of electrodes to its body. He would begin his demonstration by administering a jolt of Edison’s low-voltage DC current, which was clearly “harmless”. Next came the demonstration of Westinghouse’s AC current, at 1,000 volts or more. This produced immediate convulsions and death, collapsing the animal in spasms with limbs jerking violently amidst the smell of burning hair and flesh. The press relished the horror, and dutifully informed the public about the dangers of Westinghouse’s AC. Later, Brown agitated for electrocution to be used as a method of human capital punishment, and the New York legislature agreed, putting a condemned man to death using Westinghouse generators chosen by Brown. Edison encouraged his press network to describe the new punishment as “being Westinghoused.”

      Despite Edison’s frantic efforts to whip up anti-AC hysteria in the press, Westinghouse’s AC systems kept gaining ground. One early beachhead was in energy-hungry industries located near waterfalls, where water-driven turbines generated cheap power. AC’s ability to step voltage up and down made it possible to transmit that power over distances of several miles—farther than DC could reach, though not yet the hundreds of miles that would come later. This intermediate, “middle-distance” capability was decisive: it made it practical to build entire factories—aluminum smelters, electrochemical plants, and other electricity-native industries—directly beside abundant hydro power, rather than within a few city blocks of a steam plant.
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        * * *

      

      In the early 1890s, the widespread availability of electrical generators resulted in new uses for electricity being discovered—these represented classic “complementary innovations” to electricity: new inventions that only worked because electricity existed, which in turn made electricity more valuable.

      For example, the Pittsburgh Reduction Company—later renamed ALCOA—was founded in 1888 to commercialize a brand-new way of making aluminum. Prior to the process they discovered, aluminum was so expensive it was considered a precious metal, displayed alongside crown jewels at world fairs; the breakthrough was the Hall–Héroult process, which used electric current to split aluminum oxide into pure aluminum and oxygen, without the need for heat-based smelting—a process known as electrolysis. Electrolysis needed to run continuously, at very high current, and required massive amounts of steady electricity flowing day and night; but it dramatically reduced the cost of aluminum, taking it from $4.86 per pound in 1887 to $0.78 per pound by 1893, allowing the naturally light, strong, and rust-resistant metal to become widely used in cookware, foils, cans, construction, cars, and most significantly—airplanes. This change to the price of aluminum revolutionized aviation, making possible the aluminum-copper alloy engine block at the heart of the Wright brothers’ 1903 flyer. Aluminum would be dubbed, “the metal that built the airplane” and become yet another example of the pattern we’ve discussed, of technological change in one domain triggering revolution in another.

      Another example was the Carborundum Company, founded in 1891 by Edward Goodrich Acheson. While experimenting with carbon and clay in an electric furnace, Acheson stumbled on a new substance: silicon carbide, which he branded ‘carborundum.’ The intense heat of the electric arc fused the materials into glittering, diamond-like crystals—nearly as hard as diamond itself. That hardness made carborundum ideal for grinding wheels, sharpening stones, and sandpaper, industries that grew rapidly during America’s industrial boom and formerly relied on natural abrasives like emery, which were both limited in supply and inferior in quality. Only an electric arc furnace could get to necessary 3,500 °F furnace temperatures required for this process. Like aluminum electrolysis, it was not just that electricity made the process easier—it was impossible without it. Both ALCOA and Carborundum became anchor customers for Westinghouse’s alternating-current systems in the early 1890s, as the cost advantage of leveraging cheaper remote, hydro-generated AC power versus local DC generators was decisive for them. 

      These were entirely new, “electricity-native” industries; competing with mature steam engine technology in already-established industries was a much longer road. Just as early steam engines struggled to compete against mature waterwheels, these early electrical systems struggled to compete against mature steam installations; electricity did not immediately offer decisive advantages over steam. Early adopters of Westinghouse’s systems thus tended to be places where steam was for some reason impractical. The Gold King Mine’s stamp mill in Colorado was one such example: perched 12,000 feet above Telluride with no rail or coal supply, it had depended on an inefficient wood-fired boiler fueled by the surrounding forest. Westinghouse electrified it in 1891, power flying up the steep hill by wire.

      The mill’s large wood-fired steam engine was replaced by a 100-horsepower electric motor which was hooked into the existing mechanical drive train and used to turn the exact same shafts and belts. Workers no longer shoveled wood into boilers, but the layout and transmission of power within the plant remained unchanged. This kind of one-for-one substitution—swapping a central steam engine for an electric motor—typified the first phase of factory electrification. Early electrified factories generally looked very much like their steam-powered predecessors: multi-story brick mills and workshops still had overhead line shafts, pulleys, and leather belts whirring above the factory floor. The difference was a quiet electric dynamo spinning those shafts instead of a hissing steam engine. Managers at the time were often disappointed that productivity didn’t instantly jump—initial electrification yielded little efficiency gain beyond cleaner and steadier power.

      Building out this early market was an extremely capital-intensive process for Westinghouse. With the industry still in its infancy, customers were few, operating costs high, and the new systems required expensive infrastructure before they could generate revenue. Westinghouse was forced to pour money into electrification at a furious pace. Financing new AC central stations in cities and industrial sites, every new installation was cash-absorbing, with revenues significantly lagging the initial capital outlay. Though Westinghouse was outpacing Edison in AC installations, he was critically dependent on continual cash infusions from borrowed money to keep the business running.

      When the near-collapse of Baring Brothers in London triggered the Panic of 1890, seizing up international credit markets, Westinghouse was acutely vulnerable. Unlike Edison, who was backed by the deeper pockets of J.P. Morgan, Westinghouse’s bankers turned skittish. Scrutinizing his books, they found the huge future potential liability represented in Tesla’s royalty contract, and refused to extend Westinghouse further credit unless the contract was renegotiated. Westinghouse told Tesla that soon his company would be in the bankers’ hands unless he agreed to a new deal. Tesla agreed to surrender the royalty clause, tearing up the contract that would have been worth tens of millions as the nation’s power systems came online, accepting a one-time lump-sum payment of roughly $216,000.

      Thanks to Tesla’s concession, Westinghouse survived the crisis, kept AC alive, and continued to challenge Edison. But by 1892 Edison faced another, in some ways fiercer, rival: the Thomson-Houston Electric Company, led by Charles A. Coffin, a shrewd shoe manufacturer turned industrialist. Westinghouse was trying to revolutionize power transmission and open new geographies, only competing with Edison directly where cities could choose between AC and DC. Thomson-Houston, by contrast, slugged it out with Edison’s firm head-to-head in all of its markets. They pragmatically built both AC and DC, selling lamps, dynamos, and distribution gear—all while running a tighter, more profitable business.

      If there is one thing that J.P. Morgan hated, it was competition. Morgan’s playbook, always, was horizontal consolidation of competing firms, ideally into monopolies, placed under superior management, eliminating the uncontrolled free-for-all of open-market competition. As Morgan got a look at Thomson-Houston’s books, and saw that Coffin’s boast of “beating the stuffing out of [Edison] all along the line” was indeed true, with Thomson-Houston achieving nearly twice the profit margins (26% vs 11%) of Edison’s firm, it was plain to him where the “superior management” resided. 

      Morgan moved decisively to end the competition by merging Edison’s and Thomson-Houston’s companies. Capitalized at $50M, it was the second-largest industrial merger of the era. Though billed as a “merger,” Morgan structured the deal to dilute Edison’s shareholders and give definitive control to Coffin and the Thomson-Houston camp. The world-famous celebrity-inventor’s name—Edison—was to be struck from the new firm. It would be known, simply, as General Electric. This time, it was Edison’s name being erased.

      Morgan had complete control of the company by this point. Edison’s ownership had been diluted to under 10 percent after years of continual capital infusions, and the rest of Edison’s investor syndicate deferred to Morgan as lead. With the name change, Morgan sought to signal generality, breadth, and institutional permanence. Morgan saw Edison as financially erratic and technically obstinate—especially in his public opposition to alternating current, which was clearly winning on cost and scalability. Edison’s name had become tied to losing technical bets. Worse still, the myth of the lone genius that Edison had actively cultivated was the opposite of what Morgan sought to usher in, the next phase of managerial capitalism, scale, and bureaucratic control.

      Morgan did not bother to inform Edison, who had to learn of the signed deal from his secretary. Upon learning of the deal—and the erasure of his name—Edison’s complexion “turned as white as his collar,” she recalled. He sat for a long moment, staring at the paper. He was dazed, barely able to speak. Edison’s longtime assistant and manager A. O. Tate believed that “something died in Edison’s heart” that day—that his “deep-seated, enduring pride in his name had been violated.” Shortly afterward, Edison declared that he was “done with electricity.” “They have taken my name, now let them make their own fortunes,” he told a visitor bitterly. He sold off all his GE stock and drifted into other ventures, including ore milling, cement, and motion pictures.

      Tesla’s polyphase AC technology ended up becoming the basis for the crucial contract wins that would seal AC’s victory— the World’s Fair in Chicago (the first large-scale demonstration of AC), and the hydroelectric power plant at Niagara Falls (the first long-distance hydroelectric project, transmitting power 26 miles to Buffalo, New York). After Niagara, the “War of the Currents”, between AC and DC, was definitively over. Even General Electric had already shifted into AC manufacture. AC became the standard for electric power transmission in America and worldwide. Edison’s DC systems lingered in certain niches for a time (urban streetcars, small networks), but the battle for dominance was finished. Westinghouse and the newly formed GE would hereafter compete, both supplying AC systems, in a duopoly of the electrical industry.

      At the Chicago World’s Fair, a hundred thousand incandescent bulbs blazed into life, fed by Tesla’s alternating-current system. The crowd roared its approval as hundreds of arc lights lining the walkways burst forth, spreading clear, blue white coronas, and the surface of the 1,500-foot Great Basin rippled and shimmered with light. At the International Electrical Congress in Agriculture Hall, Tesla was introduced to rousing applause as the “Wizard of Physics.” The audience hung on Tesla’s every word, pressing in at the doors as he performed a series of spectacular demonstrations, including spinning a planetary model of brass spheres using a rotating magnetic field and sending 100,000 volts through his body without harm. Newspaper accounts hailed him as a brilliant inventor. His genius was recognized at last. Tesla’s fortunes had reversed decisively from his days digging ditches—but fortune was not finished with reversals for Tesla.

    

  


  
    
      
        
          18 FACTORY ELECTRIFICATION

        

      

    

    
      The power generated at Niagara Falls, stepped up to 11,000V and carried roughly 20 miles to Buffalo, began lighting the city, fueling streetcars, and powering workshops, all under municipal franchise agreements. Around the same time, on the West Coast, Sacramento began receiving AC power from the Folsom Power House, also using 11,000 V and three-phase 60 Hz current—now the U.S. national standard. The system powered streetcars, businesses, and the state capitol, demonstrating both the technical viability and civic appeal of distant hydroelectric delivery. By the late 1890s, both Westinghouse and GE were shipping AC generators, transformers, and switchgear nationwide.

      Power companies in the 1890s and early 1900s concentrated on business customers, because they were the most profitable: factories, mills, and urban transit systems (like street railways) provided heavy, steady loads that made big central stations economical. At the same time, urban cores were electrified for lighting and transit. City contracts for street lighting, trolley lines, and downtown businesses came quickly once AC made distribution efficient. These urban systems became the backbone of early utilities. Dense daytime industrial loads (motors, factories) balanced nighttime lighting demand, making centralized power economical. 

      Residential service arrived much slower and unevenly, because it was less profitable and more expensive than gas. In 1907, only about 8% of Americans total lived in electrified homes, rising to 35% by 1920. Big cities like Chicago hit 95% by the 1920s; but in the countryside, rural electrification barely began before the New Deal.

      It took until the early 20th century for factory owners to rethink the entire layout of production to exploit electricity’s advantages. Unlike a steam engine, which had to centrally transmit mechanical energy via shafts and belts, electric power could be delivered anywhere by wires. As economist Tim Harford put it: “Steam-powered factories had to be arranged on the logic of the driveshaft. Electricity meant you could organize factories on the logic of a production line.” In practical terms, many smaller motors could replace one giant one, allowing machines be arranged according to workflow rather than clustered around a central shaft. This decoupling of power and layout unleashed a wave of industrial reorganization between about 1900 and 1930.

      One vivid example of the new electrically-planned factory was Henry Ford’s Highland Park auto plant (circa 1913). Designed almost from scratch for mass production, it took full advantage of electric drive. Over 50 miles of moving belts and 1.5 miles of motorized conveyor track snaked through the plant by 1915. Overhead electric cranes whisked heavy parts across the shop, and endless-chain conveyors (powered by electric motors) carried Model T chassis down the assembly line. A contemporary observer noted Highland Park was filled with “a wide variety of cranes, conveyors and elevators”—overhead monorail conveyors shuttled materials between lines. This simply was not possible in the belt-driven era. In the old days, every machine had to take power off a line shaft at a fixed location; now, motors and conveyors brought the work to the worker. Ford’s engineers continually rearranged machines in sequences, creating a flow of production that the electric motors could easily accommodate. By the end of 1914, “continuous motion was the rule” and the factory’s layout pulsed like a living assembly organism, with moving lines precisely synchronized to feed each other￼. The result was astounding: Highland Park achieved a 900% jump in labor productivity from 1913 to 1915, showcasing the payoff when a plant was fully reconfigured around electrical power.

      Not all industries transformed overnight—many retrofitted gradually. It took time for dozens of small motors to be more economical than a few medium-size ones driving groups of machines. Even at Ford’s plant, few machines had individual motors as late as 1918; many were still grouped under one motor and belt system. However, the trend was inexorable. Certain kinds of factories led the way: assembly-oriented industries—automobiles, meatpacking, appliances—and those with complex material flows benefited hugely from flexible electric drive. By contrast, older textile mills initially saw little need to rebuild their multistory mills until competition or necessity forced their hand. But eventually, even textiles adapted. Electric drive freed mills from the height constraints of belt transmission, allowing sprawling single-story “weave sheds” with sawtooth roofs for light. If a production process worked better spread out over one level, electric power made that layout possible “with little difficulty” compared to the old multistory arrangement.

      The physical appearance of factories changed along with their power systems. Before electrification (and in its early substitution phase), a typical factory was a dim, oil-smelling space dominated by a central power source. Overhead shafts, belts, and gears not only dictated machine placement but also posed hazards and required constant maintenance. Rooms had to be tall and narrow to accommodate belt drives; windows and skylights were critical for light since belts could block illumination. After reorganization for electricity, factories became more open and even aesthetically different. Machines could line up in the natural order of production steps, often in expansive one-story halls. High ceilings with cranes or monorail tracks became common to move heavy goods. With bright electric lights supplementing daylight, work could be distributed in any corner of the building (or even underground or at night). The removal of miles of belts and shafts made factories cleaner, quieter, and safer—not only more efficient, but more pleasant to work in as well.

      By the mid-20th century, the transformation was essentially complete. The once ubiquitous line-shaft systems had all but vanished, and AC motors drove virtually every machine on the shop floor. Westinghouse’s early gamble on AC had truly triumphed—not only lighting cities but utterly reshaping factory life. The company’s AC generators and Tesla’s induction motors became the workhorses of modern industry. They offered greater efficiency, control, and ease of maintenance than steam, and soon were powering “countless machines and processes,” from pumps and fans to conveyor-driven production lines. The full potential of electrification was realized only when managers let go of old paradigms and redesigned workflow around electric power. As one historian noted, it wasn’t until factory owners “thought in a very different way” that productivity surged. Early AC installations like the Colorado stamp mill showed what was possible, but later examples like Ford’s moving assembly line showed what was optimal. This journey from a single giant steam engine to a distributed network of motors was a decades-long revolution.
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      After Niagara Falls had proven his polyphase system could power entire cities and copper wires were being strung across the land, Tesla turned his attention away from wires, towards wireless technology. At first “wireless” communications did not mean radio as we know it today—it could not carry speech, music, or any continuous audio. These early systems were strictly telegraphic, producing brief bursts of electromagnetic noise that a receiver could detect as clicks—simple dots and dashes, nothing more.

      Tesla patented the use of tuned circuits—paired with high-frequency oscillators—to make transmitters and receivers resonate at specific frequencies, the core principle behind later practical radio. A tuned circuit combines an inductor and a capacitor so that energy oscillates between magnetic and electric forms at a specific frequency. When two circuits are tuned alike, they resonate together—allowing one to pick up the other’s signal while ignoring all others. To drive those resonant systems, Tesla built high-frequency oscillators—electrical engines that generated rapid, continuous waves instead of the slow pulses of ordinary power. By patenting the use of tuned circuits paired with high-frequency oscillators, he introduced the idea that transmitters and receivers could be matched to a specific frequency—a breakthrough that made wireless signaling far more practical.

      Tesla built a functioning radio-controlled boat and demonstrated that grounded antennas could send and receive signals over long distances. By 1901, Tesla had developed an expansive vision of a wireless future, and he went to the man he believed most able to bankroll this ambitious vision: J.P. Morgan.

      Tesla sold Morgan on a vision of building a transatlantic wireless telegraph system. Morgan agreed to advance Tesla $150,000 to build the massive transmitting tower Tesla insisted they would need, at Wardenclyffe, on land owned by Tesla on Long Island. The 187-foot timber tower that was built was latticed like a colossal trestle, intended to later support a gigantic copper dome nearly seventy feet wide. Beneath it, excavators dug a vertical shaft twelve feet wide and 120 feet deep, its timbered sides descending into the glacial clay until they struck groundwater. At the bottom, radial iron pipes extended like the spokes of a wheel, reaching another hundred feet horizontally. Through these channels Tesla meant to conduct currents through the earth—“anchoring the whole planet,” he said, “as part of the circuit.”

      The installation was not merely a tower but a self-contained industrial plant. Surrounding workshops and a red-brick laboratory housed dynamos, boilers, and engines capable of generating several hundred kilowatts. Over thirty men worked on the site at its peak, hauling boxcars of timber and cable from the nearby Shoreham rail spur, while steam shovels churned through sand and rock. Giant rotary converters, transformers, condensers, and vacuum tubes were created and installed inside the powerhouse, their copper windings gleaming under hanging bulbs.

      Though Tesla had pitched wireless communications as the business goal to Morgan, promising a profitable transatlantic signaling enterprise, he was secretly much more excited about the prospects for wireless power transmission, which he believed would also be possible with his designs. Morgan had invested on the assumption that Wardenclyffe would be used to send commercial radio messages to Europe; what Tesla was actually building was an experimental world electrical transmitter, designed to inject high-frequency currents into the earth and atmosphere, using the planet itself as a conductor. In Tesla’s imagination, it would be able to broadcast electrical energy anywhere on Earth— the first node in a worldwide wireless power grid.

      Unfortunately, Wardenclyffe would mark the beginning of a sad decline in Tesla’s judgement, health, and mental state. We now know that although wireless power transmission is possible at very short distances, transmission on the scale Tesla envisioned would not have worked. Unfortunately Tesla would chase this phantasm of wireless power transmission into his financial ruin. He quickly spent Morgan’s entire investment and pleaded for more.

      As Tesla’s tower was still under construction, Guglielmo Marconi seized the spotlight, famously sending Morse code for the letter “S” across the Atlantic in 1901. Tesla accused Marconi of violating his patented oscillator designs, but Marconi was nonetheless granted initial patents that conflicted with Tesla’s. 

      Morgan demanded to know why Tesla’s expensive tower was necessary if Marconi was able to achieve transatlantic signaling with much simpler equipment. Tesla wrote Morgan a rambling, convoluted letter that admitted it was mainly necessary for his idea of planetary-scale power transmission, to “control effectively the vibrations throughout the globe.” He also casually apologized that they would need to continually haul in truckloads of coal to power the whole operation. It would have been virtually free had they set up near the Niagara power plant instead, but “unfortunately my plans were already made and I could not change,” said Tesla simply. Morgan was utterly astonished. Bernard Baruch, one of Morgan’s young brokers who had encountered Tesla from work with the Niagara Falls power plant, told Morgan that Tesla was “going crazy”, and that his goal was “to give free electrical power to everybody… we are just going to go broke supporting this guy.” Morgan abruptly cut Tesla off and refused to put in another penny from that point.

      Tesla spent the entire lump sum he had received from Westinghouse, diverted his personal income, sold his stock in other ventures, and mortgaged the Long Island property to keep construction going. He worked through nights alone in the echoing laboratory, pacing under the half-finished tower, convinced he was on the verge of a discovery that would redeem him. His notebooks from this time grew erratic, diagrams of electrical circuits giving way to scrawled manifestos about resonance and the unity of all forces. As workers eventually went unpaid, the once-bustling site became a ghost town. Tesla began suffering tremors, violent headaches, and what doctors called “nervous prostration.” He withdrew from public life. The derelict tower—half real, half fever-dream—darkened the skies of Long Island until finally being dynamited in 1917.

      In his later years, Tesla cut a shambling figure, often seen walking with a stoop through Central Park feeding pigeons. He stopped eating regular meals, subsisting largely on warm milk, crackers, and boiled vegetables. Tall, gaunt, and shabbily dressed, he lived in a succession of New York hotels, leaving behind a trail of unpaid bills—which George Westinghouse quietly arranged to be paid. The press for a time ran headlines of the elder scientific statesmen’s increasingly grandiose and unhinged claims. He told journalists that he had invented a “death ray” that could “defeat armies” and was in contact with “intelligences from beyond the earth.” He died at the Hotel New Yorker in 1943 at age 86.
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        * * *

      

      Unlike Tesla, Marconi had rapidly built real commercial traction around his wireless radio breakthroughs, with the initial niche being shipping and navies. Wireless telegraphy solved a very specific problem: keeping ships in contact with shore and with each other; by 1903, dozens of liners and naval vessels carried Marconi sets. Governments (especially the British Navy) and militaries were the major customers—wireless stations on land were expensive to build and maintain, so the service was marketed to institutions, not individuals.

      Marconi’s systems relied on spark-gap transmitters, which produced broad, noisy signals with limited fidelity. They could carry Morse code dots and dashes, but not speech or music. Interference was a constant problem: two stations transmitting at once jammed each other’s signals, since early receivers had only crude tuning.

      Around 1906, Reginald Fessenden, a Canadian inventor, pioneered continuous-wave transmission by using high-frequency alternators rather than sparks. In 1900 he achieved the first voice transmission over a mile, and on Christmas Eve 1906 he stunned wireless operators at sea by broadcasting a short program of voice and violin music—arguably the first radio broadcast in history. Yet Fessenden lacked the financial and organizational infrastructure Marconi had, and his systems remained experimental.

      Shortly afterward, Lee De Forest made the leap that would transform radio’s future. In 1906 he patented the vacuum tube, which could amplify weak signals and make long-distance voice communication practical. There is a deep connection between electronic amplification and electronic switching, so this vacuum tube technology, motivated by radio, would later become critical to the development of electronic computers. We will return to the subject of vacuum tubes in the next chapter, on the Computer revolution.

      World War I slowed radio’s consumer rollout, as governments took control of the airwaves. In the U.S., the Navy assumed jurisdiction, banning private operation. But the war accelerated technical progress: vacuum tubes were ruggedized, continuous-wave transmitters became standard, and thousands of radio operators were trained. By 1918, the pieces were in place: powerful patents, a workforce of skilled technicians, and mature technology.

      After the war, companies like Westinghouse, GE, AT&T, and RCA recognized radio not just as a tool for navies but as a medium for mass culture. Westinghouse’s station KDKA in Pittsburgh, launched in 1920 with coverage of the Harding–Cox presidential election, became the model for modern broadcasting. Equipment costs plummeted, and by the mid-1920s radios were affordable to middle-class households.

      At the same time, the broader electrical landscape was being standardized. Safer wiring codes, like the U.S. National Electrical Code first established in 1897 and expanded in the 1910s and 1920s, regulated household safety. Frequency standards settled on 60 Hz AC in North America, ensuring compatibility across devices. These seemingly technical details were essential: they reassured homeowners, simplified appliance design, and made it possible for mass production to take off.

      With this infrastructure in place, the consumer boom in appliances accelerated. Small fractional-horsepower induction motors and reliable household plugs made it practical to sell irons, fans, and vacuums that could be plugged in anywhere. Urban electrification networks had expanded far enough that there was now a true mass market for consumer appliances. Falling electricity rates (thanks to economies of scale from big AC power stations) and rising middle-class incomes made regular household use affordable. Advertising framed electric gadgets as modern, hygienic, and labor-saving. Electric irons, vacuum cleaners, toasters, refrigerators, and washing machines all went mainstream, reshaping daily life. Radio became the flagship product of the broader era of electrical gadgets, becoming a cultural phenomenon through its revolutionary offer of entertainment, information, and a sense of connection to the wider world.

      Radio didn’t just spread entertainment and information; it created a shared cultural experience on a scale never before possible. Millions of people could hear the same music, news, sermons, or political speeches at the same moment, forging a sense of shared national culture. Politicians grasped its power early: Warren Harding’s election returns in 1920, Calvin Coolidge’s addresses, and later Franklin Roosevelt’s “fireside chats” turned radio into a new tool of mass politics. Radio, and later television, as “one-to-many” broadcast technologies, were decisive in shaping a “monoculture” in America, a sense of shared reality and pop culture, that has only recently begun to fracture with the advent of the Internet.
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      The buildout of electrical network infrastructure was not supercharged and accelerated by a competitive mania in the same way as railway infrastructure (and later, Internet infrastructure) were; there was a financial mania in electrical utility stocks in the 1920s that was ultimately decimated by the famous 1929 stock market crash, but this financial boom did not leave behind overbuilt physical networks as the railways had; the remaining utilities were large, but sensibly built. 

      The story played out differently due both to economics and policy. Unlike railroads, where duplicate infrastructure and parallel/alternative tracks can sometimes be justifiable, adding value by relieving congestion or allowing specialization of service, it was recognized early on that duplicative electrical networks are a purse waste since a power line’s carrying capacity can be increased by upgrading transformers or adding conductors—once a line exists, serving an additional household has almost zero marginal cost, so building a second set of wires adds no new value. It doesn’t increase capacity meaningfully, it just doubles costs. As a result early industry pioneers worked closely with regulators to treat electricity as a natural monopoly like water, with states forming public utility commissions to grant monopolies.

      Bringing electric power to rural areas was thus quite challenging because it was not profitable for private utilities to extend lines to low-density, low-income communities. Programs like The Rural Electrification Administration (REA) under Franklin D. Roosevelt’s New Deal in 1935 were required to provide government loans and assistance for cooperative-run electric utilities. This issue of rural electrification helped launch the political career of the young congressman Lyndon B. Johnson, who worked to secure REA loans to bring electrical lights and pumps to the Texas Hill Country. By the early 1950s, most American farms had electricity, revolutionizing agriculture with electric irrigation, refrigeration, and mechanized tools; assistance for certain impoverished rural areas was needed deep into the 1960s to get to 99% adoption.

      The coming of electricity meant electric pumps delivered water with the twist of a spigot—water now flowed, eliminating the backbreaking daily chore of lifting every gallon from a well by hand. Milk no longer soured overnight, cream could be stored safely. Control over perishability enabled more reliable dairy and meat production. Electric washing machines collapsed into an hour what used to be a full day’s chore of heating water on a wood stove, scrubbing on a washboard, and wringing by hand—this returned whole days of life, especially to rural women. Barn work became brighter and safer, reducing accidents with kerosene lamps and increasing productivity. Soon a whole universe of small motorized tools shaved off further hours of daily labor: feed grinders, milkers, saws, fans, hammer mills, cream separators. And radio, often the first electric appliance in a home, brought connection to isolated communities.
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        * * *

      

      Electricity went from an exotic laboratory spectacle to an essential, universal utility; from a luxury reserved for J.P. Morgan to the dirt poor farmers of the Texas Hill Country. Customers of Edison’s Pearl Street Station in 1882 were charged 24 cents per kilowatt-hour; by the 1960s, the price of electricity had fallen to under 2 cents. News took 2-3 weeks to travel across the Atlantic in the early 19th century; by the 1920s the public was listening to major speeches and breaking news live.

      The timeline of Electrification helps to illustrate just how long a technological revolution of this magnitude can take to fully diffuse. Electrification took 100+ years to arrive at ubiquity. In fact, the revolution of electrification is not even finished yet, as we see the continued decades of improvement to battery technologies, along with semiconductors and computing technologies, are still in the process of revolutionizing the automobile industry through electric cars.

      Each technological revolution lays down foundational layers for the next. Our next wave, COMPUTING, is only conceivable in the context of an Electrified world. It will directly build on key specific technological components developed during the Electricity revolution, such as the relay and the vacuum tube. New industries will be spawned; markets will be underestimated; value will settle in unexpected ways; science will lead the way to new invention; exponential curves will be formed. And the story will be highly path dependent on individual genius and stunningly improbable events—all of which afterwards will appear as though inevitable.
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      In Fall 1936, twenty-year-old graduate student Claude Shannon, newly arrived at MIT, walked expectantly down the grey corridors underneath Building 13, towards an immense machine, whose rumble he could feel already through the concrete. The Differential Analyzer, the largest and most sophisticated analog calculating machine of the pre-computer era—the crowning achievement of Vennevar Bush, chair of MIT’s Electrical Engineering department—lay just beyond the iron-reinforced doors. 

      Shannon was gaunt, long-limbed, painfully shy, with neatly-parted hair and intelligent, side-glancing eyes. He had come to MIT specifically for the opportunity to run and maintain the Analyzer, and Bush had a special assignment in mind for his exceptionally bright Midwestern pupil. 

      As he pushed open the door, the roar grew louder—mechanical grinding, whirring, occasional squeals—and the scent of machine oil hung in the air. The sprawling, fearsome-looking device filled the entire room, fifteen feet long and half as wide, like three heavy dining-room tables bolted into one, a waist-high platform of rotating shafts and gears. Seen from above, it resembled a gigantic iron foosball table, its surface crossed by a lattice of steel rods and shafts. Between them sat the glass-disk integrators—spinning, humming, glowing under overhead lamps.

      The Differential Analyzer’s purpose was to solve differential equations by physical, mechanical means. Differential equations describe how quantities change—velocity, acceleration, electrical currents, heat flow, planetary motion, population growth, magnetic fields, artillery trajectories, and more. Most real-world differential equations don’t have closed-form solutions, so solving them by hand required days or weeks of manual plotting, numerical approximation, and integration. The analyzer mechanized all of that, embodying the math in shafts, wheels, gears, and linkages. It chained together six integrators—wheel-and-disc mechanisms that computed a running integral by converting one kind of motion into another—allowing it to solve systems of differential equations or equations up to sixth order.

      The moment the motor switched on, the calculation came alive. The central drive shaft—representing the independent variable, usually time—rotated steadily, setting the whole apparatus in motion: shafts turning together, glass integrators spinning, and an automated pen tracing the evolving solution as continuous curves on a moving chart.

      Bush’s Analyzer represented the pinnacle of the long tradition of analog, mechanical, non-programmable calculating machines—a tradition that would soon give way to a digital, electronic, programmable paradigm that would define the modern computer. In the Analyzer’s analog mechanisms, computation occurred through analogy: numbers became distances, rotations, and voltages, and equations were solved by the continuous motion of physical components. This stood in contrast to the digital approach, in which numbers are represented discretely—as symbols and logical operations, rather than as physical magnitudes. 

      The Analyzer was also fundamentally mechanical in its method, relying on shafts, gears, and steel integrator discs whose movements embodied the mathematics; the new machines would instead be electronic, performing their operations through the controlled flow of current rather than through moving parts—first via electro-mechanical relays, then through all-electric vacuum tubes, and ultimately through semiconductor-based transistors. 

      Finally, the Analyzer was non-programmable in the strictest sense: each problem had to be built directly into the machine’s physical configuration—its wiring, gearing, and layout. Solving a new equation meant rebuilding the apparatus. By contrast, the defining feature of the modern computer would be programmability: the ability to load new instructions into memory, changing the machine’s behavior without altering its physical form. 

      Together, these three contrasts—analog vs. digital, mechanical vs. electronic, non-programmable vs. programmable—mark the conceptual boundary between the world Bush perfected and the one Shannon would soon help inaugurate.

      Shannon’s special assignment lay inside a box bolted onto the side of the great machine, housing the Analyzer’s most advanced and finicky component—the recently added electrical control unit, a complex web of around a hundred chattering, clicking electromagnetic relays. The original Analyzer was purely mechanical—every time you wanted to change a coefficient, insert or remove an equation term, or change the sign of a variable, you did so physically, with hands and tools. A small crew of grad students would turn screws, move shafts, flip clutches, and swap gears for every new problem. The relays had been recently added to provide electromechanical switching, forming an electrical control layer, with multiple relays placed in a complex logical sequence to reconfigure the Analyzer on the fly: select this gear train, flip that sign, route this shaft, engage that integrator. The relays here were not performing computation—it was all configuration and control. But as Shannon studied this complicated system carefully, wiring up the relay circuits day after day, while simultaneously taking a graduate course in the algebra of symbolic logic, suddenly he would have an epiphany.
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        * * *

      

      It is entirely possible to build a digital, programmable computer without electricity. Charles Babbage famously almost did so during the Age of Steam: in 1822, he proposed his first Difference Engine, designed to automatically produce error-free mathematical tables, was unquestionably digital in the modern technical sense: it operated on discrete symbols—decimal digits on wheels, each digit wheel having ten crisp states, not continuous positions—with carries and operations happening through discrete mechanical logic. Only a fragment of the machine was actually built, an ornate Victorian cathedral of gears organized into vertical columns, each with multiple stacked toothed wheels representing digits, all made of bronze, polished brass, steel, and gunmetal in a cast-iron framing. It was powered by a large crank, with one full rotation advancing the calculation by one step, digits advancing like clockwork in a mechanical ripple traveling upward through the columns, with a cascade of tiny metallic ticks as carries propagated. 

      The Difference Engine was a non-programmable, special-purpose calculator; Babbage’s successor design, for an Analytical Engine, was fully programmable through punched cards (an idea borrowed from the automatic card-controlled Jacquard Loom), and strikingly similar to modern computers. It possessed a Store and a Mill— the first conceptions of a memory and a processor—as well as the concepts of an instruction set, conditionals, loops, and branching; and it was intended from the start to support full general-purpose symbolic manipulation, not just arithmetic. Babbage produced thousands of pages of engineering drawings and complete logic diagrams for this brilliantly conceived masterpiece, fully a hundred years ahead of its time. 

      The Analytical Engine would never be built, and even the Difference Engine remained incomplete during Babbage’s lifetime. Babbage’s combative temperament had alienated the only precision machinist in Britain capable of making the parts to the necessary tolerances, and his political funding had been cut off after his lavish lifestyle triggered a suspicious audit of his lab, which expressed skepticism about whether any tangible progress had been made. On his deathbed in 1871, Babbage’s final request to his son was to continue the work on the Analytical Engine. The son managed to catalog, preserve, and publish Babbage’s plans, engaging help from engineering societies—but building the Analytical Engine was likely a feat that Victorian industry, for all its steam-driven power, was not yet capable of supporting.
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        * * *

      

      We’ve already explored how technological revolutions accumulate like geological strata, each layer creating new landscapes of possibility. We’ve also seen how the components invented to solve one era’s engineering problems enter the ever-growing stock of reusable technological building blocks. Among the key components forged during the age of Electricity—and now ripe for repurposing—was the relay.

      A 19th-century telegraph relay, the type used by Samuel Morse, consisted of a coil of fine wire wrapped around an iron core (forming an electromagnet) and a hinged iron armature held back by a spring. When a telegraph current passed through the coil, the electromagnet pulled the armature toward it. The armature had a contact that would thus press closed, much like a door latch, connecting a fresh battery to a local sounder or onward line. When the current ceased, the spring retracted the armature, opening the circuit. This gave the relay a binary behavior— armature up or down, contact open or closed—that made it a natural fit for the dot/dash pulses of Morse code.

      The telephone transmitted analog signals instead of binary pulses along its wires, but it also came to make extensive use of relays for switching. The first telephone exchanges were manual—when you picked up your telephone in 1880, it would light a small lamp or drop a flag on an operator’s switchboard. The operator would plug in a cord to your jack, ask whom you wanted to reach, and then connect that cord to the callee’s jack, completing the circuit for your conversation. The only relays involved at first were for signaling, to sense your phone going off-hook. Later, the Strowger switch automated this process, directly translating your dialed pulses into mechanical motion. When you dialed the first digit—say 8—the exchange received a train of eight pulses from your rotary dial. Each pulse energized a vertical stepping magnet inside the selector, ratcheting its shaft upward one position. Once the wiper reached the eighth level, a rotary magnet operated to sweep it around horizontally, hunting for an idle circuit on that level. Subsequent digits engaged further selectors in the chain—first selector, second selector, final selector—each one responding to its own set of pulses by stepping to a new position. The later, more efficient crossbar-style exchange switches made even more extensive use of relays: every grid, every control circuit, every supervisory and timing function required dozens of specialized relay types.

      By the early twentieth century, these switching systems created an enormous industrial demand for relays. Telephone companies required staggering numbers of them—first for line switching, then for signaling, supervision, timing, trunk routing, and countless control functions. As the Bell System expanded, millions of relays were manufactured each year, driving a vast refinement of their design: contacts that resisted pitting, armatures that snapped crisply into place, and coils engineered for long life and low power. Standardized types emerged, tested to operate reliably hundreds of thousands, even millions, of times. Mass production pushed costs steadily downward while pushing durability upward. By the 1930s, the electromagnetic relay was a mature, abundant, thoroughly understood building block—cheap enough and reliable enough to be repurposed for control systems of every sort, from factory automation panels to the relay-based control unit of Vannevar Bush’s Differential Analyzer.

      At the time Shannon was working on the relay-based control unit, he was taking a graduate course in symbolic logic, which relied on ideas first set down by George Boole, who reduced logic to an algebra built from true-and-false values and a handful of basic operations. This “Boolean logic” made reasoning itself look like a kind of calculation—and Shannon could see the same structure echoed in the relay circuits he tended every afternoon.

      Shannon’s epiphany was that the algebra of logic and the behavior of electrical switching circuits were mathematically identical. He showed that any network of relays could be represented as a Boolean expression composed of true–false variables and the operations AND, OR, and NOT; and conversely, that any Boolean expression could be realized as an interconnection of relay contacts arranged in series or parallel. This made it possible to design complex electrical control circuits systematically rather than by trial and error. It gave engineers a way to simplify circuits, prove equivalence, and combine subcircuits into larger systems. 

      What Shannon did not explicitly state, but what later generations recognized, was that Boolean logic is not merely a tool for designing circuits: it is the underlying structure of all digital computation. Any arithmetic operation or algorithmic procedure can ultimately be decomposed into a sequence of elementary logical tests—branching, comparison, carry or no-carry, equality or inequality—each expressible as a Boolean operation. Because relay circuits could implement arbitrary Boolean functions, they could, in principle, implement any rule-based process whatsoever. 

      At around the same time Shannon was doing this work, Alan Turing was clarifying the mathematical side of the same idea. In 1936 he defined an abstract model of computation—now called a Turing machine—to analyze what kinds of problems can be solved by any step-by-step, rule-based procedure. Turing showed that all such procedures fall within a single, unified class of “computable” functions, and that a single universal machine, given the right encoded instructions, can emulate any of them. This gave a rigorous mathematical definition of what “general-purpose” capability means: any machine able to carry out arbitrary sequences of simple logical operations is, in principle, capable of performing any computation at all.

      Shannon’s analysis supplied the physical counterpart to Turing’s abstraction. Although Shannon worked only with electromechanical relays, the essential requirement was simply a controllable two-state switching element. Relays, vacuum tubes, and later transistors all satisfied this requirement. In retrospect, Shannon had shown how to implement the full algebra of logic in hardware, while Turing had shown that this algebra is sufficient to express the entire space of computable procedures. The universality flowed from the logic the switches enacted, not from the mechanical form the switches happened to take.
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        * * *

      

      In the history of technology there are many instances of particular ideas being “in the air” during a time period, moments of parallel invention during which many different inventors and engineers all converge on a similar solution to some shared problem. At around the same time as Shannon was writing up his theoretical ideas about relays, many different engineers building practical systems all began using the cheap, readily-available relay as a core component. While Shannon formalized the logic of switching at the mathematical level, these builders explored the same ideas empirically through the relay itself—discovering, by experiment, what Shannon had demonstrated in principle. 

      The key underlying driver of this remarkable convergence was shared demand-side pressure: what computer historian Herman Goldstine called the “explosion of calculation” or “calculation crisis” of the early 20th century. The accelerating complexity of twentieth-century science and engineering had created a numerical workload that could no longer be met by human calculation. As the sciences advanced together—each field generating more data, more equations, more dependence on the others—the cumulative burden of calculation exceeded anything humans armed with slide rules, desk calculators, and pencil-and-paper methods could manage. The computational bottleneck of large-scale scientific and engineering work was already severe in the lead-up to World War II—and soon, wartime demands would turn that bottleneck into a full-blown crisis.

      Independently, George Stibitz, an engineer at Bell Labs, arrived at a complementary insight: binary arithmetic was a natural fit for the on-off behavior of relays. He borrowed a few U-type relays from a junk pile at Bell Labs and “with a scrap of board, some snips of metal from a tobacco can, two relays, two flashlight bulbs, and a couple of dry cells, I assembled an adder on the kitchen table at our home,” he recalled. He later assembled around 450 telephone relays and ten crossbar switches into a machine he called the Complex Number Calculator, intended to demonstrate that relays could implement complex arithmetic and branchable logic.

      At Harvard, Howard Aiken, faced with the Navy’s enormous tabulation needs, built a giant electromechanical computer built from relay-driven control logic: the Harvard Mark I. Fifty feet long and filled with rotating shafts, counters, and roughly 3,000 relays governing its sequencing and timing, Aiken separated program, control, and data paths in a way that foreshadowed later computer designs.

      Across the Atlantic, Konrad Zuse, a completely unknown, 26-year-old genius working as a civil engineer in Berlin, was struggling with the repetitive numerical drudgery of structural analysis. In his parent’s apartment, Zuse built an entirely mechanical, Babbage-style computer made of sliding metal plates, springs, and interlocking pins, turned by a crank, that he called the Z1. The Z1 never worked reliably, but its failure pushed Zuse toward a decisive insight: that mechanical switching was fundamentally too fragile. If he wanted crisp logical control and dependable branching, he needed a more robust switching element. Relays, cheap and abundant in the German telephone system, provided exactly that. With his successor Z2, he rebuilt only the arithmetic unit in relays, at first scrounged from the OKW (German Armed Forces High Command) discard bin; with the Z3 he rebuilt the entire machine. The Z3 was constructed from roughly 2,600 homemade sheet-metal relays, and is remarkably modern—implementing binary floating-point arithmetic, comparison logic, and a genuine program-controlled sequence of operations. It was the world’s first operational programmable, fully automatic, relay-based digital computer, a machine that used relays not as incidental components but as the logical fabric of its architecture. 

      Zuse, a solitary dreamer indifferent to politics—never a member of the Nazi Party and operating without exposure to the emerging Anglo-American computing tradition—worked completely outside any institutional or industrial ecosystem. His relay-based Z3 had no ancestor in the American lineage and no connection to Babbage, Stibitz, or Aiken; he re-discovered digital logic from first principles and applied it with remarkable architectural clarity. This remarkable machine was the most advanced computer in the world at the time of its construction—years ahead of anything in Britain or America. The fate of the Z3, along with its predecessors, was to be destroyed before Zuse’s eyes by allied bombing. Zuse evacuated Berlin mere days before its encirclement by Soviet forces, hauling what he could of his partly completed Z4 in a truck, bartering for petrol through burning cities and a collapsing Reich. Though he later rewired the Z4 from a bombed-out shed and founded one of the first computer companies, Zuse KG, his small firm was soon overtaken by capital-rich IBM and Siemens. Had Zuse been able to apply his brilliance in a different place or better-supported institutional context, his name would likely be better known today, and much of computing history may have played out differently. Zuse’s incredible story serves as a reminder of the deep contingency and path-dependence of technological history. Though technological progress can tilt toward certain destinations when the right components and ideas are present, the route history actually follows—when, where, and in what form—remains exquisitely sensitive to human agency, individual genius, and circumstance.
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      As the new digital computing paradigm crystallized and engineers built larger relay machines, the hybrid electro-mechanical nature of the relay began to be recognized as a bottleneck. Every time a relay closed, a strip of metal had to swing through space; every time it opened, a spring had to pull it back. The fastest a relay could switch was on the order of 5 to 10 milliseconds. Engineers began looking for ways to build all-electric machines, where only electrons would need to move, rather than whole strips of metal—this would enable switching speeds orders of magnitude faster. Once again, engineers found and repurposed a pre-existing component: the vacuum tube. 

      Vacuum tubes are based on a phenomenon that became known as the Edison effect because it was first noticed in Edison’s Menlo Park lab during life-testing of incandescent bulbs. Sometimes, meters connected to experimental lamps showed a small, mysterious current flowing through the evacuated space, from the hot filament to a separate metal plate inserted into the bulb—even though no physical contact existed. This was discovered by Edison’s meticulous lab assistant William J. Hammer, who documented it and brought it to Edison. Edison filed a U.S. patent application describing the effect and a potential use for it in monitoring lamp condition—in Edison’s name alone, of course—then lost all interest and moved on. 

      A modern explanation of the phenomenon, also known as thermionic emission, would be that electrons in a hot metal gain enough thermal energy to overcome the binding energy that normally keeps them trapped in the metal’s lattice, allowing them to escape from the surface into the surrounding space. In a high vacuum, with almost no gas molecules to collide with, these liberated electrons form a diffuse cloud near the hot filament, and if a second metal plate is placed in the bulb and held at a higher electrical potential, it will attract some of these free electrons across the vacuum, producing a measurable current. 

      The effect is intrinsically one-way. Electrons can leave the hot filament easily because heat supplies the energy needed for emission; the cold plate, by contrast, emits almost no electrons at all. Even if the voltage is reversed, it will not “send” electrons backward toward the filament, because without heating, its electrons cannot boil off into the vacuum. Thus current flows readily from the hot side to the cool side, but not in reverse—a natural rectifier (a device that allows current to flow in only one direction) created by this asymmetry. 

      This one-way behavior soon proved useful in electrical systems that needed to convert alternating current into direct current: the hot-to-cold electron flow naturally blocks half of each AC cycle, producing a steadier, one-directional output. But the real breakthrough came when inventors realized that the two-element setup could be extended. In 1906, the American inventor Lee de Forest added a third element inside the bulb: a delicate wire mesh placed between the hot filament and the cold plate. This mesh—called a control grid—could subtly regulate the electron stream. A tiny negative voltage on the grid would repel electrons and almost shut off the flow, while a small positive voltage would attract them and increase it. Because a very small change on the grid produced a much larger change in the main current between filament and plate, the device could amplify signals. This made the new three-element tube enormously valuable as an amplifier in the 1920s and 1930s in early radios, microphones, loudspeakers, and long-distance telephone networks, where faint electrical signals needed to be boosted without distortion.

      There is a natural link between an amplifier and a switch. An amplifier takes a small electrical input and produces a larger output, but it can also be driven to one extreme or the other—either fully “on,” with maximum current, or fully “off,” with none. When operated that way, the amplifier stops behaving as a linear booster of signals and instead functions as a controllable gate whose output is determined entirely by its input. That is precisely the behavior required for digital switching.

      By the 1930s and 1940s, the radio industry had unwittingly created the component pipeline that made fully electronic computing possible. The radio boom of the 1920s had already driven an enormous mass-production industry for vacuum tubes, making them cheap, reliable, and readily available in large numbers. Researchers could now repurpose these standard radio tubes as extraordinarily fast electronic switches, replacing slower electromechanical relays and ushering in a new era of “all-electric” computers. 

      Relays were in retrospect merely a passing bridge from the mechanical era to the electric one. The quantum leap in switching speed that the all-electric design enables was soon seen as a definitional part of the new emerging paradigm of digital, electronic, general-purpose computing. 

      One of the first such examples was built by a professor and his grad student (the Atanasoff-Berry machine) at Iowa State, built from about 300 vacuum tubes to solve large systems of simultaneous linear equations. The British machine Colossus had been used to crack the “Lorenz” (Nazi high command) cipher using 2400 vacuum tubes. 

      The ENIAC, designed by engineers J. Presper Eckert and John Mauchly at the University of Pennsylvania, built to calculate artillery firing tables for the U.S. Army’s Ballistic Research Laboratory in 1945, represented a significant jump in scale and ambition, and a decisive break from what was possible in the electromechanical era. It was constructed from a staggering 17,468 vacuum tubes, the 30-ton machine pumping out so much heat that the room felt like a boiler. It was blazingly fast, computing in seconds what used to take 30-40 hours by hand. But the first version of the ENIAC was not fully “general purpose,” since you could only “program” it by physically rewiring plugboards and switch panels. Eckert and Mauchly, the ENIAC’s creators, immediately began sketching out a successor design they called EDVAC, intended to solve these limitations.

      To change what the ENIAC did, engineers had to manually rewire its plugboards and switch panels, which could take days for a new problem. Although tape or punched card input was more flexible and already common for tabulators, the electronic ENIAC was so blazingly fast, driving its instructions from a mechanical tape reader would have been the bottleneck. Also, punching new control tapes was still something that took hours to days; the creators wanted to be able to use the EDVAC for a much wider range of shorter-lived tasks than the ENIAC, with the flexibility to run programs for only a few minutes before switching tasks. 

      As the team was pondering its design options, the legendary mathematician and scientific polymath John Von Neumann heard about the problem and got involved after sitting next to the U.S. Army Ordnance liaison to the ENIAC project on a train between Aberdeen and Washington. Von Neumann was deeply interested in electronic computation from his work on the Manhattan Project in Los Alamos, which had required huge volumes of numerical computation for hydrodynamic shock wave and implosion calculations. He was also part of the small mathematical-logic community that understood Alan Turing’s theoretical model of a universal machine. When he examined ENIAC, he grasped immediately that its bottleneck was not its hardware speed but its architecture: the machine’s program existed outside the machine, fixed in plugboards and cables, rather than inside the fast electronic domain where computation actually happened.

      The ENIAC already used high-speed electronic memory to store the data its instructions operated on; von Neumann’s breakthrough was to suggest that the program itself should live in that same electronic memory rather than on external tape or physical wiring—a principle now called the stored-program concept. This change would allow the machine to switch between tasks in seconds rather than days. Von Neumann went on to sketch a simple but extraordinarily powerful organizational structure for such a machine, now known as the von Neumann architecture, built around three elements: (1) a central processing unit (CPU) that performs arithmetic and fetches instructions; (2) a memory that stores both instructions and data; and (3) input/output devices for communicating with the outside world. This architecture—data and instructions stored together in memory, separate from a CPU that continually draws on them—has remained the fundamental blueprint for computers ever since. The original ENIAC was later upgraded to conform to this design, which is why it is often identified, in retrospect, as the first recognizably modern computer.

      After the University of Pennsylvania changed their intellectual-property policy to take ownership of any inventions developed by faculty or staff, Eckert and Mauchly decided to leave and start a company to design and build general-purpose electronic computers. Their first customer was the U.S. Census Bureau, which agreed to fund the design of a machine tailored for large-scale demographic and economic data processing. This would be the first general-purpose electronic computer in the United States to be sold commercially as a product to multiple customers, rather than developed as a one-off government or academic project. This computer became known as the UNIVAC.
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        * * *

      

      On the evening of November 4th, 1952, as the first returns from the U.S. presidential election began to trickle in, the UNIVAC was featured on a special CBS presidential election night segment with Walter Cronkite, who introduced it as “that miracle of the modern age, the electronic brain UNIVAC.” It was supposed to predict the winner of what the pollsters thought was a close 50-50 contest between Dwight Eisenhower and Adlai Stephenson. The UNIVAC correctly predicted the surprise Eisenhower landslide very early—though engineers were so worried it was a mistake, they held off on announcing until very late in the evening. For many millions of Americans, this was their first time seeing and hearing about an electronic computer, and the stunt had been a public relations coup, making the UNIVAC a household name.

      Thomas Watson Jr., the eldest son of IBM founder Thomas Watson Sr., had been watching the broadcast that evening in growing alarm. The UNIVAC team appeared to be making all the right moves. IBM’s Washington office chief had called Watson Jr. in a panic to describe how the U.S. Census Bureau had unceremoniously shoved their IBM tabulators off to the side in order to make room for a UNIVAC. Watson Jr. was becoming increasingly convinced that this new breed of electronic machine would be the future, with the potential to eclipse IBM’s punched-card machine empire. But convincing his father was another matter.

      Watson Sr. had built IBM’s empire from practically nothing. Not a technologist, rather a savvy salesman and operator, Watson Sr. had taken over a failing holding company named CTR that had purchased a number of patents, including the punched-card tabulator patents of Herman Hollerith. Watson Sr. refocused this company entirely on punched-card tabulation, reorganizing its sales force, service model, and branding around the tabulator, introducing a successful business model of leasing machines and selling billions of proprietary punch cards. He renamed CTR to International Business Machines in 1924 and by the early 1950s IBM dominated the world of data processing, with IBM machines handling nearly every major corporation’s payroll, inventory, and accounts.

      Hollerith’s original patented idea had been to use punched cards to encode census data—each row representing a person, each column some variable. Cards were tabulated by pressing them against a bed of spring-loaded pins; the pins pass through the holes and close circuits, which engage electromagnets and mechanical counters to increment running totals. These tabulators were not electronic general-purpose computers. They were non-programmable fixed appliances that used plugboard wiring for configuration; they had fixed circuits for adding, subtracting, and sorting, but couldn’t branch, make comparisons, and perform arbitrary logic; and they relied heavily on mechanical movement and counters.

      Watson Sr. was deeply skeptical of electronic computers. He had twice chosen to pass on the opportunity to acquire Eckert and Mauchly’s company for cheap, when they had been desperate for cash prior to completing the UNIVAC. After the UNIVAC launched, IBM’s insurance industry specialist proposed a computer to compete with the UNIVAC, laying out a vision for a machine that would combine punched cards with UNIVAC-style magnetic tape storage. There were gasps in IBM’s walnut-paneled boardroom at the projected development cost—$750,000, compared to the typical $20,000 tabulators that IBM rented out for $800 a month. By that yardstick the rent on the computer would be $30,000 a month. Watson Sr. did not believe this could ever be a large market and he instinctively distrusted magnetic tape. Punched cards were tangible and permanent; you could see the information with your eyes and check it by hand if necessary. With this newfangled tape and its invisible records, he exclaimed, “Why, you might be going ahead and thinking you are storing information on that magnetic tape and when you try to get it, you might find you have nothing there!” Watson Sr. killed the project and instructed the marketing men to call on Prudential and persuade them that UNIVAC was unsound.

      It had not been easy for Watson Jr. to grow up and prove himself as an executive in the company of his autocratic and demanding father, whose framed portrait hung in every office. But Watson Jr. grew more vocal as the pressure rose. Major clients began issuing ultimatums—storage costs and physical card overflow made tape-based systems not just desirable, but necessary. Time Inc. was threatening to defect to UNIVAC; Metropolitan Life, which had three floors of their building stuffed with cards, told them flat-out, “You’re going to lose our business.” Finally, with this mounting external customer pressure, Watson Jr. and the small group of internal champions convinced the old guard to hedge their bets with two parallel efforts, the IBM 701 (their first electronic computer, marketed as a military and scientific machine), and the IBM 702 (a true business computer to compete directly with UNIVAC). IBM delivered 19 units of the 701, leasing them for about $180,000 per year each. Even though total revenue was only in the low tens of millions, the concentration of demand—in defense laboratories, aircraft firms, and major research centers—convinced IBM’s leadership that electronic computing was becoming a real commercial category.

      In 1954, the IBM 650, designed for affordability and reliability, became the first electronic computer to be produced in substantial numbers—more than 2,000 installations, far more than any machine before it. It was the first computer for hundreds of colleges and universities, like MIT, University of Michigan, and Columbia. GM bought one to automate parts inventory and logistics; the IRS for tax return processing; Shell Oil for geological data processing; New York Central Railroad for managing scheduling, ticketing, and freight billing. 

      Although the “all-electric” nature of vacuum tubes had brought computing to new levels of performance, vacuum tubes had serious deficiencies. The tubes were physically large, required significant electrical power, and generated sweltering heat. Components failed frequently due to overheating, and they required extensive cooling systems.

      Bell Labs, the legendary research arm of AT&T, set out on a quest to find a “solid-state” successor to the vacuum tube—an electrical switch with no need for moving parts or red-hot filaments. Unlike many of the cases we have studied of technology developing through practical tinkering, this would be a case where scientific theory strongly led the way, as the search was motivated by and drew directly from the revolutionary science of quantum mechanics developed in the 1920s and 1930s, which explained how electrons behave inside matter. This quest would eventually yield the transistor.
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      By mid-century AT&T was the dominant force in American telephony, controlling the country’s long-distance network and most local exchanges. That monopoly position—regulated but secure—gave the company both the resources and the incentive to fund long-term research. It was under this umbrella that AT&T built Bell Labs, an R&D organization designed to explore deep scientific problems far beyond the horizon of immediate commercial payoff.

      The period from the late 1930s through the mid 1970s represented a “golden age” of innovation at Bell Labs, resulting in not only the transistor and microelectronics, but also advances in materials science, satellite communications, digital signal processing, the creation of the UNIX operating system and C programming language, the development of Claude Shannon’s mathematical theory of information and digital communications, contributions to the discovery of the cosmic microwave background radiation, and the development of the laser and fiber optics (which we will revisit in the next chapter on the Internet). 

      This unique and remarkable legacy was the result of a confluence of factors. Probably the most critical was the ample and consistent funding that Bell Labs enjoyed from AT&T’s monopoly position (the shattering of this in AT&T’s 1984 breakup and subsequent exposure to shorter-term, quarter-over-quarter commercial pressures is what ultimately ended this era). Bell Labs also benefited greatly from the visionary leadership of Mervin Kelly, who fostered a strong commitment to both intellectual freedom as well as belief in the power of bringing together an interdisciplinary mix of backgrounds—physicists, chemists, metallurgists, mathematicians, and engineers—in close proximity, with Mervin even insisting on designing exceptionally long corridors for their Murray Hill campus to foster chance encounters between scientists in different fields. 

      It was in this spirit that Kelly in 1945 created a multidisciplinary “solid-state” research group to find a replacement for the vacuum tube based on semiconductors. AT&T’s network used vacuum tubes extensively: as long-distance amplifiers, within carrier multiplexing systems and in switching & signaling equipment. AT&T encountered all the same problems of heat, power consumption, physical size, and durability that plagued early computer makers. Kelly believed the key would be in finding a “solid state” replacement: a device where all the active components are made from solid materials, and current can move entirely within that solid. Such a device would have no electrons flying through empty space, no filaments to burn out, no seals to leak, no moving parts to break; it would enable higher reliability, lower power, and potentially much smaller size than any vacuum tube could ever offer.

      Within the broader category of solid state materials, the researchers believed the most promising path lay in semiconductors—solids whose electrical properties could be precisely controlled. The development of quantum mechanics in the 1920s-30s  had given scientists the band theory of solids, which explained why electrons could move freely in some materials, but were blocked in others. This theory introduced the concept of the valence band (where electrons normally live) and the conduction band (where they can move freely to carry current). In conductors, there is no real gap between the two bands, so electrons flow easily under even a small applied voltage. In insulators, the gap is so large that ordinary voltages can’t give electrons enough energy to make the jump, so current doesn’t flow. Semiconductors occupy the narrow middle ground, with a small band gap that can be overcome by supplying energy from heat, light, or an electric field. Even more importantly, their conductivity can be tuned—and even switched on or off—by adding tiny amounts of specific impurities to the crystal lattice, a process known as “doping”.

      William Shockley, the brilliant but notoriously difficult theoretical physicist who Kelly chose to lead the research group, brought both exceptional insight and an abrasive intensity to the project. A prodigy trained at MIT and Caltech, Shockley possessed a rare ability to translate abstract quantum theory into practical device design. But his competitiveness and relentless drive—traits that often inspired colleagues and alienated them in equal measure—would soon shape the group’s dynamics as much as the science itself.

      Shockley’s group began by pursuing what he called a “field-effect” approach—the idea that seemed the most straightforward way to build a solid-state analogue of a vacuum tube. In a tube, a small applied electric field at the control grid governs a much larger electron current through vacuum. Shockley hoped to achieve a solid-state analogue of the same effect by using an external electric field to modulate the semiconductor’s conductivity, changing how easily current could flow through it. For a year and a half, the group tried to make this concept work, experimenting with every imaginable geometry, material, and surface treatment, but the applied field stubbornly refused to penetrate the semiconductor deeply enough to change its conductivity. With the effort seemingly stalled, Shockley took a two-month leave to burnish his academic credentials by teaching a graduate course at the University of Chicago.

      While Shockley was on leave, the theoretician John Bardeen and the experimentalist Walter Brattain continued working on their own. Bardeen had a breakthrough theoretical insight, suspecting that something must be blocking the applied field at the surface before it could penetrate the crystal. Bardeen proposed that a large number of charge carriers might be getting trapped by defects and impurities at the surface, creating a shield. Through meticulous cleaning, treatment, and experiments Brattain confirmed behavior consistent with Bardeen’s theory. 

      Looking for a way around the surface barrier, Brattain began exploring how to inject charge carriers directly into the material. He eventually discovered a clever arrangement using two gold contacts placed only tens of microns apart, made by slicing a strip of gold foil with a razor blade. One contact would inject a cloud of charge carriers that spread laterally just beneath the surface—confined to an extraordinarily shallow layer—while the second contact, positioned close enough to intercept this diffusing sheet of carriers, could control the resulting current. This ‘point-contact’ transistor worked and represented a historic breakthrough, even though it was delicate and temperamental—its behavior could shift if a contact moved by the width of a human hair—and would prove difficult to manufacture reliably.

      Shockley was mortified that the point-contact breakthrough had occurred without him. Fueled by jealousy and wounded pride, he shut himself in a hotel room for nearly four weeks and worked feverishly on a competing design—one that pushed the crucial action away from the fickle semiconductor surface and into the stable interior of the crystal. If he could make the transistor operate through the bulk of the material rather than in a fragile sheet just under the surface, the device would be far more robust and manufacturable. The design he eventually produced would become known as the “junction” transistor.

      A junction transistor is built from a three-layer sandwich of semiconductor material where the two outer layers (the “emitter” and the “collector”) are doped to have an excess of electrons or “holes,” and the very thin middle layer (the “base”) is doped the opposite way. At the interfaces between these layers—called “junctions”—electrical barriers naturally form. The key is that the base is made extremely thin. A tiny current injected into the base lowers the barrier at the emitter–base junction just enough for electrons to enter the base region, and once there, almost all of them are swept across the second junction into the collector by a strong electric field. Because the base region is in the interior of the crystal and only lightly perturbed, the current path is stable, reproducible, and insensitive to microscopic shifts in surface conditions. In effect, a small input at the base controls a much larger current between emitter and collector—the same amplification principle as in a vacuum tube, but now in a solid-state device that could be manufactured reliably by the millions.

      Shockley kept his junction transistor design a secret and filed a solo patent application without informing the rest of his team, revealing it only when Bardeen and Brattain started going down an experimental path that came uncomfortably close to his idea. Bell Labs framed the transistor as a collaborative triumph and presented Shockley, Bardeen, and Brattain as equal co-inventors, though it rankled Bardeen and Brattain when some press photos were staged with Shockley sitting front and center in front of their point-contact apparatus—which he had nothing whatsoever to do with. Shockley, for his part, felt he didn’t get enough credit as the group’s leader and creator of the more commercially viable invention. He tightened control over the solid-state group, shutting Bardeen and Brattain out of important meetings and insisting that all updates to upper management flowed through him. Shockley would nurse a lasting grievance over what he saw as his underappreciation within Bell.  Ultimately all three men jointly received the Nobel Prize in Physics for the discovery of the transistor “effect”. Brattain ended up moving to a different group at Bell Labs to avoid having to work with Shockley, and Bardeen left Bell Labs entirely, accepting a professorship at the University of Illinois, partly because he found Shockley’s domineering style “unbearable” and partly because he wanted to focus more on pure theory. Bardeen went on to become the only man in history to be awarded two Nobel Prizes in Physics—the second for his later theory of superconductivity.

      Because of AT&T’s heavily regulated monopoly status, Bell Labs was unusually open in sharing its innovations. In 1951 it launched a low-cost licensing program for the transistor patents, which more than 40 companies joined, including RCA, GE, Westinghouse, IBM, Philco, Motorola, and Texas Instruments. After AT&T’s landmark 1956 antitrust consent decree, these and other Bell patents became available entirely royalty-free. The effect was catalytic. 

      With dozens of companies suddenly free to experiment with the same breakthrough, a fledgling semiconductor industry began to take shape.  The early 1950s was an era of low-volume, experimental commercialization of the transistor. Consumer demand did not drive transistor production; the market was “supply-pushed”, with companies like Texas Instruments and Raytheon introducing consumer products to try to find a market for their transistor output. Hearing aids were one early such product, made by companies like Sonotone using Raytheon’s transistors. 

      Texas Instruments landed a hit with its first all-transistor portable radio, the TR-1, in 1954.  It measured 5 x 3 x 1.25 inches—small enough for a pocket—used four geranium transistors and was priced at $49.95 (around $500 today). This sold 100,000 units in a year, making it one of the most popular new consumer electronic product launches in history, and was quickly improved upon by companies like Sony, whose pocket radios became international bestsellers. This made “transistor” a household term and had a significant cultural impact, contributing to the rise of rock & roll in the 1950s and 1960s, since now young people could take their music anywhere, rather than being anchored to the bulky vacuum tube radios in their family living room.
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      Shockley grew increasingly frustrated at Bell Labs. He chafed under its cautious internal culture, and was increasingly resentful that management, especially Mervin Kelly, was refusing to give him the star recognition and free rein he demanded. Shockley reached out to his old Caltech professor Arnold Beckman, a chemist and inventor who had become wealthy founding the successful Beckman Instruments, which made pH meters, spectrophotometers, and other tools for modern chemistry and biology. Shockley proposed founding a new semiconductor lab in Mountain View, with funding from Beckman, that would come to be known as Shockley Semiconductor. 

      Beckman agreed to fund the venture with the corporate funds of Beckman Instruments, but as Beckman Instruments was privately held and Arnold Beckman the controlling owner, it was a personal decision, one man’s discretionary act. Institutional venture capital did not exist yet; this was essentially still the old-style patronage model, reminiscent of the J.P. Morgan era—a single deep-pocketed backer, treating the investment as a blend of philanthropy, personal loyalty, and long-shot speculation.

      Shockley’s choice of Mountain View, California was partly to be near his aging mother; however it was also influenced by dean of engineering at Stanford Frederick Terman’s recent creation of Stanford Research Park in Palo Alto, which leased university land to private firms doing advanced research. This was Terman’s attempt to seed a local technology industry in the 1950s, and one of the first university-linked R&D parks in the country. Though Shockley did not locate directly into the Park, his choice put him in the same emerging ecosystem. It was the combination of these two key factors coming together, Stanford University and Shockley Semi, that are the origin of Silicon Valley’s geographic location.

      Shockley managed to recruit a “dream team” of the top research talent from Bell Labs and academia, framing his new lab as a West-Coast-based, mini Bell Labs, free of AT&T bureaucracy. Shockley hoped to leapfrog existing transistor technology with novel silicon device concepts, such as a new design of his own for a four-layer diode. His “dream team” would quickly discover, however, that working under Shockley was a nightmare.

      Shockley was an extreme micromanager, insisting on personally vetting small details. He would publicly second-guess and belittle ideas in front of peers. He moved people between projects erratically and without explanation.  He kept the company’s overall plans a secret even from senior staff, with collaboration discouraged unless it was explicitly authorized. The environment was one of mistrust and intimidation. He became increasingly paranoid about employees stealing ideas or sabotaging work, even forcing some employees to submit to a polygraph examination after a batch of unimportant lab notebooks went missing. 

      By 1957, eight of Shockley’s top engineers—who became known as the “traitorous eight”—decided they’d had enough. The group first approached Arnold Beckman, since Beckman Instruments owned Shockley Semiconductor, and gave him an ultimatum to remove Shockley and let them continue the operation without him, or they would walk. Beckman refused; though he was deeply frustrated with Shockley’s erratic management, he felt it would be improper, and risky, to oust the Nobel laureate he had bankrolled in the first place. 

      The eight realized they had no path forward inside Shockley Semiconductor, but out on the West Coast, there was no venture capital ecosystem yet. One of the group wrote to a friend-of-a-friend in New York investment banking circles, looking for someone who might know investors willing to back a semiconductor startup. That letter so happened to land on the desk of a junior partner at the firm named Arthur Rock.
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      Arthur Rock, the son of a cigar-store owner, had climbed from blue-collar roots to Harvard Business School and then to Hayden, Stone & Co., where he became the firm’s go-to expert on the fast-growing electronics sector. Unflappable and discreet, he built his reputation on calm judgment, character assessment, and a disciplined, almost old-world approach to dealmaking.

      Rock took the scientists’ inquiry seriously and flew to California, but Hayden Stone simply couldn’t back a venture like this. Securities firms in the 1950s were structurally—and legally—barred from taking equity stakes in risky private startups. Glass-Steagall kept commercial banking, investment banking, and securities dealing in rigid lanes, and Wall Street’s role was still confined to underwriting and placing securities for mature companies. The modern venture-capital partnership barely existed; there was no institutional mechanism for taking a bold flyer on eight defectors with no corporate track record.

      Where Rock proved indispensable was in acting as a kind of proto-VC matchmaker for this new species of deal. Operating outside the constraints of formal banking, he sought out wealthy individuals and corporate sponsors who could shoulder the risk directly. That search led him to Sherman Fairchild, the well-heeled heir whose family holding company—Fairchild Camera & Instrument—had the freedom to make speculative bets. Unlike Beckman’s personal act of patronage at HP, the Fairchild arrangement was structured as a corporate development contract: a quasi-subsidiary charged with delivering new semiconductor technology to its parent.

      Fairchild Semi was destined to become an immensely influential leader in advanced semiconductor manufacturing. Its engineers and managers would found or lead dozens of new firms, including Intel, AMD, National Semiconductor, LSI Logic, and dozens of others. Shockley Semiconductor, meanwhile, never recovered from the walkout. Shockley’s overly-complex four-layer diode had very limited impact commercially; the company was shuttered and Shockley went back to academia.

      Fairchild Semi started out in a modest Santa Clara lab, focused on making silicon transistors, rather than germanium, which dominated then. By late 1958 they were delivering working silicon mesa transistors to IBM, which was eager for better reliability in mainframes. But a few years after its founding, Fairchild—along with the rest of the young semiconductor industry—was jolted onto an entirely new trajectory by the arrival of a transformative new customer: the U.S. military.

      The Minuteman ICBM program, a new solid-fuel missile that could sit sealed in underground silos and launch in under a minute, required a radically compact and rugged guidance computer. The Air Force’s engineers quickly concluded that only transistors could meet the size, durability, and always-on reliability the missile demanded.

      Autonetics, the guidance-computer contractor, tapped Fairchild, Motorola, TI, and others to supply staggering quantities of devices. Each missile’s computer used twenty to thirty thousand transistors; with hundreds of missiles, the orders climbed into the tens of millions—far beyond anything the industry had ever produced. 

      Just as important were the standards: the Air Force imposed shock, vibration, radiation, and burn-in tests so severe that large shares of production were rejected. Minuteman thus acted as a crash industrialization program for semiconductors, forcing its suppliers to master uniformity, precision, and mass production years before consumer markets would have required it.
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      By the end of the 1950s, transistors were finally reliable, cheap, and plentiful enough to build computers out of them—and the shift was immediate. IBM introduced the fully transistorized 7090 in 1959. It was faster, cooler, and far more reliable than its vacuum-tube based predecessors, and became a mainstay of scientific computing. But the real breakthrough came that same year with the IBM 1401, their first serious move into the mid-market—companies and regional offices that IBM had long assumed were too price-sensitive and too loyal to card-based accounting machines to justify a general-purpose computer.

      IBM had projected that the 1401 might sell a thousand to two thousand units; instead, demand from small and mid-sized businesses was overwhelming—installations climbed past 10,000, by far the most of any computer to that point. The surprise was not only the volume but the uses. IBM had conceived of the 1401 as a peripheral “card-to-tape” converter, a preparatory machine that would pass data to larger systems like the 705 or 7090. But customers quickly discovered that the 1401 could shoulder entire business workloads end-to-end. Time-Life consolidated roughly 40 million subscriber cards onto tape and shifted its monthly billing runs entirely onto a 1401, eliminating vast card rooms and multi-day sorting cycles. Travelers Insurance used multiple 1401s to compress sprawling policy and claims files into timely monthly summaries— the kind of reporting IBM had expected to run only on its larger systems. ADP centralized client payroll inputs to tape and used the 1401 to print checks in hours instead of days, enabling the firm to scale weekly payroll services to thousands of clients. And at Pacific National Bank in Seattle, wiring a 1401 into the proof department boosted check-processing speeds from three to seventy-five checks per minute, a level of near-real-time clerical automation that IBM had never envisioned for a midrange machine.

      The 1401’s runaway success had an unintended consequence: it exposed just how fragmented IBM’s broader portfolio had become. Overnight, IBM was serving three very different markets—scientific users on the 7090 line, large commercial customers on the 705/7080 systems, and now a vast midrange business market centered on the 1401. Each group wanted different data formats, peripherals, and software tools, and IBM responded not by unifying but by multiplying product families. The 1401 anchored midsized-business data processing; the 7010 extended that line upward; the 7070/7080 targeted commercial heavyweights; the 7030 chased scientific prestige; and the 7090/7094 served research and defense. Separate teams built peripherals, compilers, and operating software for each branch. By the early 1960s, IBM had built a forest of machines that looked similar on the outside but had almost nothing in common inside.

      Each machine had its own instruction set, its own compilers and utilities, its own service teams, and even its own customer training materials. Moving from a 1401 to a 1410 or from a 7070 to a 7080 wasn’t an “upgrade” so much as a migration—companies had to rewrite their programs from scratch. Inside IBM, engineers joked that the company had “a computer for every customer and a different incompatibility for every computer.” It was an organizational nightmare: by 1961 IBM was supporting six major architectures and dozens of subvariants, each advancing independently. There were no network effects, no compounding advantages from a shared software base. Every new machine reset the clock. Customers hesitated to invest heavily in applications when an upgrade might strand their entire software portfolio.

      In 1964, IBM attempted something unprecedented: to unify its entire product line under one architectural roof. Led by Thomas Watson Jr.—now CEO and Chairman after his father’s death—IBM undertook a massive, bet-the-company gamble requiring new factories, new programming languages, and new operating systems built almost from scratch. The result was the System/360, a family of machines built around a single, compatible instruction set. Every model could run the same software; peripherals followed common standards; operating systems shared a unified design. For the first time in commercial computing, a computer line behaved like a platform: a stable technical foundation that supported a growing ecosystem of software, peripherals, and services, all bound together by compatibility. Once you wrote software for the platform, it would survive every upgrade.

      System/360 became the cornerstone of IBM’s emerging mainframe empire—large, centralized, high-performance computers designed to serve entire organizations, often powering mission-critical workloads from payroll to reservations to scientific modeling. The S/360 gave customers confidence to invest heavily in software, knowing the investment would carry forward across generations. Every new application enriched the ecosystem; every expansion of the ecosystem strengthened demand. This was the first time computing experienced full-blown network effects: a large installed base attracted more software; more software increased the machines’ value; greater value pulled in more customers. IBM’s strategy—treating compatibility as sacrosanct—allowed it to preserve its installed base indefinitely. It created a snowball of customer lock-in that ensured IBM’s dominance in mainframes for decades.
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      Although transistorized computers were a major upgrade over their vacuum tube based counterparts, swapping individual transistors for individual vacuum tubes didn’t help alleviate the problem of growing wiring complexity. The next transformation would come from an astonishing new idea: wiring many transistors, resistors, and capacitors together all on a single piece of silicon.

      With Fairchild focused on meeting the Air Force’s stringent transistor reliability standards, a critical step towards this came in 1959 with Jean Hoerni’s planar process, a new way of making transistors that kept their surfaces protected during manufacturing. 

      Prior to Hoerni’s breakthrough, the dominant method was the mesa process: in this approach, the silicon wafer was coated with a lacquer that acted as a crude diffusion mask. Tiny openings were scratched or etched into the lacquer, and dopants were driven into the silicon through those holes in a furnace running near 1000°C. The lacquer charred and deformed under the heat, making the process difficult to control. Afterward, a separate acid etch carved deep trenches around each device, leaving a grid of raised “mesas.” Each mesa was a three-layer junction transistor, with an emitter dot inside a base region on top of the collector substrate. But the etch cut through the junctions, exposing their sides to the air; contamination along these sidewalls led to leakage currents, poor yields, and low reliability.

      Silicon naturally grows a thin, uneven skin of silicon dioxide (a hard, glass-like insulating material) when exposed to air. Prior to Hoerni’s work, manufacturers universally considered this film an annoyance: an uneven, patchy crust that would interfere with diffusion and contact-making. Step 1 in the manufacturing processes was to strip away this layer with chemicals, and only a freshly stripped, bare silicon surface was considered “clean” and usable for the processing described above. Hoerni’s idea was to flip the conventional wisdom about this silicon dioxide layer on its head. Instead of treating it as a contamination to be eliminated, he attempted to deliberately grow it thicker and more uniformly across the surface to serve as protection from contamination. 

      With that hard “glass” surface on top of the silicon, Hoerni was able to borrow the well-established technique of photolithography from printing, which uses light-sensitive chemicals and patterned masks to transfer images onto plates. By coating the glass with a photosensitive film, shining light through a patterned mask, and then chemically etching away the spots that had been exposed, Hoerni could etch highly precise little windows in the glass for dopants or metal contacts to be added, while the rest of the surface stayed permanently sealed. Critically, you don’t need to send lacquer, which deforms under heat, into the furnace anymore: the holes in the glass define the regions to be doped instead. Also, the layer of glass serves as an inert “blanket” that suppresses leakage between transistors, so you don’t need to carve the deep isolation trenches anymore either. 

      If you were to look at a wafer of mesa transistors under a microscope, you would see a grid of little rectangular “hills” rising above the wafer, with jagged and irregular sides of exposed silicon capable of collecting dust and moisture. If you were to look at a wafer of planar transistors, you’d see a smooth, mirror-like surface, with sharp, geometric patterns etched into the oxide, extremely clean lines like neat little tiles, with a uniform, glassy film covering everything, only tiny windows opened where electrical contact is needed. The extreme degree of both precision and contamination control in the planar process resulted in a step-function improvement to transistor reliability. 

      The planar process was only used at first to produce individual transistors—packaged in little metal cans about the size of a thumbtack head, with three wires sticking out. These discrete transistors all required soldering and assembly onto circuit boards alongside resistors, capacitors, and other electrical components to form complete circuits. As transistor counts increased, the number of interconnections went up even faster, all requiring soldering and assembling. This exponential growth in wiring complexity was increasingly a bottleneck to progress.

      Robert Noyce (then still at Fairchild, later a co-founder of Intel) realized in 1959 that Hoerni’s planar process could be the way out of the wiring problem, and could be used for much more than just making individual transistors. The beauty of semiconductor materials is that, through treatments like doping and selective processing, silicon can be sculpted into all the basic circuit elements: transistors, resistors, capacitors, diodes, etc—on the same piece of material. Noyce realized that you could not only create all these elements side by side on the wafer, but also connect them into a complete circuit within a single block of silicon, using photolithography to precisely pattern thin metal lines for the connections. 

      So instead of building a bunch of separate, thumbtack-sized devices, each packaged in their own casing, and connecting them with wires on a circuit board, you could build an entire circuit all within a single, sealed piece of silicon. This is the idea of an integrated circuit. Independently of Noyce, Jack Kilby at Texas Instruments had the same basic idea and filed the first patent, but his prototype relied on hand-wired interconnections, which was not practical to manufacture at scale; it was Noyce’s version that was practical and scalable, since the wiring can all be applied on the chip itself by depositing thin layers of aluminum through the same photolithographic process. Kilby ultimately received the Nobel Prize in Physics in 2000 for the invention of the integrated circuit, an honor Noyce almost certainly would have shared had he not died a decade earlier.

      Initially, Integrated Circuits (ICs) were seen as expensive laboratory curiosities, not economical for consumer or even most commercial uses. A manager at Fairchild described ICs as “a solution looking for a problem”: technically impressive technology that lacked obvious paying customers. ICs didn’t map neatly onto existing consumer products or mainstream computers, and for most uses, discrete components or the competing technology of “hybrid circuits” (which mounted several individual components into a single ceramic substrate interconnected with fine wires) delivered better performance at lower cost than early ICs. Hybrids in particular were stiff competition to the early IC, as they delivered a degree of miniaturization at far lower cost; ICs delivered more of a step-change in density, but were perceived as too expensive. 

      Early ICs were only a fit for a customer with a very large budget and absolutely non-negotiable density constraints. As had happened already several times in the past, that customer would arrive in the form of the U.S. government—whose unique demands helped bootstrap manufacturing volumes for the fledgling technology.

      At 12:44 p.m. Houston time on July 20, 1969, Neil Armstrong and Buzz Aldrin separated the Lunar Module Eagle from Columbia and began the computer-guided descent to the Moon. The Apollo Guidance Computer—one of the first machines built almost entirely from integrated circuits—handled the burns, throttling, and steering that brought Eagle to the surface. Its roughly 5,600 ICs made digital guidance small and light enough for spaceflight.

      America’s mastery of semiconductors, driven by firms like Fairchild, TI, Motorola, and IBM, quietly enabled Apollo. The Soviet Union, strong in heavy engineering but weak in competitive chipmaking, could not match it. NASA’s large IC orders were soon dwarfed by an even bigger customer: the Air Force’s Minuteman II missile, whose compact, high-reliability guidance system required millions of ICs—more than any other program of the era.

      Together, these two government sources of bulk IC demand helped drive the cost of ICs from $1000+ per unit in 1961 down to $20–25 by 1966. And integration rose just as steeply: from a few transistors per chip at the start of the decade to 20–30 by its midpoint.
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      In 1965, Gordon Moore, Fairchild’s head of R&D, looking at Fairchild’s own production data along with data from competitors like TI and RCA, published an article in Electronics magazine showing a chart of the number of components per chip. From 1962 to 1965 the chart empirically showed a straight exponential climb, from 10 or so components per IC in 1962 to around 60 in 1965. Moore projected that this trend would continue for at least a decade, to 65,000 by 1975. This famously prescient prediction (later revised to doubling every ~2 years instead of every year, ~40% annual growth) became known as Moore’s Law.

      To practitioners working in the field of semiconductor manufacturing in 1965, Moore’s projected number of 65,000 by 1975 likely sounded downright wild, considering no manufacturer had yet cracked even one hundred components. But not only would Moore’s law hold for one decade, it would (broadly speaking) hold for six decades, leading by 2025 to integrated circuits with tens of billions of components.

      The multi-decade-long exponential curve of Moore’s law was not produced by a single factor; it represents the compounded progress of many different technologies all progressing in tandem. In essence, the smooth exponential curve is really a staircase of overlapping “S-curves,” where each underlying innovation (in lithography, materials, transistor design, etc.) accelerates improvement until reaching a limit, only to be superseded by the next innovation. This coordinated advancement across disparate fields kept Moore’s prediction on track for decades longer than anyone in 1965 could have imagined. 

      The design of transistors evolved through multiple generations. The planar transistors of Fairchild’s era later gave way to CMOS (complementary metal-oxide-semiconductor) and later 3D structures like FinFETs, whose raised “fin” of silicon is wrapped on three sides by the gate electrode. Still more advanced architectures are now emerging to continue the scaling tradition.

      Progress in materials and wafer technology has been foundational as well. Wafers grew from just 1-2 inches in the 1960s to today’s 12-inch disks, dramatically increasing the number of chips per wafer and improving cost efficiency. The move from aluminum to copper interconnects averted a looming barrier from electrical resistance in the late 1990s. Many further materials innovations have kept transistor density climbing. 

      Doping and etching also underwent a sequence of radical transformations. High-temperature diffusion furnaces were replaced by ion implantation—essentially using particle accelerators to shoot dopant ions into silicon with precise energy and dosage. Etching moved from wet chemical baths to plasma etching and now to atomically precise etch processes capable of carving features with vertical, ultra-smooth sidewalls.

      Chip packaging evolved too. Traditional chips were packaged one per die, but techniques such as flip-chip bonding and 3D stacking allowed multiple dies to be integrated into a single package. More recently, the industry has embraced chiplets—dividing a large processor into several smaller chip modules interconnected on a substrate, mitigating the yield problems of very large chips and allowing different technologies to be mixed within one package.

      Continual advances in photolithography have arguably been the single biggest factor in extending Moore’s Law. Chip makers moved from mercury arc lamps, to deep-ultraviolet lasers, to the extreme-ultraviolet (EUV) systems of today, with each transition to a shorter wavelength buying a new lease on miniaturization and pushing back the resolution limits of the previous generation. That progression ultimately culminated in the extraordinary machines now used for EUV.

      Modern EUV systems are like something out of science fiction: a CO₂ laser races along a roughly 300-meter optical racetrack and is focused onto 30-micrometer droplets of molten tin tens of thousands of times per second, triggering micro-explosions of million-degree plasma that briefly shine at 13.5 nanometers. At the focal point of the laser, the intensity reaches 10¹¹ watts per square centimeter—enough to ionize the tin into the exotic charge states that emit EUV. The plasma region is surrounded by powerful magnetic fields, often including superconducting coils, which deflect and trap the charged debris erupting from each pulse so as to prevent the delicate collector mirror from being sandblasted.

      Beneath these marquee breakthroughs lay an army of enabling innovations—alignment systems that could overlay patterns with nanometer accuracy; electron-beam tools that could inspect a wafer for a single missing atom; chemical-mechanical polishing that rendered each layer mirror-flat; ultra-pure gas and vacuum systems that filtered out even a stray molecule; and the robotic choreography that moved wafers through hundreds of steps without human touch.

      It is through all of these enabling and complementary technologies compounding together that the miracle of the smooth exponential is delivered.
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      It was the integrated circuit, more than the transistor itself, that finally made computers start to shrink dramatically. If you opened the cabinet of a vacuum-tube based IBM 650, after being blasted by the oven-like heat, you’d see a grid of finger-sized glass tubes, glowing orange in their sockets and mounted on swing-out panels for constant replacement. If you peered inside the later transistor based IBM 1401, it was cooler, sleeker, but still sprawling: rows upon rows of plug-in cards, each about the size of a thick elongated playing card, mounting just a few transistors in tiny metal cans the size of a pencil eraser. In both machines, the back panel was a rat’s nest of wiring, like the exposed nervous system of some vast electronic creature. With the coming of integrated circuits, bigger and bigger clusters of these cards and their tangled wiring could all vanish into fingernail-sized black chips, collapsing entire panels of components onto a handful of green boards.

      As integrated circuits started making smaller and cheaper computers possible, it took a new entrant, DEC (Digital Equipment Corporation), to embrace the new IC technology and find a new market niche with it. With the PDP-8, DEC created a whole new category that we now call minicomputers, mini-refrigerator sized devices positioned as more affordable and accessible than the large room-sized mainframes of the type dominated by IBM. 

      The PDP-8 was priced at $18,000, in a world where mainframes typically cost in the hundreds of thousands to millions of dollars. DEC targeted small departments, labs, and even high schools– places IBM salesmen would have laughed off. DEC didn’t even want to call their products “computers” at first; they marketed them instead as affordable, flexible laboratory equipment, allowing them to fly under IBM’s radar and corporate capital expenditure scrutiny. Engineers and scientists liked the idea of “their own machine” in the lab, instead of fighting for timeshare on a big IBM system.

      The minicomputer was a key intermediate milestone towards making computers more personal: they emphasized interactive, hands-on use, rather than batch processing. IBM mainframes typically lived in glass-walled rooms and were off-limits to ordinary users. You ran programs on them by handing a stack of cards to a trained operator, and hours later a printed report came back. The PDP-8 had an iconic front panel that gave users direct access to memory and CPU state through toggle switches and blinking lights. You typically paired it with a Teletype that let you type in instructions directly (no cards) and get immediate printout. The PDP way of doing things was “load a short program, test it, modify, try again,” in an interactive cycle. 

      But even for DEC, the idea of a true “personal” computer—a computer for an individual, regular person to use at home—was met with skepticism. DEC conducted some internal market research to determine whether there would be demand for small, individual-use computers, they concluded the market would not be significant. It simply was not obvious what people would do with one. Ken Olsen, the CEO of DEC, famously remarked, “there is no reason anyone would want a computer in their home.” 

      But the technology kept shrinking and getting cheaper—and a different group of engineers was about to push it much further.
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      In 1968, Robert Noyce and Gordon Moore were the two biggest believers in integrated circuits at Fairchild. Noyce, Fairchild’s General Manager, had authored the original integrated circuit patent and championed it as Fairchild’s next frontier; Moore, Fairchild’s head of R&D, had formulated his famous “law” with deep scientific conviction in its scalability as an exponential driver of progress. Noyce was charismatic and people-oriented, a visionary who radiated confidence about the future of ICs and who had cultivated a non-hierarchical, collegial culture at Fairchild. Moore was deeply data-driven, rigorous, and analytical, a trained chemist with a deep grasp of materials science and device physics. 

      Both men had been in the original group of “traitorous eight” who left Shockley to start Fairchild. They found Fairchild increasingly bureaucratic, with key decisions about reinvestment in chipmaking slowed down by distant executives of the parent camera company, Fairchild Camera & Instrument, in New York. Profits were siphoned back to the corporate parent and stock options tightly controlled, with Fairchild Semiconductor treated as just another business unit of the parent camera company as opposed to the nucleus of a new industry.

      Noyce and Moore went back to Arthur Rock, the same financier who had originally connected the traitorous eight to Fairchild, about raising money for a new startup. In the years since the Fairchild deal, Rock had moved to San Francisco and was becoming the prototype of a new figure in American business: the venture capitalist. Though Rock was not yet managing a formal fund, he was in the process of pioneering many of the practices that would define what we’d now call “venture” and “angel” investing on the West Coast, putting together financing syndicates of wealthy individuals and family offices, structuring deals that gave technologists both equity and independence, and serving as a trusted advisor in the process.

      At a time when a standard business plan ran fifty pages, Rock produced a spare, 1½-page memo outlining the proposed company—soon christened Intel—and the terms: $2.5 million on a $2.5 million pre-money valuation. Then he made “15 phone calls in one afternoon and raised $2.5 million” in under two hours. Investors needed little more than the names “Noyce” and “Moore.” Intel incorporated that July with 500,000 founders’ shares; Rock himself put in $300,000 and became chairman.

      The deal became a milestone in the formal birth of venture capital. Its structure—equity upside, board governance, staged financing—set the pattern Silicon Valley still uses. And when Intel went public in 1971 on the brand-new NASDAQ, it helped close the loop of this emerging system: a fast, electronic market tailor-made for young tech companies, enabling early VCs to exit, raise larger funds, and fuel the next generation.
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        * * *

      

      Noyce and Moore had conceived of Intel (short for “Integrated Electronics”) as an explicit bet on integrated circuits being the future, and on the continuation of Moore’s Law, the exponential curve they wanted the company to ride. Rock’s financing memo laid out the plan in a few sentences: “Intel expects to pursue development and production of Large Scale Arrays, utilizing both MOS (Metal Oxide Semiconductor) devices and Bipolar transistor technologies. It is not expected that the company will produce any of the types of integrated circuits now on the market, but rather will seek to extend the technology to higher levels of integration.” Though the memo was brief, Noyce and Moore actually had a very specific and well-thought-out plan for how they thought their company could ride Moore’s Law: through integrated-circuit based memory displacing magnetic core memory.

      At the time, virtually every computer in the world—from IBM mainframes down to minicomputers—used core memory: tiny rings of ferrite material threaded by wires, each ring magnetized one way or the other to represent a bit. It was rugged, reliable, and proven in everything from commercial banking systems to Apollo spacecraft. But it was also bulky, labor-intensive to assemble (often hand-woven by operators with tweezers), and reaching the limits of scalability. The cost per bit remained stubbornly high.

      Intel’s founders bet that silicon memory arrays, built on the same integrated-circuit techniques that Fairchild had pioneered, could leapfrog core. They argued that Moore’s Law—the exponential doubling of components per chip—would rapidly make integrated circuit based memories not only faster and denser than core, but cheaper on a cost-per-bit basis. This was a radical claim in 1968, when even producing a handful of reliable ICs was difficult, and when most in the computer industry still viewed ICs as too exotic and  expensive to compete with tried-and-true ferrite cores. Intel was to focus on making large arrays of both SRAM (static random access memory), which stored bits in “flip-flop” circuits built from a handful of transistors, and DRAM (dynamic random access memory), which stored bits in a single capacitor accessed by a transistor. 

      The first integrated circuits had tens of transistors, with each circuit performing a tiny function, like a single logic gate (AND/OR/NOT), or a flip-flop (a one-bit memory cell). By the mid-1960s, as semiconductor manufacturing improved, chips began to hold several such circuits at once, with hundreds of transistors total—for example a counter (a circuit that can count numbers) or a multiplexer (a circuit to choose between multiple inputs). The memory arrays that Intel aimed to build required the integration of thousands of components on a single chip, a level known at the time as a “large” scale integration or “LSI”. 

       Intel’s entire early identity was thus as a maker of memory chips. The microprocessor—the idea of an entire general-purpose CPU on a single chip—was not yet an established product category. In the 1950s and 1960s, semiconductor and component manufacturers like Fairchild, TI, and Motorola sold building blocks: discrete transistors, later some small and medium scale ICs, to system integrators like IBM, DEC, Honeywell, and Burroughs who constructed them into their own Central Processing Units by wiring thousands (sometimes tens of thousands) of these components together on printed circuit boards and backplanes. A “CPU” was often an entire rack or cabinet full of boards, not a single packaged chip. Integrating that many components together on one chip was just barely entering the realm of viability, and there was no established market yet for such a thing. It would end up coming about almost by accident. 
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        * * *

      

      When the visiting engineers from mid-tier Japanese calculator maker Busicom pulled up to Intel’s headquarters at 365 Middlefield Road in Mountain View in June of 1969, their first thought was that they couldn’t possibly be in the right place. The engineers had been told that they would be working with a “major” American semiconductor manufacturer, so they had envisioned something like NEC’s or Hitachi’s headquarters, with expansive lobbies and formal reception. Intel’s HQ  looked like a workshop.  

      Their English was limited, and Intel liaison Ted Hoff didn’t speak Japanese at all, but they had brought along tubes with very detailed schematics for the custom 12-chip design they wanted to build with Intel, in the typical manner with each chip performing a different calculator function—keyboard scan, display drive, decimal arithmetic, etc.

      As the cost of ICs fell, calculators became one of the first consumer applications to emerge.  Busicom had ambitions to leapfrog into the emerging programmable desktop calculator segment. Intel was then known for its expertise in MOS (Metal Oxide Semiconductor) large scale integration. Busicom’s “leapfrogging” plan entailed building with the latest MOS technology and they knew Japan’s MOS manufacturing was still lagging the U.S. in yield and density, so they chose to partner with Intel, though it meant flying engineers to California to work face-to-face.

      As Intel’s Hoff looked over the schematics, the whole project gave him a bit of a headache. Desperate to land contracts, Intel’s sales team had already locked in a deal price with Busicom, but had not appreciated how much work 12 custom chips would take for Intel’s tiny engineering staff. Hoff realized the design was far too complex to build profitably.

      The Japanese engineers brought over a design for a dozen special-purpose LSI chips that mimicked hard-wired mechanical calculator logic step by step. Hoff, steeped in computer architecture concepts from his graduate work and early projects, had the mental flexibility to instead think of building a single chip that fetched instructions and executed them like a small computer, so all these different functions could be executed in software. Hoff began sketching out this alternative, which would allow them to scrap most of the custom 12-chip logic and replace it with just 4 chips– general-purpose CPU, ROM, RAM, and I/O. The CPU this team ended up producing for the calculator project became known as the Intel 4004.

      The calculator market at this time was extremely competitive, and Busicom’s competitors were pushing prices lower and lower. As the project progressed, the Busicom team became desperate to cut costs even further. This opened up a key renegotiation of their contract with Intel, where Intel made further price concessions in exchange for the rights to reuse and resell the design in other projects. So what looked like a short-term concession to keep a calculator client afloat gave Intel the freedom to market the world’s first microprocessor, and put the company on the path to defining itself as a microprocessor maker.

      Inside Intel, though, this path was far from certain. As Andy Grove (Intel’s Director of Operations at the time, and a future CEO) recalled, “It had not been clear in the beginning whether the microprocessor would be a product line at all or just a clever solution for one customer’s problem.” Intel’s memory business was a much surer bet that was already generating volume and revenue; managers argued over whether the microprocessor was a distraction or a revolution. Some inside Intel believed that the system integrators (IBM, DEC, HP, etc.) would defeat any effort to turn microprocessors into a differentiated merchant product line by refusing to adopt merchant-standard CPUs, and would insist on building their own proprietary processors with custom instruction sets, so vendor lock-in stayed at their level. It seemed less likely at the time that any one CPU design would become dominant across systems. In contrast, standardized memory interfaces meant that DRAM vendors could win with process and cost leadership; Intel’s engineers thought their MOS know-how gave them an enduring edge here. Every computing device in the world required large amounts of memory—it was a horizontal component with guaranteed volume, whereas CPUs were speculative. In a stack of technologies like this with multiple components and vendors, it is often deeply uncertain where enduring value will settle. 

      Intel had to assess whether there was a general market for microprocessors at all—whether the idea of a CPU-on-a-chip could stand on its own as a product. Early buyers of the 4004 came from niche, low volume markets—traffic light controllers, cash registers, point-of-sale terminals, and small embedded systems—applications where a little programmability could replace bulky custom logic. The 4004 itself was very limited: a 4-bit CPU with a meager few kilobytes of memory addressing and a stripped-down instruction set, designed mainly with calculators in mind. It was essentially a proof-of-concept that hinted at the possibilities, but lacked the versatility for broader computing applications. 

      Intel followed with the 8008, an 8-bit design that expanded the instruction set, could address up to 16kb of memory and opened the door to more sophisticated systems. The 8008 was still not a blockbuster, but it did higher volumes, finding early use in terminals, control systems, and significantly—the very first hobbyist microcomputers, like the Mark-8. 

      The 8008 was the first microprocessor that Bill Gates and Paul Allen would buy, at an electronics store for $360. Allen recalled: “the sales clerk handed us a small cardboard box, which we opened then and there for our first look at a microprocessor. Inside an aluminum foil wrapper, stuck into a small slab of nonconductive black rubber, was a thin rectangle about an inch long…we were so worried as we unwrapped the foil that we would break the thing.” Gates teased the clerk, “that’s a lot of money for such a little thing,” but they fully understood there was an entire computer in the tiny rectangle. “For two guys who’d spent their formative years with massive mainframes, it was a moment of wonder,” recalled Allen. 

      The microprocessor collapsed an entire cabinet of computing hardware into a single sliver of silicon. Once a CPU lived on a chip, it could escape the institutional world altogether. Computing was on the verge of leaving laboratories and defense contractors, and entering garages, hobby shops, bedrooms. It was with the Intel 8080, released in 1974, that Intel had a truly viable general-purpose microprocessor—one powerful enough to anchor the personal computer revolution. But again, this didn’t come about in the way anyone expected.
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      The computer that would become famous for kick-starting the personal computing revolution, the Altair 8800, was not released by a well-known company like IBM, DEC, or HP—it was released by a 20-person outfit in Albuquerque, New Mexico that called itself MITS. 

      MITS was located in a strip mall between a massage parlor and a laundromat. It had a dilapidated storefront selling do-it-yourself kits of different types, with a workshop in the back.  It had been started by a former Air Force engineer named Ed Roberts, originally to sell do-it-yourself model rocket kits to toy rocket enthusiasts. Later, they sold do-it-yourself calculator kits, but as calculator prices collapsed, MITS found itself deeply in debt and looking for a new business. Roberts had just heard about the Intel 8080—why not try a do-it-yourself home computer?

      The kit that Roberts and his team ended up selling for $439 arrived as a collection of components in a cardboard box. It came with an assembly manual, an Intel 8080 microprocessor, a memory board with 256 bytes of RAM, power supply, motherboard with expansion slots for later upgrades, and a blue aluminum case. Soldering was required unless you paid more for assembly. There was no display or keyboard—out of the box, the only way to input anything was using a set of toggle switches on the front that could be used to enter binary machine code, one bit at a time. A set of 16 LED lights on the front would blink to display output in binary (many users would use expansion cards to connect it to a teletype terminal or paper tape reader instead).

      This crude device was announced in the January 1975 issue of Popular Electronics. MITS had 1000 kits total and expected to sell maybe 200 the first year. All 1000 sold out almost instantly, with backorders of hundreds per day piling up, far beyond what they could produce. An enthusiastic hobbyist market soon sprang up around the Altair, with dozens of new companies emerging to sell expansion cards, peripherals, and clones. This early hobbyist market was what would prove there was demand for personal computers to the rest of the industry.

      After the launch of the Altair, hobbyists met at places like the Homebrew Computer Club to share tips and tricks, or show off things they could do. These hobbyists swapped paper tapes and cassettes of code at clubs and in newsletters, with programs ranging from simple games to scientific utilities. Among the first programs to circulate through the hobbyist community was a lunar lander simulation that let users pilot a spacecraft by typing thrust values. Others wrote code to balance checkbooks, generate prime numbers, or even control model railroads through the Altair’s input/output ports. One user discovered that by carefully timing instructions, he could make the Altair’s radio-frequency interference emit recognizable music from a nearby AM radio. He demonstrated it at the Homebrew Computer Club by playing the Beatles’ Fool on the Hill and Daisy Bell, delighting the crowd. 

      As the months went by, a small ecosystem of Altair software began to emerge. Magazines like Dr. Dobb’s Journal published listings for everything from a chess-playing program, to early word processors, to accounting ledgers. Entrepreneurs began mailing out paper tapes and floppies with packaged software, some written by students and some by small start-ups. Before long, Altair owners could outfit their machines with games like Star Trek or Life, statistical packages, and programming tools that let them write more sophisticated applications.

      One of the biggest problems that made programming difficult with the Altair at launch was that you had to use low-level machine code. It lacked support for high level programming languages, like FORTRAN, COBOL, or BASIC, which could run on mainframes and minicomputers.

      FORTRAN was built for scientific and engineering workloads; COBOL was built for large businesses and government processing. Both had heavy resource requirements so neither interpreter had a chance of fitting in the memory constraints, even for the expanded memory versions of the Altair. BASIC, conceived as a simple and interactive “training wheels” language for beginners, would be tricky, but at least had a chance to fit—and was a more popular hobbyist language anyway—but no one had written a working BASIC interpreter for the Altair yet.

      In January 1975, a squeaky-voiced 19-year-old cold-called Ed Roberts, the founder of MITS, claiming that he and his partner were just about finished with a version of BASIC for the Altair. The teenager asked Roberts if MITS would be interested in licensing it. Roberts told him yes, he’d like to see a demo, and they agreed to show one in Albuquerque in two to three weeks. That 19-year old was Bill Gates, and he was calling his two-person company (with Paul Allen) Micro-Soft (later “Microsoft”). 

      Gates didn’t actually have a single line of code written yet for BASIC; he just wanted to know if MITS would buy it if he did. Gates and Allen worked furiously over the next six weeks to build the interpreter and cut its memory usage down. They had to code it on Harvard’s PDP-10 minicomputer using an Altair simulator, because they didn’t have a real Altair. The two practically slept at their terminals, right up until the night before Allen was supposed to catch a 6 A.M. flight for Albuquerque. A few hours before the flight, Gates handed Allen a paper tape with their handiwork on it and said, “Who knows if it works? Good luck.” On the plane, Allen suddenly realized that they would also need a way to load their particular tape format (a “bootstrap loader”), so he had to hastily write down the program for this on scrap of paper in machine code. At the demo, Allen held his breath as the machine chugged away, loading his tape. Roberts was watching the screen for output as Allen threw the switches and entered the starting address to start the program, feeling the chances of the thing working were almost nil, since a single mistake anywhere, in the assembler or interpreter or the loader, any mismatch between the real Altair and their simulator, or any misunderstanding of the 8080, would all make the demo fail.  “It printed ‘MEMORY SIZE?’” said Roberts. “What does that mean?”

      Allen was floored. If it printed that, it was working. He entered the memory size– 7K– and typed “PRINT 2+2”. The machine printed, “4”. The demo would be a success.

      MITS licensed the right to sell Microsoft BASIC as an add-on to the Altair, distributed via paper teletype tapes. This was a game-changer for the Altair, significantly expanding its usefulness and potential audience. A wave of BASIC programs emerged for the Altair, written by hobbyists, engineers, and small software developers: games, simple word processors, basic accounting programs, typing tutors, and more.

      Up until this point, the computer industry was almost entirely organized around hardware. The machine was the product; software was typically bundled alongside it, treated as a necessary accompaniment rather than a business in its own right. Gates was one of the first to recognize that software would become a large industry of its own.

      It was the generality and flexibility of software that would carry the computer into every corner of the economy. The same computer could become a word processor, an accounting system, a design tool, or a control interface simply by loading different programs. A single machine could take on a thousand roles, simply by loading different code—and that plasticity is what ultimately wove computing into the fabric of modern life.
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        * * *

      

      In the two years after the Altair’s debut, the hobbyist personal computer market splintered into dozens of rivals, all offering their own flavor of kit or semi-finished computer. In Spring 1977 at the West Coast Computer Faire—which attracted 12,000 attendees and 180 exhibitors, showing how the Homebrew crowd was growing—a colorful new entrant, Apple Computer, made a splash with the Apple II. The machine’s sleek plastic case, rainbow Apple logo, and color graphics stood in stark contrast to the kits and hobbyist boards; personal computers were now arriving as finished consumer appliances.

      The founders of this fledgling company, Steve Jobs and Steve Wozniak, had been friends since their teenage years in the Bay Area, introduced by a mutual classmate. Wozniak was a mischief-loving tinkerer who built things for the sheer fun of it; Jobs was much more driven, entrepreneurial, and product-obsessed. Back in college Woz had built “blue boxes” that hacked the phone system to allow free long-distance calling, and Jobs had hustled to turn it into a business, selling about 100 units to fellow students.

      Wozniak had seen an Altair at Homebrew and wanted to build something even lower-cost, so he built a skeletal machine from a board, a $20 MOS 6502 microprocessor, and a few peripherals, showing it off at Homebrew and calling it an “Apple.” Jobs managed to convince the owner of the Byte Shop computer store in Mountain View to buy fifty of these “Apple I” devices—but only if they were delivered finished, so Woz soldered night and day, and drafted friends into the garage to help. The pair cleared just a few hundred dollars per board, but the Byte Shop order proved there was a market for a computer that was more polished, more accessible.

      What transformed this tinkering into a company was the arrival of Mike Markkula, a former Intel executive with both money and marketing savvy. He invested $250,000 of his own money, drafted a business plan, and turned Apple from a hobby project into a real consumer brand. Markkula felt the twenty-one year old Steve Jobs, though brilliant, was too volatile and inexperienced to serve as CEO, so Markkula became chairman and recruited Michael “Scotty” Scott, a seasoned operations executive, to run day-to-day affairs. Markkula played a stabilizing, teaching role that allowed Jobs and Wozniak to focus on product vision while he handled investors, manufacturing, and distribution. With that framework in place and Markkula’s backing, Apple evolved from a garage project into a serious business, preparing the Apple II for its dramatic debut at the West Coast Computer Faire.

      The Apple II found steady early success after its 1977 debut, selling in the tens of thousands—far more polished than the hobbyist kits it displaced, and attractive to schools and some small offices. But the real inflection point came in 1979, with the arrival of the personal computer’s first killer app: spreadsheets. The very first spreadsheet program, VisiCalc, was released in October 1979 for the Apple II. VisiCalc had been dreamed up by MBA student Dan Bricklin as he watched his finance professor tracing backwards to erase a sequence of dependent numbers on a blackboard grid after making a numerical mistake. VisiCalc introduced the now-familiar paradigm of a table of rows and columns, with cells containing numbers, text, or formulas, with automatic recalculation of formula values. 

      VisiCalc did not just sell computers—it changed how people worked. In the era before electronic spreadsheets, financial analysis and budgeting were done with pencil, paper, and adding machines. Professionals maintained large paper ledgers with rows and columns, or filled in pre-printed “spreadsheet” forms by hand. If one number changed—say a monthly expense or an interest rate—an analyst often had to recalculate entire pages of figures manually, or a team of junior staff had to update multiple ledger sheets and re-total everything. Complex “what-if” analysis (examining how different assumptions would affect a business forecast) was slow and arduous, sometimes requiring specialized mainframe programs and the help of a data processing department. In practice, this meant that high-level modeling and scenario planning were done infrequently, and mostly at large organizations with computing resources, while smaller firms or individual managers relied on intuition or labor-intensive manual math. VisiCalc swept away those limitations. By automating the grunt work of recalculation, it replaced hours of manual arithmetic and transcription with instantaneous updates, allowing users to focus on testing ideas rather than crunching numbers, ushering in an age of “what-if” analysis for everyone from corporate executives to small business owners. Many in business began to speak of their work lives in two eras—“before and after the electronic spreadsheet”—citing huge gains in productivity and better insight into their finances. 

      People began buying Apple IIs specifically to run VisiCalc. Technology journalist John Markoff later quipped that the Apple II began to be sold as “a VisiCalc accessory,” since many customers paid $2,000 for the computer specifically to run the $100 VisiCalc program. An estimated 25% of all Apple II sales in 1979 were driven by VisiCalc, and Steve Jobs himself acknowledged that VisiCalc “propelled the Apple II to the success it achieved more than any other single event.” Suddenly, the Apple II wasn’t just for hobbyists or classrooms: it was a serious business tool. Sales surged into the hundreds of thousands, Apple’s revenues doubled year after year, and the company rocketed from a garage startup into one of Silicon Valley’s fastest-growing firms.

      Markkula kept the company disciplined and ambitious, convinced the by-then legendary venture capitalist Arthur Rock to invest and join Apple’s board, and prepared the company for Wall Street. By December 1980, Apple staged one of the largest IPOs in history, on the NASDAQ of course, minting hundreds of new millionaires overnight and establishing itself as a permanent player in the computer industry. 

      Among the investors lining up for Apple’s 1980 IPO was Xerox, which had secured its stake a year earlier under unusual terms: in exchange for a pre-IPO investment, Steve Jobs had demanded a peek inside the company’s famed Palo Alto Research Center. That bargain led to one of the most consequential demos in computing history. Xerox’s Palo Alto Research Center, known simply as PARC, had been founded in 1970 as a deliberately insulated research laboratory. Funded by the profits of Xerox’s copier business and stocked with brilliant young researchers from Stanford and Berkeley, it operated more like a university department than a corporate division. Its scientists were given extraordinary freedom to pursue their own visions of the “office of the future.”

      That freedom had borne astonishing fruit, though it was all locked behind PARC’s closed doors. In the early 1970s, PARC engineers had built a personal workstation that seemed like a visit from the future. It featured a graphical screen where every pixel could be controlled; a pointing device borrowed from Doug Engelbart they called a “mouse”; and Ethernet networking to connect multiple machines together. These breakthroughs created an entirely new way to interact with computers—graphical interfaces, icons, windows, and direct manipulation—that were decades ahead of what the rest of the industry was doing. For Jobs, who was obsessed with design and user experience, PARC was a glimpse of the future, locked away inside a research lab that Xerox itself didn’t quite know how to commercialize.

      When Jobs saw the demonstrations of the graphical user interface, icons, overlapping windows, and the mouse, he was utterly astounded. “You’re sitting on a goldmine!” he shouted. “I can’t believe Xerox is not taking advantage of this.” “It was like a veil being lifted from my eyes,” Jobs would later recall. “I could see what the future of computing was destined to be.”

      Jobs returned from the demo determined to redirect Apple: he ordered the team to scrap their existing work and pursue the graphical interface he had just seen. Four years later, that vision would reach the public as the Macintosh. But as Apple labored through those years of development, the personal computer landscape shifted rapidly around it.
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        * * *

      

      As Apple was working on the Macintosh, IBM was watching the emerging PC market with apprehension. Having dominated the mainframe market, it was being beaten in minicomputers by DEC and Wang, and now was worried it would be left behind in personal computers as well. Though Apple had established a lead with the Apple II, the early PC market was still fragmented between Apple and other emerging small players like Commodore, RadioShack, Atari, and Osborne. 

      At a meeting of top IBM management, IBM’s CEO complained bitterly that doing anything new at the company seemed to require three hundred people working three years at a minimum. A cocky development lab manager named Bill Lowe piped up and said he could get a project out in a single year if he were allowed to run things his way. That meant using a tiny team, cutting IBM red tape, and—most radical of all—building from off-the-shelf parts rather than waiting for IBM’s plodding internal component pipeline. To everyone’s surprise, the challenge was accepted. Lowe walked out of the room with an assignment that was both an opportunity and a ticking clock: deliver a PC in twelve months, or else. The speed and improvisation required would be unheard-of inside IBM, but that was precisely the point.

      This “skunkworks” IBM team knew they would need to take shortcuts. In addition to using entirely off-the-shelf hardware, including Intel’s 8088 microprocessor, they would have an open design, publishing full architecture details and schematics, to encourage third-party companies to create all the expansion cards and peripherals. And they would license all their software instead of developing anything in-house.

      24-year-old Bill Gates had been busily developing a BASIC for the Atari when IBM called him about licensing BASIC for their PC. Gates proposed they meet next week, but the IBM rep was already getting on a plane in two hours and proposed the next day. Gates was supposed to meet with Atari’s chairman that day, but he sheepishly canceled, understanding immediately the importance of IBM’s entry into the PC market. 

      Gates showed up looking like a kid wearing his dad’s suit, barely filling out an oversized jacket, collar flaring up at the neck. One IBM rep assumed at first he was just some “office boy” sent to get them settled; but Gates soon dazzled the IBM team. Gates looked at the design and questioned why it made no mention of using a 16-bit processor. He explained the importance of this and convinced them to go with one, since it would enable Gates to give them superior software. Gates then sold them not only on BASIC but on FORTRAN and COBOL as well, again without having a single line of code written yet.

      IBM also needed an operating system (OS). The earliest microcomputers (Altair 8800, Apple I), had no operating system at all; you’d toggle in a boot loader or run BASIC from ROM, with storage on cassette tape or paper tape. But when floppy disks became affordable in the mid/late 1970s, they unlocked much more capability like random access to files instead of linear tape, and multiple programs and data files on one medium; so machines needed an OS that could initialize and control the floppy disk drive hardware and provide a file system to give programs a standard interface to access files. Apple, Tandy, and Commodore machines all provided their own OS. An OS called CP/M developed by Gary Kildall’s company Digital Research had become the most widely used OS on 8-bit microcomputers derived from the Altair (the floppy-enabled Altair 8800, Osborne 1, Keypro II, Amstrad PCW series, and North Star Horizon, among others). The IBM team asked Gates if he could sell them CP/M. 

      Gates patiently explained that he didn’t own CP/M, but that he would be happy to phone Gary Kildall and help arrange a meeting. Gates called Kildall and handed the phone over to the IBM representative, telling Kildall that these were “important customers” and to “treat them right.” The IBM team made an appointment to visit Digital Research that week. Kildall flew planes as a hobby and there is now a Silicon Valley legend that the only reason Kildall’s company did not end up becoming the equivalent of Microsoft today is because Kildall blew off that meeting to go flying, but the real impasse according to Kildall was that IBM wanted to buy CP/M outright for $250,000; Kildall was only willing to license it to them with his usual $10 per-copy royalty. IBM left with promises to talk further, but without having signed an agreement for CP/M. Gates had already convinced the IBM team to go with a 16-bit processor for the PC, and now he convinced them that CP/M was not really critical for that reason, since it was only 8-bit and wouldn’t take full advantage of the hardware. Gates promised to deliver them a 16-bit OS, as usual while having nothing whatsoever developed yet.

      Paul Allen knew of a Seattle developer that had in six weeks created a clone of CP/M for use on the latest 16-bit Intel processors that CP/M itself didn’t support yet. He had called it QDOS (Quick and Dirty Operating System). It could only handle a single application at a time and its primitive file system couldn’t even handle subfolders. Gates bought it from him outright for $50,000 without telling him what it was for, and then promised IBM they’d adapt it and fix it up to work on their PC. This hastily slapped-together clone would later become Microsoft’s first operating system, MS-DOS. 

      Kildall was alarmed to find that Microsoft’s operating system behaved almost exactly like CP/M. Its crucial Application Programming Interfaces—the calls every program used to talk to storage, memory, and devices—mirrored his own so closely that he threatened to sue. IBM soothed the conflict by agreeing to ship a 16-bit CP/M alongside Microsoft’s offering.

      Gates offered the IBM team a sweetheart deal on pricing. Microsoft had thirty-five people working on the IBM project for more than a year to deliver on Gates’ promises, yet the entire contract was for only $186,000 total, with no per-copy royalty—very modest. But the contract had two key provisions. Microsoft would keep control of all their source code (so IBM couldn’t modify or evolve it into something proprietary to their machines), and IBM’s license would be non-exclusive, meaning Gates could sell the same operating system to other hardware makers. IBM was pleased with the flat low price and regarded these terms as unimportant, not appreciating that they were handing Bill Gates the future.

      Gates's strategy from early on was to position Microsoft's software as a standard platform that could run on multiple types of hardware. While it might have been impossible for Gates to predict the exact shape of the PC clone market that would later emerge, by retaining the rights to sell his software to other companies, Gates ensured that Microsoft's products, rather than the hardware, would define the market; had it not been for those two contract terms, Microsoft would have simply been one more IBM vendor. In these negotiations, the ungainly 24-year-old in the oversized suit was playing chess while his opponents at the largest computer company in the world were playing checkers. Gates’ biggest fear right up until the launch was that one day IBM would abruptly cancel the project, or he’d find out this was just one of several secret projects proceeding in parallel.
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        * * *

      

      When the IBM PC launched, it was a smash success. IBM had projected sales of 250,000 units over five years; instead it sold 750,000 in under two. The IBM name gave instant credibility, and the PC’s launch received wide coverage in the press. With a list price of $1,565, it was the least expensive machine IBM had ever sold. Departing from all IBM traditions, it was sold not by its own sales force, but in the largest and most popular computer retail chain at the time, ComputerLand, and even in department stores. As IBM had promised Kildall, consumers could indeed freely choose between Microsoft’s OS or CP/M—but the price for the Microsoft option was only $40 whereas CP/M was $240. Naturally, hardly anyone chose CP/M, and as a result hardly anyone bothered developing new software for CP/M, whereas multiple software companies jumped into the burgeoning PC market to develop software for Microsoft’s OS.

      The software ecosystem took off. WordPerfect, Microsoft Word, and WordStar redefined word processing; dBase brought relational databases to desktops; Harvard Graphics and later PowerPoint enabled executives to create slideshows; specialized tools for accounting, law, engineering, and scientific modeling proliferated. Games thrived as well, from Flight Simulator to King’s Quest and SimCity.

      Once again though, spreadsheets served as the killer app for business; at launch, a port of VisiCalc was available, but later VisiCalc was finally dethroned by Mitch Kapor’s Lotus 1-2-3, which had been performance-optimized for the PC’s architecture and crucially supported charting, graphics, and database-like sorting all in one package. Lotus made $53M in sales its first year (1983), tripling to $150M in 1984, becoming a significant driver of PC sales for business. Ford Motor Company ordered thousands of IBM PCs for their managers, expressly for the purpose of using Lotus 1-2-3 for budgeting & forecasting.

      An ecosystem of third party peripheral makers quickly started supporting the IBM PC as well. A company called Tecmar had its employees at the front of the line waiting to buy a PC at Chicago’s Sears Business Center the morning it first went on sale so they could bring one back to headquarters for analysis, and was one of the first to offer hard-disk drives and circuit boards, and eventually a whole line of 20 add-on peripherals for the PC. Tallgrass Technologies offered tape-backup systems; Hercules offered graphics cards; Mylex, Faraday Electronics, DTK, and many others followed.

      This was all exactly what IBM had been hoping for when it had embraced the idea of an open architecture (the use of standard, off-the-shelf parts and openly documented specifications): IBM wanted fast time to market, a fast-growing software ecosystem, and a fast-growing third party hardware peripheral ecosystem. When the Homebrew crowd opened up the IBM PC, they were shocked to see that almost every component in there was recognizable and commonly available off-the-shelf. “They’re doing things our way,” recalled one Homebrew regular. “There weren’t any chips that I didn’t recognize. My experience with IBM so far was that when you find IBM parts in a junk box, you forget about them because they’re all little custom jobs and you can’t find any data about them. IBM is off in a world of its own. But, in this case, they were building with parts that mortals could get.” In fact, since all the hardware was off the shelf, and Gates had made sure that Microsoft owned the operating system, the only piece in the whole system that was proprietary and owned by IBM was a tiny sliver of software known as the BIOS.

      Kildall’s original CP/M operating system (as well as the clone of it which had been fixed up into MS-DOS), utilized a design that isolated all of the machine-specific code that was required for a particular computer into a small but critical piece of software called the basic input-output system, or BIOS, allowing most of the rest of the OS to be generic; with this approach, only the BIOS needed to be rewritten to support a new machine. The OS would talk to the BIOS (through software interrupt instructions supported on the Intel 8088/8086 CPU) whenever it needed to interact with hardware– to print a character to the screen, for example, or to read a key from the keyboard. MS-DOS wasn’t written to know about hardware details directly, it just issued BIOS interrupt instructions whenever it needed to interact with hardware and let the BIOS take care of it.

      Companies started figuring out that this BIOS code wasn’t too difficult to reverse-engineer. Three former Texas Instrument engineers started a company to try to replicate IBM’s BIOS which would enable them to have a perfect IBM “clone” machine capable of running any software that IBM’s original PC could run. To protect themselves legally, they performed a so-called “clean-room” recreation of IBM’s BIOS, by forming two separate teams that never communicated directly: one team that carefully analyzed IBM’s BIOS, triggering different interrupt instructions to see what they did and exhaustively documenting the necessary behavior; then a second team that implemented that behavior from scratch, in code. This company became known as Compaq.

      Compaq marketed aggressively, hiring away the man who had set up IBM’s dealer network, and then selling directly against IBM through the same dealers, but offering a lower price. Compaq sales quickly ballooned to $111M. Then another company named Phoenix did their own clean-room implementation of the BIOS and licensed it out widely to others. Soon there were dozens of companies all making perfectly “IBM-compatible” PCs: a first wave like Tandy, Zenith, Sperry, Osborne, ITT, Eagle, Leading Edge, & Corona, and eventually scaled-up players like Dell, AST, Gateway. Microsoft was happy to license MS-DOS to all of them. Each additional player was another partner for Microsoft and another competitor for IBM. IBM had counted on its storied brand to protect it from competitors, but end consumers didn’t care whether the PCs were made by IBM; they only cared about Lotus 1-2-3 working.

      The microprocessor skeptics within Intel had worried that system integrators would end up eating all the profits with the CPU becoming commoditized; but instead it turned out quite the opposite. It was the system integrators who found their layer of the stack commoditized, with the brutal, crowded competition driving prices and profits ever lower. System integrators were highly replaceable, with customers caring more about price and software compatibility than any particular brand.

      The software they cared about was all compiled for Intel’s x86 instruction set, which only Intel and a small handful of approved licensees (including AMD, NEC, and Siemens) could use; IBM had at least had the sense to demand multiple suppliers before adopting Intel’s chip. Cloning the x86 is significantly more complicated than cloning the simple BIOS because x86 is notoriously baroque, with variable-length instructions, legacy modes, segmentation, and years of undocumented quirks that need to be replicated perfectly to run real-world compiled binaries. Intel also patented the microarchitecture and other key elements, and defended those patents in court vigorously. After AMD sued Intel in the late 1980s and won partial rights, Intel stopped granting new licenses and x86 never opened up, becoming an effective duopoly with only AMD grandfathered in because of the lawsuit.

      In principle, Microsoft’s operating system APIs could be replicated, but in addition to it also being significantly more complex—with all manner of undocumented quirks, bugs, and memory layouts that need to be replicated perfectly—Microsoft owned the relationship with the software developers and maintained control by frequently releasing new versions with new APIs which its developer partners quickly adopted, so competitors were always chasing a moving target. The BIOS by contrast is more frozen in place, since changing it will break the applications in layers above and application software developers don’t generally develop directly to the BIOS.

      Each new piece of software reinforced the value of buying into the MS-DOS/x86 world. When Microsoft later transitioned to Windows (maintaining backwards compatibility with all MS-DOS software of course), this was the birth of what later became known as the “Wintel” standard: Windows plus Intel. Wintel established a platform—a shared hardware instruction set architecture (Intel x86) and a shared operating system (Windows)—that transcended any one box, creating a strong compatibility moat.

      Wintel’s dominance came from a self-reinforcing ecosystem that IBM accidentally set into motion. Like System/360, the PC world rewarded backward compatibility — but this time the platform was open, with Intel and Microsoft anchoring a vast constellation of third-party hardware and software. IBM had pioneered the logic of a long-lived architecture, but by publishing the PC’s design it ceded control over that architecture to the components at its core. As clones proliferated, the network effects consolidated around DOS/Windows and the x86 instruction set—leaving Microsoft and Intel, not IBM, as the primary long-term beneficiaries of the platform they had enabled.

      As for Apple, the Macintosh’s debut introduced the graphical interface to a mass audience, but early sales were disappointing. Apple fell into boardroom conflict that culminated in Jobs’s ouster in 1985. While Apple struggled to find stable footing, the IBM PC ecosystem grew explosively, propelled by the open architecture and Wintel network effect. By the time of Microsoft’s blockbuster NASDAQ IPO in 1986, the center of gravity in personal computing had decisively shifted to the Wintel world.

      IBM’s standardized, open architecture set the stage for ruthless, global-scale competition. Anyone, from Taiwanese motherboard makers to small American PC clone shops to large OEMs—could enter the market. Prices plummeted year after year while performance soared. The diffusion curve steepened dramatically: computers went from a business investment to a household appliance within a single decade.

      By 1989, global PC shipments were already over 20 million units per year, and 15% of U.S. households owned a computer. This was still the early, steep stretch of the diffusion S-curve: by 2000, annual shipments would reach roughly 135 million units and household adoption would cross 50%. Thus by the start of the 1990s, tens of millions of homes already possessed a general-purpose computer, ready to be transformed into a communications device, as the first dim public awareness began to spread about an obscure, government-funded research network linking university computers together.
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        * * *

      

      The computer went from room-sized machines built in secret by the military, to mainframes in enterprises, to minicomputers in small labs, to PCs in the home; from relays to vacuum tubes to transistors; from integrating a handful of transistors, to billions on a single chip.

      The computer is one of the best examples we have of a truly “general purpose” technology, as the near infinite flexibility of software enables it to encode any systematic procedure. Almost every industry incorporates software in some form, a process Marc Andreessen described as “software eating the world.”

      Our next great wave of technological change, the INTERNET, will represent an acceleration beyond anything seen in the past. It will produce new dominant firms and unleash unstoppable network effects. People will find new ways of working together. New companies and globe-spanning infrastructure will be built in a frenzy that makes the British Railway Mania look tame—bigger, wilder, and more extreme than its predecessor in almost every respect.
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          28 PACKET SWITCHING

        

      

    

    
      In 1964, Paul Baran, a researcher at the defense contractor RAND, was explaining his packet-switching proposal to a group of skeptical senior executives at AT&T’s lower Manhattan headquarters when one of the old-fashioned analog phone engineers present began rolling his eyes in utter disbelief.

      AT&T’s vast network was built on circuit switching: every phone call required a dedicated, continuous wire connection from end to end. It was elegant, reliable—but, Baran warned, dangerously fragile. RAND, focused on the problem of “survivable” communications, saw that a Soviet strike on a handful of major switching centers could bring the whole system down. His proposal was to chop messages into small “packets” and let each one find its own path across a decentralized web of nodes. Even if some routes failed, the message could still be reassembled at its destination.

      As Baran pressed on, the eye-rolling engineer had heard enough. “Son—here’s how a telephone works,” and he proceeded to give a patronizingly simplistic description. Seeing that Baran clearly needed education in circuit-switching fundamentals, AT&T invited Baran and a group of other outsiders to a series of seminars explaining AT&T’s systems in detail. It took place over several days, involving over ninety-four separate speakers to describe the entire system. When it was over, the AT&T executives asked Baran, “Now do you see why packet switching wouldn’t work?” 

      Baran simply replied, “No.”
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        * * *

      

      Paul Baran started exploring packet switching while working on the problem of resilient communications and military survivability at the RAND Corporation, a think tank that did research for the U.S. Air Force. Baran’s motivation was to design a communications system that could remain robust to nuclear attack, with the network capable of automatically rerouting around damaged nodes. Baran had tried to convince AT&T to supplement its circuit-switched voice network with a packet-switched data network, but they fought the idea “tooth and nail”.

      Packet switching was a radical departure from how AT&T’s telephone system worked. To understand the contrast, it helps to picture how long-distance calls were once handled in the manual era. When you picked up the receiver in 1910, you didn’t hear a dial tone—you heard an operator ask, “Number, please?” Before her rose a forest of jacks and cords. At your request she seized one cord, plugged it into your line, then another into the called party’s line. With that gesture a literal electrical circuit now ran from your mouthpiece to theirs.

      Long-distance calls simply extended this choreography. Your local operator connected you to a regional office; that operator connected you onward; and so on until half a dozen switchboards, each in a different city, had been chained together. When the final plug clicked into place, a single, unbroken electrical path might run from Boston to San Francisco.

      Automation in the mid-twentieth century didn’t alter the underlying logic. Strowger and crossbar switches replaced human operators with relays and magnets, and AT&T’s engineers learned to stack thousands of voice channels onto a single coaxial cable by assigning them different frequency bands. But these were still circuits: reserved slices of infrastructure held open exclusively for your call. Whether carried on a pair of wires or on a frequency slot in a broadband trunk, the connection remained a dedicated, end-to-end channel that persisted until you hung up.

      Baran’s proposal inverted the model. Instead of reserving a fragile end-to-end circuit for each user, he proposed to slice data into small packets and send each one across whatever route happened to be available at the moment. No packet was married to any particular line or switch; if one pathway was congested, down for maintenance, or even destroyed, the packet could simply be sent another way. Individual packets might take wildly different routes, arriving out of order or at different times, but at their destination they could be reassembled into the original message. This scattershot, statistical approach meant that the network no longer had single points of failure: losing a cable, a switch, or even an entire city’s infrastructure did not collapse the communication. Where AT&T saw disorder—lines with no guaranteed continuity, no reserved channel, no central control—Baran saw resilience: a web of redundant, self-healing paths in which communication survived even when the underlying geography did not.

      Donald Davies, meanwhile, as a physicist at the British National Physical Laboratory, had independently proposed a remarkably similar system to Baran’s—even arriving at the same packet size and data-transmission rate, and a broadly similar adaptive routing scheme—but from completely different motivations. Davies was not thinking at all about nuclear survivability; he was only concerned with how to make computer networks efficient and scalable.

      In the mid-1960s, computers were beginning to talk to each other, but the traffic they generated was unlike the steady hum of human voices. Data tended to be bursty: long stretches of silence punctuated by sudden flurries of output. Circuit switching, which tied up a whole channel even during silence, was a poor fit. Davies recognized that a packet-switched system, with packets filling whatever capacity was free at the moment, could smooth out those peaks and valleys. Many users could share the same network without waste, and the network would naturally adapt as demand grew.

      At this point, however, both Baran’s and Davies’s ideas remained largely confined to reports and proposals. Neither AT&T in the United States nor the British Post Office in the United Kingdom was ready to abandon their enormous investments in circuit-switched networks. The computer science theory of packet switching existed, but no one had yet implemented it on a real-world, wide-area network. That would finally change when researchers at the Pentagon’s Advanced Research Projects Agency (ARPA), funding a far-flung portfolio of computers at major universities, sought to network them together.

    

  


  
    
      
        
          29 ARPANET

        

      

    

    
      The first spark of inspiration for the ARPANET project came from the irritation that Bob Taylor, head of ARPA's Information Processing Techniques Office (IPTO), felt when he looked at the three separate teletypes cluttering his Pentagon office. Each machine was a portal into a different world, yet none of them spoke the same language.

      On one desk stood a modified IBM Selectric, its golf-ball type head wired to a time-sharing system at MIT. Beside it squatted a Model 33 Teletype—a clattering beige contraption tied by phone line to Berkeley. And next to that loomed the heavier Model 35, an industrial-grade terminal connected to the Air Force’s Q-32 mainframe in Santa Monica.

      These were not computers themselves but electromechanical typewriters with long paper rolls, each acting as a remote keyboard and printer. Each terminal had been dictated by the computer on the other end. MIT’s system was configured for the Selectric, Berkeley’s for the Model 33, the Q-32 for the Model 35. Differences in wiring, speed, and control codes meant you couldn’t simply plug one terminal into another machine. 

      Taylor had these teletypes in his office because his tiny Pentagon unit—the Information Processing Techniques Office, part of the newly created Advanced Research Projects Agency—was funding mainframes and minicomputers for leading research universities. ARPA had been set up in 1958, in the wake of Sputnik, to centralize cutting-edge science and technology under the Defense Department. By the mid-1960s it had become the main federal patron for experimental computing.

      These research centers were demanding ever more expensive computer systems, and none of them were sharing resources with each other. If a researcher in one lab wanted to access a computer at another lab, they would typically fly onsite to do so. Teletypes enabled remote input and output to a single computer through the phone network, but not computer-to-computer interconnection, or sharing of files.

      Frustrated by the incompatibility and growing costs, Taylor had an epiphany one day that ARPA should build a common networking protocol enabling interconnection between all the computers they were funding. This would represent a step towards the ideas of Taylor’s beloved and visionary predecessor, J.C.R. Licklider, who had years earlier written of a vision of a globally interconnected system of computers.

      Taylor knew the perfect engineer to lead the project: Larry Roberts, a brilliant but reserved computer scientist at Lincoln Laboratory who had deep expertise in both computers and communications systems. Roberts had just completed one of the most relevant networking experiments to date, successfully linking two computers a continent apart, an experiment that Taylor himself had funded. Roberts had incredible capacity for work and intense concentration, and also understood J.C.R. Licklider’s ideas from having worked directly with him. Taylor didn’t want to even consider another candidate, but Roberts adamantly refused to sign on. He liked his job at Lincoln Laboratory and he didn’t particularly respect Taylor—Roberts had actually been offered Taylor’s job when the last IPTO director stepped down, but had turned it down because he preferred research to management; having declined the top post, Roberts had no intention of working under Taylor now.

      The project languished for almost a year until Taylor finally pulled a power move, calling the head of Lincoln Laboratory to remind him that 51% of their funding came from ARPA; soon Roberts was hearing from his bosses at Lincoln that it “would be better for everyone” if he’d reconsider ARPA’s offer. “I blackmailed Larry Roberts into becoming famous,” Taylor later laughed. Roberts, for his part, remarked that this move at least gave him something to give Bob Taylor some credit for, as hiring him was the “only important thing Bob did” on the entire project.

      Roberts began work on an initial proposal mapping out the basic structure and properties of the network. Several people had proposed that the resource sharing be done on a single centralized computer, sitting in a place like Omaha, a popular location for long-distance telephone switches because it lay at the nation’s geographic center. Roberts preferred a decentralized approach, in which the host computers would all participate in forwarding messages to each other, with these networking functions handled by the host computers themselves; so in other words, every host computer participating in the network would need to support communications routing as a new workload running on top of their existing research workloads.

      Presenting these ideas at a meeting in Ann Arbor in 1967 with ARPA’s principal investigators (PIs), Roberts’ proposal was met with hostility and opposition. The PIs were unenthusiastic about sharing their computers, and they especially hated that this new communications routing function would consume their precious machine cycles. Very few wanted to participate. Jon Postel, then a graduate student at UCLA who would later play a key role in building ARPANET host software, recalled the prevailing attitude: “Why would I need anyone else’s computer when I’ve got everything right here? What would they have that I want, and what would I have that I want anyone else to look at?” As the meeting began to break up—after an hour of largely unproductive argument—one of the PIs, Wes Clark, handed Roberts a note saying, “You’ve got the network inside out.” Intrigued, Roberts pulled him aside afterward to hear him out.

      Clark suggested they separate out the communications routing function to a set of separate special-purpose communication minicomputers, one at each location, that the host research computers could connect to in order to send and receive information. The team later called these “Interface Message Processors” or IMPs. This approach would make the network more reliable, since these minicomputers could all be uniform, maintained by ARPA, and routing could take place even with research hosts down for maintenance. Communications routing tasks would no longer eat into host resources—now, instead of each PI being asked to donate resources from their research machine, they would actually be receiving a new minicomputer to play with. Opposition to the network quickly evaporated with this change.

      What remained to be settled was exactly how data would be transmitted over the telephone lines connecting the IMPs. Originally, Roberts was thinking of a system in which both hosts and IMPs would exchange large, variable-sized, high-level “messages”: conceptually, commands on the level of “Retrieve this file” or “Submit this FORTRAN job to your batch queue”, with full sized files or batch results coming back as the response. Roberts had never heard of the packet concept before, but he saw that if a host sent a huge message, then every intermediate host would have to either buffer the entire thing before forwarding—which would slow throughput and require large memory—or would need to break it up somehow.

      At a computing conference in 1967, Roberts sat transfixed as he encountered Donald Davies’ work on packet switching—an idea that instantly unlocked several of the problems that had been stalling his design. Variable-length messages tied up a telephone line until the whole message arrived; fixed-size packets would let multiple conversations share the same circuit. A single error in a long message forced a complete retransmission; packets allowed small corrupted units to be resent locally, without re-sending an entire file or job. Embedding routing logic in the hosts made the system complex and brittle; packets allowed him to push the forwarding machinery into simple IMPs and leave the hosts free to assemble and interpret higher-level messages.

      Intrigued, Roberts devoured everything he could find on packet switching, discovering Paul Baran’s parallel work at RAND. He studied the designs of both Davies and Baran closely, consulted with them personally, and emerged from that period fully committed to building the ARPANET around the packet-switching concept.

      The involvement of Paul Baran, whose work at RAND had been motivated by nuclear resilience, would spawn what Roberts and Taylor would later decry as the persistent “myth” that the motivation for the Internet had something to do with surviving nuclear strikes. Resilience was of paramount importance to Baran, who had been born into a Polish-Jewish family from Grodno, a Jewish community almost entirely annihilated during World War II—he was earnestly terrified of a Soviet first strike. Roberts and Taylor both hated this military framing, however, and emphasized their motivations lay solely in information and resource sharing for the computer systems they were already funding, and the fulfillment of their ARPA predecessor J.C.R. Licklider’s universal networking vision—though ironically, Roberts and Taylor’s boss at ARPA would later say that to the extent he and the Depart of Defense were signing checks for the whole project, nuclear resilience should have been part of their motivation. Meanwhile, Donald Davis had been motivated entirely by network efficiency and scalability. This dynamic—many individuals coming together, each with their own ideas and motivations yet all contributing to a greater whole—would become a recurring theme of the Internet’s development.
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        * * *

      

      A contract for building the IMP packet-routing machines was put out for competitive bid in 1968. The contract went to Bolt Beranek and Newman (BBN) in Cambridge, Massachusetts. BBN would be taking care of the software running on the IMPs, but software needed to be written for the hosts as well. The problem fell to the young programmers at the host sites themselves—people like Steve Crocker and Jon Postel at UCLA, Vint Cerf at Stanford, Jeff Rulifson at SRI, and others—who began holding ad hoc meetings to thrash out what the rules of the new network should be. 

      These young programmers formed the “Network Working Group” (NWG), a loose, informal collaboration of self-appointed volunteers. The group was never given any formal charter by Larry Roberts or ARPA, and they weren’t even sure whether what they were doing would stick. They thought of everything they were doing as experimental and tentative. “I remember having great fear that we would offend whoever the official protocol designers were,” said Crocker. There were of course no “official” protocol designers, but many at the time assumed some more professional body would be taking over later. 

      The NWG was a wonderfully ragtag constellation of personalities—mostly young graduate students, but strikingly different in temperament, style, and formative experience—spread across UCLA, SRI, Utah, and UCSB. Vint Cerf, “always dapper,” usually in a jacket and tie and carrying a large briefcase even as a grad student, was a Stanford-trained mathematician with a taste for formal reasoning and polished manners. Jon Postel, by contrast, had wandered into computing through a local community college; he wore sandals year-round, kept a long bushy beard, likely never wore a tie in his life, and spoke softly but with stubborn conviction. Steve Crocker—precocious and unfailingly diplomatic—became the group’s unofficial moderator, his low-ego style setting the tone for the entire group. Around them orbited an equally varied cast: hardware whizzes like Mike Wingfield; theoretically inclined students steeped in Kleinrock’s queueing-theory lab; and ambitious system architects like MIT’s Abhay Bhushan, who chaired the FTP effort. Some were undergraduates, some were married with families, and some were drifting between schools or disciplines, discovering computing almost by accident. Out of this unlikely mix emerged a culture that prized openness, curiosity, and experiment over hierarchy—and that quietly set the tone for the Internet’s future.

      The group was spread across UCLA, SRI, Utah, and UCSB, so they needed some way to keep track of proposals, make sure everyone saw them, and leave room for feedback. Steve Crocker volunteered to start writing minutes, keeping track of discussions in a series of numbered notes. There was no email yet on the ARPANET, so initially Crocker would photocopy the notes and mail them out in manilla envelopes to the initial ARPANET sites, with comments coming back by phone calls, letters, or in-person meetings; the later emergence of e-mail would dramatically accelerate the process. Wanting to avoid sounding too definitive, Crocker titled the notes Request For Comments (RFCs). 

      RFC 1 was sent out on April 7, 1969, describing what was then known about how BBN was expecting hosts to interface with IMPs, and what host software would need to be written. RFC 1 set the tone for the entire series to follow—written not as a top-down, authoritative declaration but as a welcoming invitation to collaboration, promoting bottoms-up cooperation. Anyone could write an RFC; there was no gatekeeper. RFCs were routinely superseded, amended, or made obsolete by other RFCs, the documents forming a living chain of discussion and iterative refinement. There was no committee voting or formal “approval”: RFCs became de facto standards when multiple sites implemented protocols in code and successfully interoperated; authority derived from organic adoption. An RFC didn’t mean much unless it subsequently became embodied in working code; and since all the mainframes on ARPANET were of different architectures this usually meant at least two independently developed implementations, battle tested through experimentation on the real network. The RFC process would outlast the ARPANET itself, and become a lasting architecture of Internet governance institutionalized by the IETF (Internet Engineering Task Force), whose motto is: “We reject kings, presidents, and voting. We believe in rough consensus and running code.”
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        * * *

      

      In late 1969, the contractor BBN delivered the first IMPs to the initial four ARPANET nodes at UCLA, UC Santa Barbara, the University of Utah, and the Stanford Research Institute (SRI) in Menlo Park. Each IMP was a ruggedized Honeywell minicomputer, about the size of a refrigerator, painted blue, with special software to handle packet forwarding, error checking, and recovery.

      Researchers began writing the first host-to-host communications software. On October 29, 1969, UCLA graduate student Charley Kline attempted to send the very first host-to-host message from UCLA’s Sigma-7 mainframe to the SDS 940 at SRI; this was a test program that simply echo’ed back characters pressed on either end. He decided to type “LOGIN”. They successfully saw the “L,” and then the “O” at SRI’s end, but the system crashed as he pressed the “G” key.  The UCLA professor running the project loved to tell the story afterwards that the first message transmitted over the Internet was thus “LO”—as in “lo and behold!” 

      Writing software that allowed two computers to talk to each other on the early ARPANET was astonishingly awkward. There were no common rules, no shared formats, no agreed-upon expectations. Every application had to deal directly with the raw details of how an IMP wanted its messages structured, and every type of host machine behaved differently when packets arrived. A fast computer might fire data at full speed at a slower machine that was busy running a batch job; the slower host would simply get overwhelmed, drop packets, and crash.

      The IMPs themselves guaranteed delivery to each other—they used their own system of acknowledgments and retries—but that protection didn’t extend into the hosts. If the receiving program on a host machine hung or crashed, the sender had no way to know; it had to guess whether to resend the data or just give up, risking silent loss. There was no standard way to start or end a session, so a program couldn’t reliably ask basic questions like, “Are you ready?” or “Are we done?”

      Worse still, a host’s operating system had no way to tell which incoming packets were meant for which program. If a researcher wanted to run a terminal session and transfer a file at the same time, the packets from both would arrive jumbled together, because the system had no notion of “separate conversations.”

      What the network needed was a shared host-to-host protocol: a common layer of rules that any application could rely on to open a long-lived connection, send a continuous stream of data, and keep conversations separated and reliable. On the ARPANET, this protocol became known as NCP—the Network Control Protocol.

      NCP emerged from an intensely collaborative process within the Network Working Group, now preserved in the early RFCs—a paper trail that reads almost like a scientific lab notebook in public. RFC 1 first sketched the need for a common host-to-host layer; soon after, early attempts such as RFCs 9 and 11 (Gerard Deloche at UCLA) were revised and extended by others, with Vint Cerf’s RFC 22 adding improvements and Glenn Gregg’s RFC 23 pointing out what still didn’t work.

      A major turn came with Steve Crocker’s RFC 33, which proposed a fresh architectural foundation: sockets to separate applications, a formal handshake to open connections, and per-connection flow control through a credit scheme. The next cluster of RFCs—36, 37, and 38–50—capture the community reacting to Crocker’s model, debating issues such as reconnection, error codes, interrupts, and packet formatting.

      By mid-1970 the group produced the first “complete” specification in RFC 54, quickly followed by RFC 55, which reported working code jointly written at Harvard and UCLA. Subsequent RFCs, including 57, refined the design based on behavior observed on the wire, while alternatives such as RFC 60 (Richard Kalin at MIT) and RFCs 61–62 (Donald Walden at BBN) were proposed, debated, and ultimately set aside.

      Through 1970 and 1971, refinements continued—most notably in RFCs 66, 80, 123, and finally 239, which became the authoritative NCP specification. By the end of 1972, over thirty ARPANET host sites were running NCP. It gave applications a clean “connection” abstraction—reliable, ordered streams of data—freeing programmers from the low-level work of formatting packets, pacing transmissions, or retrying lost data.

      Even before NCP had fully settled, the Network Working Group began sketching the key applications they hoped the ARPANET would support. Remote login was at the top of the list: the ability for a researcher at one site to sit at a local terminal and interactively log into a distant computer, as if it were physically in the same room. An early proposal appeared in RFC 97, by Jim White (UCSB) and Virginia Strazisar (BBN), and the design evolved through documents such as RFCs 137 and 158, all written with the expectation that a reliable host-to-host protocol would soon exist underneath. Early prototypes ran atop experimental NCP implementations as they emerged.

      This remote-login service eventually became Telnet—a simple, standardized protocol that defined how a user’s keystrokes were sent to a remote machine and how that machine’s responses were returned to the user’s screen. Once Telnet stabilized, it finally solved Bob Taylor’s original headache about needing multiple incompatible terminals in his office: any ARPANET host could now be reached from a single terminal, regardless of the machine at the other end.

      File transfer was another early priority. Where Telnet let a user operate a distant computer, file transfer addressed the need to move data between machines. In RFC 114 (April 1971), Abhay Bhushan at MIT published the first version of the File Transfer Protocol, or FTP, laying out the basic commands for logging in, navigating a remote directory, and copying files across the network. Successive RFCs refined these ideas, leading to a reasonably stable specification by RFC 385 in 1972, and culminating much later in RFC 959 (1985)—the canonical form of FTP still in use today.
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      At the International Conference on Computer Communications in October 1972, the ARPANET had a kind of “coming-out” party: dozens of terminals connected by satellite and leased lines let attendees log into remote sites from a Hilton Hotel ballroom. Staffing the demo booth was Bob Metcalfe—then a bearded, 26-year-old MIT graduate student, an active member of the Network Working Group, and later the inventor of Ethernet. Like many of the young researchers around him, he believed deeply that the network they were building would change the world, and he could barely contain his excitement as he showed off remote login.

      He was asked to give a demo to a group of pin-striped AT&T executives. Standing behind him, they watched as he hopped from host to host. “I’m in UCLA!” he said. “Now I’m in Los Angeles. Now San Francisco. Now Chicago. Now Cambridge—Isn’t this cool?” And then, in the middle of it, the terminal froze. The on-site packet switch in the Hilton ballroom had crashed. It took Metcalfe only about ten seconds to reconnect, and the rest of the demo went flawlessly—but those few seconds were enough. When he glanced back, the AT&T executives were grinning widely at each other, laughing openly. Metcalfe could tell from their smug, smiling faces that the demo had only reconfirmed their biases that none of this was going anywhere.

      Remote login and file transfer had both been part of the original goals of the ARPANET project; what would emerge next to become the true “killer app” of the ARPANET took everyone by surprise. Ray Tomlinson, a BBN engineer, adapted the local UNIX “mail” program, which had existed before to allow users on the same host to leave messages for each other, to allow users to send messages to any host on the ARPANET. Senders now needed to specify not just a username but also a host name, so Tomlinson improvised the “@” symbol (username@host). This was the birth of e-mail. Email spread like wildfire amongst the ARPA research community. By 1973, 75% of all ARPANET traffic was email.

      After email took hold, group mailing lists appeared almost immediately. Many focused on technical topics: Network-Hackers for programming and protocol issues, MsgGroup for system-wide discussions of emerging standards, and Header-People, a notoriously unmoderated list where arguments about header formats regularly erupted into full-blown flame wars—the term flaming itself was coined here. In this small community of researchers, mailing lists became both a practical tool and a lively arena for debate.

      Despite ARPANET’s official research mission, users quickly turned these lists into social spaces as well. SF-Lovers, the first wildly popular off-topic list, hosted freewheeling discussions of science-fiction authors, Star Trek episodes, and other geek fixations; it grew so busy that users invented the “digest” format just to keep up. Other lists appeared for wine enthusiasts, hobbyists, and anyone who simply wanted to chat. Human-Nets took up broader questions about how networking might reshape society—threads that feel strikingly familiar today. Together, these lists revealed the earliest glimmers of the online culture to come.
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      By 1975, ARPA considered the research goals of the ARPANET project successfully achieved. ARPANET had expanded to roughly 100 individual host computers with several thousand users, consisting of computer scientists, graduate students, researchers at military, government, and university labs, and early system administrators and developers. It was no longer an experimental research project, and operating a growing communications network long-term was outside ARPA’s R&D charter. Recognizing that ARPANET would need to be handed off to an organization that could run it as an ongoing service, the Pentagon’s Office of Telecommunications Policy pursued a plan of selling ARPANET off to the private sector. 

      Larry Roberts approached AT&T executives with an offer to transfer the entire ARPANET over to them for free, with AT&T committing to assume operation of the network and expand it commercially, and with the government in turn purchasing network services back from AT&T for military and research use. Essentially the government was offering to pay AT&T to take over the network. AT&T convened a high-level meeting, bringing in experts from Bell Labs to evaluate the ARPANET technology and its compatibility with AT&T’s systems. This was to be AT&T’s last chance to take a leadership position in packet switching technology and potentially become the proprietor of what would eventually become the Internet. But AT&T management told Roberts they “couldn’t possibly consider it.”

      Bell Labs and AT&T management concluded that ARPA’s network was fundamentally “incompatible with their network” and “not something they could use or sell.” AT&T’s engineers remained unconvinced that packet switching would ever be robust enough, dismissing its early successes as insignificant and doubting ARPA’s team could make it work on a large scale; in their eyes, ARPANET’s design had “no place in a system designed for reliable, universal service.” The idea of trying to integrate ARPANET’s decentralized, packet-switched, computer-centric system into AT&T’s centrally controlled, circuit-switched, voice-centric system seemed impossible. 

      From a business perspective, AT&T saw little immediate profit, as in the early 1970s, data networking was a tiny niche. As Bob Kahn—an ARPA researcher who had previously worked at Bell Labs—explained, AT&T likely estimated only “maybe a few hundred organizations” in total might ever use such a network. They saw “no business there” and wondered “why should we waste our time” on a service with so few potential customers. The PC revolution that would deliver over a billion computers to average households from 1975-2000 all still lay in the future.

      Spurned by AT&T in its attempt to bring the ARPANET into the commercial sphere, in mid-1975 ARPA instead turned over operational control to the Defense Communications Agency, keeping it a government utility restricted to researchers and defense contractors for a while longer.
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      The success of packet switching on the ARPANET encouraged ARPA to fund several new experiments. In Hawaii, Norman Abramson and his team at the University of Hawaii built ALOHA, one of the first wireless packet networks, using UHF radio links to connect scattered terminals to a central computer in Honolulu. ARPA then sponsored a packet radio network, later known as PRNET, that carried these ideas into a military context. Radios mounted in vans and jeeps formed a mobile, self-organizing network—one of the earliest demonstrations of packet communication on the move, and a precursor to today’s Wi-Fi and cellular systems.

      Another ARPA effort, SATNET, pushed packet switching into space. Using an Intelsat IV satellite link, researchers created a transatlantic packet network linking teams in the United States, the United Kingdom, Norway, Germany, and Italy. For the first time, packet-switched communication spanned continents.

      Taken together, these projects showed that packet switching worked over almost any medium: phone lines on the ARPANET, radio in PRNET, satellites in SATNET. Each network solved its own problems, but none could talk to the others. The original challenge Bob Taylor had faced with incompatible computers now reappeared at a higher level: incompatible networks. The Pentagon wanted soldiers in the field using packet radios, units overseas connected by satellite, and researchers back home on the ARPANET to reach the same computing resources. That need sparked a new line of work: inter-networking protocols that could join these disparate systems into a single, unified “network of networks”—an Internet.

      Robert Kahn, one of the ARPANET’s key architects at BBN—a methodical, unflappable, and relentlessly clear-headed engineer—joined ARPA to take on this challenge. One of his first moves was to recruit Vint Cerf, the dapper, jacket-and-tie wearing regular of the Network Working Group, whom he had first gotten to know during the early IMP tests at UCLA.

      Because the ARPANET already had a working host-to-host protocol, NCP, their first question was simply whether it could be stretched to cover the new radio and satellite nets as well. It was the only model anyone had: hosts on the ARPANET used NCP to talk to each other, so perhaps NCP could be extended to let hosts across all three networks communicate in the same way. But the moment they tried to project NCP outward, its limitations became obvious. NCP had been tailored to a single, homogeneous network. ARPANET host numbers were simple integers, while PRNET and SATNET used entirely different addressing schemes. ARPANET assumed a fixed packet size of 1000 bytes; PRNET packets were far smaller, SATNET’s much larger. ARPANET’s low, stable latency made NCP’s flow-control assumptions workable; in PRNET, radio links dropped bursts of packets, and in SATNET delays were orders of magnitude longer. And in PRNET, nodes mounted on moving vehicles could join or leave the network at any moment.

      It was clear that NCP could not be stretched across three incompatible environments. The only viable path was to build a new layer above all of them—a universal internetwork layer that would let hosts communicate end-to-end regardless of what kind of network lay underneath. Each network—radio, satellite, or terrestrial—would continue to operate exactly as before. New devices, called gateways (later routers), would sit at the edges of each network, translating between the local format and the new universal one. The protocol suite that defined this layer became known as TCP/IP.

      At the lower layer, the Internet Protocol (IP) provided a universal packet format and addressing scheme. A router would receive an IP packet, wrap it in the local frame format of the next network, fragment it if necessary, and forward it one hop closer to its destination. IP offered only best-effort delivery: no guarantees of reliability, order, or speed.

      Above IP sat the Transmission Control Protocol (TCP), which supplied the reliability that IP lacked. TCP accepted a stream of bytes from an application, broke it into packets, and reassembled them on arrival, retransmitting any that were lost or corrupted. It also managed flow control so fast senders didn’t overwhelm slow receivers, and congestion control so the network wouldn’t collapse under heavy load. This structure reflected the emerging end-to-end principle: keep the network itself as simple as possible, and push intelligence and reliability to the hosts. IP provided universal addressing and best-effort delivery; TCP turned that unreliable substrate into dependable connections suitable for applications like remote login or file transfer.

      Together, TCP and IP solved the obstacles that had defeated NCP. IP removed the assumption of a single network by standardizing addressing and packet format. TCP handled reliability and flow control at the endpoints, allowing wide differences in packet size, latency, and error rates across ARPANET, PRNET, and SATNET. Just as important, the design was open-ended: any new kind of network—radio, satellite, or soon the emerging technology of Ethernet local area networks—could join the Internet simply by adding a router.

      In November 1977, Kahn and Cerf staged a decisive demonstration. An operator in an experimental packet-radio van driving along the Bayshore Freeway typed a message that hopped over a PRNET radio link to SRI’s gateway in Menlo Park, then across the ARPANET to BBN in Cambridge, then up through SATNET to an Intelsat IV satellite over the Atlantic, down to Sweden’s Tanum Earth Station, onward to University College London, and finally back across the ocean to USC. The packets had circled the globe and crossed all three networks—yet to the application, the entire journey was invisible. For the first time, the “network of networks” was not just an idea but a working reality.

      But proving the concept was only the beginning. The experimental networks—PRNET, SATNET, and their scattered testbeds—ran TCP/IP without much trouble, but the ARPANET itself still relied on NCP. And the ARPANET was no toy: it now connected hundreds of hosts across universities, laboratories, and government sites, each with its own operating system and local modifications. If TCP/IP was to become the Internet’s foundation rather than a research side project, the ARPANET would have to switch over entirely. That meant persuading every site to install new software, test it, and coordinate a simultaneous transition—something no one had ever attempted on a live, national-scale computing system.

      Resistance inevitably surfaced. Many sites were perfectly comfortable with NCP and hesitant to risk destabilizing their local systems. Others doubted the new architecture’s complexity or disliked gateways shifting routing intelligence out of the network core. Still others argued that the entire effort should wait for a more formal, internationally sanctioned standard—a view that would soon gather force in Geneva. Yet Kahn, Cerf, and the Internet research community pressed ahead, convinced that only a clean break would allow the network to grow beyond its research origins.

      By the early 1980s, ARPANET hosts were running TCP/IP alongside NCP, preparing for a coordinated switchover. ARPA set a firm date: January 1, 1983. The scale of what was being attempted was unprecedented—the entire known world of packet-switched networking was to change protocols in unison. But this was still a Defense Department project, and the Defense Communications Agency, which now operated ARPANET, mandated compliance. Non-conforming machines would simply fall off the network.

      On January 1, 1983—“Flag Day”—the switch was thrown. NCP was permanently turned off, and any host that had not migrated was cut off from the rest of the network. That moment is often celebrated as the “birthday of the Internet”: a single, coordinated rupture in which the old, siloed ARPANET gave way to a true network of networks—something larger, more ambitious, and open-ended.
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      But even as ARPANET flipped over to TCP/IP on Flag Day, a rival vision of networking was gathering force overseas. The International Organization for Standardization (ISO) had begun drafting a universal, top-down “Open Systems Interconnection” model—OSI—a seven-layer blueprint designed in meetings, committees, and formal documents. To its backers in European telecom ministries and major vendors like Digital, IBM, and Hewlett-Packard, OSI looked more legitimate than the Internet’s scrappy suite of protocols. TCP/IP had grown through running code, midnight tests, and informal RFCs. OSI, by contrast, came wrapped in the authority of an international standards body.

      Supporters of OSI saw TCP/IP as a temporary research artifact—an academic toy not fit for global adoption. OSI’s specs were abstract, meticulous, and, in Cerf’s words, “turgid beyond belief”—a pristine architecture defined on paper but largely untested in practice. It embodied an ivory-tower model of networking and a classic design-by-committee ethos: standards drafted in conference rooms and ballots long before real implementations existed. Meanwhile, TCP/IP had been implemented, broken, fixed, and hardened on running networks for more than a decade. The clash was philosophical as much as technical: OSI prized conceptual purity and formal correctness; TCP/IP embodied the rough-and-ready ethos of “running code,” refined through experience rather than decree.

      Cerf, now at MCI, spent much of the 1980s defending TCP/IP in ISO meetings, usually outnumbered by delegates who favored OSI’s formal, internationally sanctioned approach. He was not above a bit of theatrical trolling. At one such meeting, dressed as usual in his dapper suit and tie, Cerf opened his shirt like Clark Kent transforming into Superman to reveal a T-shirt reading “IP on Everything,” the earthy bathroom pun cutting through the room’s rigid decorum and belying his famously polished manner. Yet even with Cerf’s tireless evangelism, OSI looked poised to win. European governments, whose state-run telecom ministries set national standards, decreed OSI to be the sanctioned solution. Major vendors like IBM, Digital, and Hewlett-Packard formally adopted OSI instead of TCP/IP. Most striking of all, in 1988 the U.S. civilian government adopted OSI as its official standard for network interconnection—despite the Defense Department’s continued commitment to TCP/IP. For a moment, it seemed entirely possible that TCP/IP would be relegated to academia—a quirky research protocol superseded by a globally blessed alternative.

      OSI seemed unstoppable on paper. But over the next decade, the gap between paper and practice only widened. While OSI working groups continued to meet, revise documents, and polish their seven-layer diagrams, TCP/IP kept spreading on real networks, carried by grad students, system administrators, and engineers who simply needed something that worked. TCP/IP would run around the world as OSI was still tying its shoelaces. In 1989, as frustrations mounted, CERN engineer Brian Carpenter gave a talk titled “Is OSI Too Late?”—and the room gave him an ovation, a wry acknowledgment that the grand standard everyone was laboring over had already been overtaken by events in the form of TCP/IP’s unstoppable network effects. TCP/IP became the protocol stack that actually ran the world’s networks—the “standard gauge railroad track” of computer networking.

      The decisive battleground turned out not to be Geneva conference rooms but American universities, where a new, TCP/IP-based research network was about to explode in scale. The National Science Foundation, seeking to connect the nation’s supercomputer centers, would inadvertently tip the balance.
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      In the mid-1980s, the National Science Foundation began funding a set of supercomputing centers intended to serve scientists across the country. These machines—enormous, expensive, and scarce—were meant to be shared national resources. Unlike ARPA, the NSF had a mandate that stretched across every discipline, and that mandate gave it both the legitimacy and the budget to build something bigger than ARPANET: NSFNET, a high-speed, TCP/IP-based network for the entire academic community.

      NSFNET went live in 1986 with a modest core—five supercomputer centers and a handful of key university sites—but it spread quickly. Rather than connect every campus directly, the NSF funded a constellation of regional networks, each wiring up institutions in its area and feeding their traffic into the national backbone. It was an elegant, scalable design: the regionals handled local growth; NSFNET provided the long-haul trunk. ARPANET would be decommissioned in 1990, by which point NSFNET had quietly become the backbone of the Internet.

      By the time NSFNET began lighting up campuses, the local environment had undergone a revolution of its own. Ethernet—born at Xerox PARC and standardized in 1983—had become the default wiring scheme for computer-science departments and research labs. Universities that once connected a single mainframe were now wiring whole buildings with LANs. And because UNIX workstations shipped with TCP/IP as part of the operating system, plugging a department into a regional network didn’t bring one machine online—it brought hundreds.

      This explosion in connected hosts forced rapid evolution of the core TCP/IP ecosystem. ARP (RFC 826) let machines on Ethernet discover each other. DNS (RFC 1034) replaced the old ARPANET hosts.txt file with a distributed naming hierarchy. DHCP (RFC 2131) enabled dynamic assignment of IP addresses as campuses added more and more machines. Together with TCP’s reliable stream abstraction, these protocols allowed NSFNET to scale from dozens to tens of thousands of hosts with astonishing speed.

      By the late 1980s, the Internet was flourishing on university campuses. Email became woven into daily academic life. Labs that once shipped tapes by courier were now transferring files in minutes. Newsgroups and mailing lists created communities that spanned continents. The “Internet” was no longer an exotic research tool but an everyday presence—a thing graduate students discovered in late-night computing labs, and undergraduates encountered in dorm clusters or departmental basements.

      Yet even as the Internet was becoming a normal part of campus life, commercial access remained off limits. The NSF’s acceptable-use policy restricted backbone traffic to research and education, keeping the federally funded infrastructure from subsidizing business. Meanwhile, the PC revolution was exploding outside universities. Tens of millions of computers were entering homes and offices, but they couldn’t touch the Internet at all. Instead they flocked to the modem-based, dial-up “Walled Gardens”—closed networks accessible only to subscribers, like CompuServe, AOL, Prodigy, GEnie—each with its own flavor but all offering the same menu: news, shopping, email, forums, and real-time chat. 

      While Americans were logging in from dens and bedrooms, the Internet quietly sped beyond U.S. borders. The NSF contracted Sprint to extend TCP/IP links from the NSFNET backbone to major foreign research networks, enabling American universities to exchange data with European high-energy physics labs, national supercomputer centers, and overseas scientific collaborations. Soon France’s INRIA, Britain’s JANET, Canada’s CA*net, and the Nordic countries’ NORDUnet were all connected. And in Finland, the Finnish University and Research Network joined as well.

      It was within that Nordic academic network, in a corner of the University of Helsinki’s computing infrastructure, that a young student named Linus Torvalds would soon fire up an early Internet connection of his own—and launch a project that would crystallize a new, Internet-native pattern of global collaboration.
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      In 1991, in a small apartment in Helsinki, a 21-year-old computer science student named Linus Torvalds began experimenting with a new operating system on his personal PC. He was not trying to start a company or challenge the software industry. He was simply curious. Existing UNIX systems felt expensive, constrained, and unsatisfying, and writing his own seemed more interesting than learning someone else’s.

      From the start, Linux was shaped by the emerging culture of the Internet. Torvalds announced his early work on a Usenet newsgroup, exchanged ideas and bug reports by email, and distributed source code through FTP servers. What began as a personal experiment quickly became a collective one. Volunteers sent patches from university labs in Europe, hobbyist clubs in the United States, and home machines in Australia, each solving problems they personally encountered. Torvalds served as a calm center of coordination, reviewing and integrating contributions as the project grew. Linux would expand from a single developer’s experiment into the largest collaborative software project in history, sustained by hundreds of thousands of programmers around the world. 

      Linus Torvalds’ personality shaped how the project evolved. He had little patience for formal hierarchy, ideology, or process for its own sake, and preferred rapid, pragmatic decisions grounded in working code. Authority in Linux did not come from titles or committees but from demonstrated technical judgment. But the deeper lesson of Linux’s success was not about Torvalds alone. It revealed a scalable, Internet-native socio-technical pattern: a distributed, voluntary process in which a maintainer—or small core team—coordinates contributions from a global population of loosely connected peers. Participation was open, but integration was selective, with coherence enforced through review, iteration, and the steady accumulation of trust.

      Large-scale, loosely coordinated collaboration long predates the Internet. The Oxford English Dictionary, for example, was assembled over decades from millions of quotation slips submitted by volunteer readers around the English-speaking world. During the Enlightenment, the so-called Republic of Letters linked scholars through dense webs of correspondence, allowing ideas and manuscripts to circulate across national borders well before modern journals existed.

      Computing, too, had its own collaborative traditions. From the 1970s onward, UNIX source code circulated through mailed tapes, user-group newsletters, computer-club meetings, and conference exchanges. But these pre-Internet collaborations were slow, fragmented, and limited compared to what the Internet would unleash.

      The Internet exploded the scope of what was possible to achieve through loosely coordinated, bottoms-up collaboration. Digital networks drastically lowered the transaction costs of coordination, making it far easier for groups to self-organize and share work. This superpower is part of the Internet’s fundamental DNA, visible from its earliest beginnings in the RFC process and later in open-source software and collaborative platforms like Wikipedia.

      The legal scholar Yochai Benkler has argued this phenomenon, which he calls “commons-based peer production,” should be thought of as a novel and significant innovation of the Internet age, combining decentralized task execution, the harnessing of diverse volunteer motivations, and unique forms of governance separate from traditional property rights. Benkler argues that it constitutes a “third mode” of production: a peer of both the vertical integration of the firm and the decentralized coordination of the market via the price mechanism.

      In a very real way, the Internet through this mechanism began a remarkable cycle of accelerating its own development. Linux would become the operating system underlying many of the servers that powered its core services. Around it, a constellation of other open-source projects would form the essential software infrastructure of the Internet itself: Apache would run most web servers; Sendmail and Postfix would route most email; BIND would power the Domain Name System; and dozens of similar volunteer-built tools would become embedded in the internal machinery of rising Internet giants. The Internet massively accelerated the creation and refinement of its own key software layers.

      This kind of positive infrastructure feedback loop had precedents: during the construction of the U.S. Transcontinental Railroad, newly laid rails were immediately used to deliver the supplies needed to extend the line. And once a telegraph line was partially in place, telegraph messages were used to coordinate the installation of further segments. But in the case of the Internet, this effect was even more pronounced—the speed and global scale of its self-accelerating cycle unprecedented in history.
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      By the late 1980s, the NSF’s stance that commercial traffic must be prohibited by its “acceptable use” policy was weakening. Researchers collaborating with industry found the restrictions awkward and limiting. Businesses wanted Internet connectivity—first for email and file transfer, later for more general use; many were already experimenting with private TCP/IP networks. The regional networks that NSFNET funded started to feel caught in the middle, wanting to sell access to broader communities but still constrained by NSF’s policy.

      In 1991, the NSF finally relaxed its policy to allow “incidental” commercial traffic (for example, a researcher corresponding with a corporate partner or connecting to an online publisher). At the same time it encouraged the creation of separate commercial Internet backbones that could carry unrestricted commercial traffic. This dovetailed with deregulatory changes in the 1980s that opened long-distance and data communications to competition, forcing AT&T to lease lines to companies that could now sell Internet access. A commercial Internet market emerged: private ISPs interconnected with NSFNET but operated independently. Early providers like UUNET and PSI typically offered customers a Unix login shell with Telnet, FTP, email, and Usenet—a command-line “Internet stack” that, circa 1991, served as the network’s first mass-market toolkit (and the same one Torvalds used to begin Linux).

      The Internet, incubated and nurtured through its fragile early years by the U.S. government, now finally was ready to spread to commercial users outside academia and defense. And the timing proved uncanny: just as commercial access opened, a new protocol was about to appear that would ignite consumer demand and pull the Internet into everyday life—the World Wide Web.
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      Tim Berners-Lee, a soft-spoken British computer scientist working at CERN (the European particle physics laboratory) in the early 1990s, had long been fascinated by the idea of hypertext—documents that could point to other documents through embedded links. The basic concept had been explored for decades in systems like Douglas Engelbart’s NLS. These early hypertext efforts tended toward tightly structured, centrally managed systems, built around the assumption of a single coherent repository in which documents could be versioned, cross-referenced, and kept in careful alignment.

      Berners-Lee imagined something far less centralized and far more flexible. Instead of a single, curated store of hyperlinked documents, he proposed a loose federation of pages spread across many machines and connected over TCP/IP. He pitched it to his boss as a practical way to tame CERN’s chaotic sprawl of reports, software manuals, experimental logs, and lab notes. The WorldWideWeb would have no central registry, no authority to dictate structure, and no guarantee that links would keep working. Yet those very compromises made the system light enough to implement. By late 1990, Berners-Lee had working code for all the essential pieces: HTTP (for transferring documents), HTML (for structuring them), URLs (for identifying them), along with a web server and a web browser. It was, in his own understated phrasing, “a much less ambitious system—but one that worked.”

      Berners-Lee announced the project publicly and shared its source code via the alt.hypertext newsgroup on August 6th 1991. Within CERN, the response was tepid. Few colleagues saw the need. CERN had no shortage of information systems, and many viewed Berners-Lee’s creation as just one more. 

      Outside CERN, however, his architecture began to see uptake. Berners-Lee’s original graphical browser ran only on NeXT machines, with a text-only version available on other Unix variants; students and researchers began writing their own browsers for other platforms as well. Erwise had been written by a group of Helsinki undergraduates; Viola, by Berkeley’s Pei-Yuan Wei, introduced early scripting and forms; and Midas was built at SLAC. As the year 1993 began, there were on the order of a hundred websites in the entire world.

      At the National Center for Supercomputing Applications (NCSA) at the University of Illinois, 21-year-old student programmer Marc Andreessen, as a side project, hacked up a browser that he called Mosaic. Andreessen and a small group of student volunteers he recruited claimed an informal workspace in the basement of the NCSA building. There, fueled by large quantities of espresso, they fixed bugs and added small features late into the night, responding rapidly to user feedback as it arrived.

      Berners-Lee recalled: “Marc maintained a near-constant presence on the newsgroups discussing the Web, listening for features people were asking for, what would make browsers easier to use. He would program these into the nascent browser and keep publishing new releases so others could try it. He listened intently to critiques, almost as if he were attending to ‘customer relations.’ This was in total contrast to any of the other student developers. Marc was not so much interested in just making the program work as in having his browser used by as many people as possible.” Mosaic was much more of a product than the other student efforts—easy to download and install, requiring very little learning before you had point-and-click access to the Web. Mosaic soon got picked up more rapidly than any other browser. 

      Berners-Lee wanted to see browsers support document editing in addition to display (picture the whole web being more like Wikipedia, with the editing features built into the browser). He had wanted the web to be more of a collaboration tool than a publishing platform. He tried to persuade Andreessen and the other browser developers to focus on editing, but was dismayed when all of them rejected the idea; they were only interested in continuing to improve the display side. 

      Mosaic soon added what would become its killer innovation: inline images. In all prior browsers, it was possible to download images like other files, but there was no concept of images being presented embedded alongside text. This made the experience of browsing the web much more graphical. Berners-Lee “bawled out” Andreessen for this addition. Berners-Lee considered inline images a “road to hell,” tilting the web towards garishness and becoming a publishing medium for glossy magazines, rather than a participatory medium for scientific papers. But the web was out of Berners-Lee’s hands now. Andreessen listened to his user community and they loved images.

      Mosaic spread rapidly by word of mouth. Andreesseen recruited other student programmers to help out, with the team operating in a tight feedback loop with its user community, rapidly shipping new releases each week, and iterating based on the flood of email and usenet replies they were getting. Mosaic began curating links into “Whats New” roundups that users checked daily, adding about a link per day. By the end of 1993, the number of websites had grown to ~600 and Mosaic had been featured on the front page of the New York Times. By the end of 1994, the number of websites would exceed 10,000 and begin doubling every few months, not to slow down for several years.

      NCSA leadership saw that Mosaic was catching fire and soon, the informal basement crew found itself surrounded on all sides by project managers and administrators. Experienced full-time employees were assigned over the student developers. NCSA began requiring all Mosaic press quotes be cleared through management. Reporters were directed away from Andreessen and toward official NCSA spokespeople. Andreessen was shoved aside.

      After graduating in December 1993, Andreessen headed west—from the flat Midwestern prairie to Silicon Valley—without bothering to pick up his diploma.

      Shortly after settling into a new job at a Palo Alto based Internet security firm Andreessen received an email:

      
        
        Marc: You may not know me, but I’m the founder and former chairman of Silicon Graphics. As you may have read in the press lately, I’m leaving SGI. I plan to form a new company. I would like to discuss the possibility of your joining me.—Jim Clark.
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      Many people might have assumed Jim Clark would be a billionaire, or close to it, from his role as the sole founder of SGI, a company worth several billion at the time. SGI’s breakthrough 3D graphics machines were built on Clark’s own pioneering geometry-engine research at Stanford; SGI powered everything from advanced computer-aided design to the dinosaurs in Jurassic Park. But hardware was a brutally capital-intensive business, and SGI required round after round of venture capital to survive. With each dilution, Clark’s stake shrank. By the time he left, his ownership had fallen below 3 percent.

      Clark felt burned by the VCs, who had ended up with the lion’s share and left him with crumbs. Each financing round had created new equity pools doled out not to anyone building the product but CFOs, marketing VPs, layers and layers of “professional management.” A university professor by background, Clark had had little interest in running a large organization. Eventually the VCs installed a CEO of their choosing: Ed McCracken, a humorless and territorial executive who steadily sidelined Clark—censoring his public visibility, dismissing his strategic warnings, and occasionally showing open disrespect. When Clark left SGI, he had no idea what he wanted to pursue next, but he left with a feeling of having misplayed a hand, of wanting to do things differently and better next time. He wanted redemption. 

      Clark had been casting about for ideas in the interactive television space when he heard about Andreessen’s work on Mosaic. The NCSA team at this time often spoke as though Mosaic itself was the Web—describing things not as “on the Web” but “on Mosaic.” This bothered Tim Berners-Lee, who recalled: “it was becoming clear to me that the people at NCSA were attempting to portray themselves as the center of Web development, and to basically rename the Web as Mosaic.” From their first meeting, Andreessen convinced Clark that they should build a “Mosaic killer.” Clark embraced the idea immediately. The company would be called Netscape.

      Clark was determined to move fast, put the pedal to the metal and get this company to an IPO. He wanted to make sure the VCs would get the crumbs this time. They flew back to Illinois, recruited the original NCSA basement crew over pizza—offering each $65,000 and 100,000 shares—and two days later the whole group quit en masse and moved to California where Clark had already secured 11,699 square feet of office space for them. 

      Clark instilled a central cultural value of speed, which he called “Netscape Time,” later more widely adopted as “Internet Time.” This was an embrace of the new software paradigm of instant distribution and rapid iteration that the Internet enabled. This was the opposite of SGI’s slow hardware cycles. As Clark put it, “You didn’t build some physical thing… You conceived it in your head, produced it in a computer, and tossed it up for grabs on the Net.” Netscape worked around the clock toward a beta that loaded pages 10× faster than Mosaic and ran on Mac, Windows, and Unix simultaneously. Within months of incorporation, Netscape Navigator shipped to rave reviews and reached 18% browser share within two weeks, then 55% within a year. 

      The Netscape engineering team worked closely with the growing community of web developers to turn the browser into a true software platform. HTTP had been designed as a “stateless” protocol, which made things like logins or shopping carts impossible; Lou Montulli’s invention of cookies solved this by giving servers a way to recall user state. Secure transactions posed another challenge, since data sent over HTTP could be read in transit; Netscape implemented SSL, bringing public-key cryptography to the browser and enabling encrypted credit-card payments. To push the web beyond static HTML, Netscape hired Brendan Eich to design an in-browser scripting language; in just ten days he produced the prototype of what became JavaScript, which would evolve from a quick hack into the foundational language of the dynamic web.

      Formally, Netscape sold its browser under commercial licenses, but in practice it made personal use essentially free—fueling adoption while collecting revenue from companies, universities, and government agencies. The bulk of its income came from these institutional browser licenses and from complementary server software. Despite the consumer excitement, Netscape operated more like an enterprise software company. In 1994 it booked about $1 million in revenue; by the first half of 1995, revenue had surged to $16.6 million. The company remained unprofitable—posting a roughly $1.6 million loss in that same period—but investors were unfazed. With Internet usage exploding and Navigator emerging as the de-facto gateway to the web, growth mattered more than earnings.

      Jim Barksdale, an experienced executive with a strong reputation from his time as COO of FedEx and CEO of McCaw Cellular, was hired as CEO of Netscape in early 1995. Barksdale brought some critical corporate credibility to Netscape ahead of their IPO roadshow; Andreessen was only 23, and Clark, while respected, had a reputation as a maverick. Barksdale’s presence made it much easier for Morgan Stanley and Wall Street investors to take Netscape seriously. 

      The multi-city Netscape IPO roadshow, featuring “Clark, Bark, and Mark,” projecting simultaneously vision, gravitas, and youthful genius, was a sensation. Netscape’s preliminary prospectus indicated an initial range of $12-14 for 3.5 million shares, but as demand built, Morgan Stanley lifted it to $21, then $24, then finally $28 while also upsizing the deal to 5 million shares. In the weeks leading up to the IPO, callers to Charles Schwab’s phone system were greeted with: “Welcome to Charles Schwab. If you’re interested in the Netscape IPO, press one...”  On IPO day, August 9, 1995, demand was so lopsided that it broke the Nasdaq order book, with the open delayed for nearly two hours before an orderly first print could be made. When trading began, shares opened at $71, traded as high as $75, then closed at $58.25, valuing the company at $2.1 billion.

      Netscape became the “Leeds & Manchester” success story—the opening salvo for the boom times to come.
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      In the wake of the Netscape IPO shockwave, analysts, bankers, and venture capitalists started scrambling to find “the next Netscape.” Venture capital began pouring into anything Internet-related, and a gold rush of dot-com startups began raising big rounds and experimenting with different revenue models.

      One of the biggest problems to be solved on the early web was simply finding what websites existed. Tim Berners-Lee himself had maintained a list of links to other sites on the very first web page, then later a “WWW Virtual Library” with subject-specific pages maintained by volunteers; the Mosaic team had maintained curated “What’s New” and “What’s Cool” lists pointing to notable new sites. Yahoo! was started by two Stanford Ph.D. engineering students who as a hobby began curating a hierarchically organized directory of website links. Their directory, hosted on a fast Stanford server, spread entirely by word of mouth and by September 1994 was receiving 50,000 hits a day. 

      When Netscape launched, it featured a prominent “Net Directory” button in its main menu which led to Yahoo, simply because it had become the most popular directory site at the time. Within a few months, Yahoo was at a million hits per day, but its founders were unclear on how a business could be created from this popularity, since they were sure no one would pay for the service. Then the banner ad arrived.

      In October 1994, the very first banner ads were tested on HotWired.com, a short-lived online & multimedia spinoff of Wired magazine. Replicating the model of its print parent, advertisers sponsored content sections for a flat fee. It wasn’t even clear initially what should happen when a user clicked on an ad, since few corporations had websites at that point, but launch sponsors AT&T, Sprint, Volvo, and MCI soon put up landing pages. These first banner ads saw astronomical click-through rates near ~45% for the first few weeks (in the modern web era, 0.5% is considered a blockbuster for a banner ad). The click through rates for these non-targeted, generic “digital billboard” style ads would be on a grinding one-way path downwards from here, as the novelty factor wore off and “banner blindness” set in, but for the time being, explosive user growth papered over this fact. This seemingly phenomenal success prompted other major sites to adopt the banner ad model, including Yahoo. This advertising model proved incredibly lucrative for Yahoo early on, and by the end of 1996 the site had 550 advertisers, including major corporations like Coca-Cola and Wal-Mart, and $20 million in revenue, growing quickly. Yahoo IPO’ed in April 1996 at an $850M valuation after a 154% first-day pop, even more than Netscape’s celebrated first day. Yahoo’s success quickly inspired rivals such as Excite and Lycos, which pursued the same vision of a hierarchically organized, all-purpose “jumping-off” point for the web. This was the beginning of the portal era: the notion that, just as people began their day with a newspaper or a favorite TV channel, they would begin their time online at a single gateway site that aggregated everything they needed.

      Amazon, founded by Jeff Bezos, helped define the e-commerce category, starting with books—a category well-suited to the Internet because no physical store could stock millions of titles. It popularized core ideas like the online shopping cart and user reviews. The company operated from Bezos’s garage, with doors propped open for ventilation and desks made out of old doors bolted to sawhorses. In the company’s earliest days, a bell would ring in the office every time a customer placed an order—until the noise became constant and they had to turn it off. By the time of its 1997 IPO, revenue was growing at nearly 900% year-over-year. 

      The Internet showed it could unlock entirely new kinds of transactions. eBay, founded by Pierre Omidyar in 1995, created a new kind of peer-to-peer marketplace, where individuals could auction off collectibles, antiques, or just about anything to one another. Its clever use of user ratings and feedback systems helped solve the central problem of trust between strangers, while eBay took a small cut of each transaction. PayPal emerged as the de facto way for buyers and sellers to transfer money online, becoming so essential to eBay’s ecosystem that eBay ultimately acquired it in 2002.  Priceline, launched in 1997, pioneered a “name-your-own-price” system for airline tickets and hotel rooms, flipping the usual dynamic by letting customers bid for unused inventory. 

      Beyond commerce, a wave of early services showed how the Internet could become personal and social. GeoCities and Tripod let ordinary users carve out small corners of the web, creating pages in themed “neighborhoods” that made the internet feel like a community of communities. Hotmail, launched in 1996, brought email into the browser for free, spreading virally through the taglines added to every outgoing message. These services hinted that the Internet was not just a marketplace but also a stage for self-expression and connection.
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        * * *

      

      As the open web exploded with free content, the walled gardens—AOL, CompuServe, Prodigy, and others—responded by adding web browsers to their proprietary software. AOL was among the first to pivot, allowing its subscribers by 1995 to click into a “World Wide Web” tab and browse any site over their dial-up AOL connection. CompuServe and Prodigy followed later and more reluctantly, wary of steering users away from their own paid content. In effect, these services began to morph into Internet Service Providers (ISPs), though users still paid by the hour (AOL charged $9.95 for five hours, then $2.95 per additional hour).

      That changed after the 1996 Telecommunications Act, which required incumbent phone companies to lease their local lines to competitors at regulated wholesale rates. Before the Act, independent ISPs had to rent those lines at per-minute costs; afterward, they could secure bulk access at flat rates. A wave of newcomers like EarthLink and NetZero entered the market, offering unlimited dial-up for a simple $19.95 a month.

      This one-two punch—an open web overflowing with free material, and cheap, flat-rate connectivity—obliterated the old economics of the walled gardens, whose paid, time-metered content now looked meager beside the vast, ever-expanding web. Most of the early walled gardens—CompuServe, Prodigy, GEnie—couldn’t survive this transition. Their metered economics and proprietary content suddenly looked obsolete, and they began to fade. Only America Online adapted quickly enough to thrive in the new environment. AOL shifted its messaging entirely from “a private online service” to “the way you get onto the Internet,” effectively reframing itself from content provider to Internet gateway for the masses: “training wheels for the Internet”. 

      Under Chief Marketing Officer Jan Brandt, AOL embraced an Internet-centric mass-marketing campaign for the ages, carpet-bombing American homes with free compact discs through the postal service. Millions of Americans caught the glint of shiny objects tucked between their bills and supermarket flyers, bearing AOL’s triangular logo with the promise of “50 Free Hours on the Internet!” in cheerful, san-serif blue. AOL distributed more than 1 billion CDs during this time period; at its peak, up to 50% of all CDs produced worldwide carried the AOL logo. Though this sounds like madness, Brandt’s only concern was that AOL’s competitors would catch on to how stunningly effective it was: the initial mail campaign generated an astounding 10% response rate, and the subscriber growth it drove was explosive, with AOL going from 200,000 users at IPO in 1992, to 1 million in 1995, to 5 million by 1996, to 17.6 million by 1999. Additionally, as banner ads took off, AOL was uniquely positioned to sell them across its massive internal network and later across the web. AOL became seen on Wall Street as a unique hybrid of an ISP boasting stunning subscriber growth as well as a content portal with massive audience and ads revenue. This hybrid story was catnip to analysts, and AOL’s stock soared.

      The irony was that underneath the surface, AOL’s capitulation to flat-rate pricing had killed its golden goose of overage charges—under which many users had been paying $50, $60, $70 a month previously. This was undermining its profit margins, and banner ads would not prove sustainable in the long term. But the incredible user growth papered all this over for a time.
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      After Netscape’s IPO, Wired splashed the headline “Why Bill Gates Wants to Be the Next Marc Andreessen.” Reporters cast Andreessen as Gates’s successor, and he fanned the rivalry by claiming the browser would become the new operating system, turning Windows into “a mundane collection of not entirely debugged device drivers.”

      Gates had indeed been slow to grasp the Web’s significance. Through 1994 he remained focused on the “Information Superhighway,” a top-down, television-centric vision championed by cable and telecom companies. His 1995 book The Road Ahead barely mentioned the web at all. But by mid-1995, the tide turned. Gates wrote his “Internet Tidal Wave” memo, which called the Web “the most important single development since the IBM PC” and named Netscape as the rival Microsoft “must match and beat.”

      Gates scaled Microsoft’s browser efforts with astonishing speed. The Internet Explorer team grew from six developers in late 1994 to more than a hundred by 1996, and by 1997 more than a thousand people across Microsoft were working on browser-related technologies. Under Paul Maritz’s new Internet Platform division, teams worked punishing hours, shipping three major IE versions in two years. Microsoft poured over $100 million annually into Internet Explorer and, by late 1998, had overtaken Netscape in market share.

      One of Microsoft’s most potent tactics was bundling Internet Explorer with Windows, using Windows’ ubiquity to put IE on virtually every PC. When Windows 95 shipped in July 1995, it came with IE 1.0 preinstalled, and Microsoft’s license agreements with OEMs (the PC manufacturers—Compaq, Dell, HP, and others) forbade them from removing or altering any part of the Windows interface, including the browser. That guarantee of placement made it far harder for them to pre-load Netscape. Giving IE away for free—and later integrating it deeply into Windows—directly undercut Netscape’s business model, which still depended on selling browser licenses. As platforms chief Paul Maritz bluntly put it, Microsoft intended to “cut off Netscape’s air supply” by eliminating its revenue base. Gates himself drove the point home in 1996: “Our business model works even if all Internet software is free. We are still selling operating systems. What does Netscape’s business model look like if that happens? Not very good.” The Justice Department later highlighted this remark in its antitrust case.

      Microsoft paired its distribution power with an aggressive technical strategy summarized internally as “embrace, extend, extinguish”: adopt popular web standards, extend them with proprietary features tied to Windows and IE, and weaken competitors’ ability to stay compatible. Internet Explorer became not just the default browser, but the browser that websites increasingly targeted first.

      Because Windows was the gateway to nearly all PC users, Microsoft used its leverage over OEMs to suppress Netscape’s distribution. Its Windows 95 licensing terms barred PC manufacturers from removing the Internet Explorer icon or adding boot-up customizations that promoted competing software. OEMs had little choice but to accept: Windows was indispensable, and most feared the support burden and customer confusion of shipping two browsers. After Compaq struck a deal with AOL to place a Netscape icon on the desktop and simplified the interface by removing Microsoft’s MSN and IE icons, Microsoft threatened to revoke Compaq’s Windows license—the nuclear option against its largest OEM customer. Compaq quickly capitulated and no OEM had the temerity to feature Netscape prominently again.

      The “browser war” tactics employed by Microsoft were so effective that by the end of the 1990s, Netscape’s market share had collapsed, and Internet Explorer commanded well over 90 percent of desktop browsing. In late 1998, Netscape was acquired by AOL for $4.2 billion, quite a good price given their position, but still an ignominious outcome to many. Being swallowed up by AOL, the “training wheels for the Internet,” was hard for much of the original Netscape team to take. “I mean, OK . . . Microsoft? A worthy opponent!” said original Netscape engineer Aleks Totic. “Did they fight fair? No, they did not. But… it’s understandable. Now, being in a market where Netscape got sold to AOL? That was just depressing.” 

      In 1998, the U.S. government filed United States v. Microsoft, alleging that Microsoft had unlawfully leveraged its operating-system dominance to disadvantage competing browser vendors. The trial culminated in a 2000 ruling ordering Microsoft split in two—an extraordinary remedy later overturned on appeal. The final 2001 settlement stopped short of a breakup but imposed years of oversight and restrictions on Microsoft’s business practices. Though still immensely profitable, Microsoft emerged more cautious, bureaucratic, and inward-looking just as a new generation of Internet-native companies was taking shape. Its stock entered what is called its “lost decade,” languishing in a range as new Internet empires were built.
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      The late 1990s saw an unprecedented build-out of core backbone Internet infrastructure. The long-haul fiber optic backbone builders—MCI, Qwest, Level 3, Global Crossing, Sprint, AT&T, and others—raised hundreds of billions during the boom to do the hard, physical, capital-intensive work of laying fiber optic cable. Crews with backhoes, bulldozers, and horizontal-boring machines carved trenches along railroad rights-of-way and highways. Offshore, cable-laying ships spooled thousands of kilometers of fiber onto the seabed, with divers or submersible plows burying it under sand and rock to protect it from anchors and fishing nets. 

      This was a grand-scale infrastructure project, not unlike the Transcontinental Railroad, the electrical grid, or the Interstate Highway System. But instead of unfolding over decades, as those earlier systems did, it was massively accelerated—compressed into just five or six years, with telecom companies deploying that capital in a short, furious burst of investment.

      Unlike its predecessors, which relied heavily on public financing—the railroads subsidized by federal land grants, rural electrification driven by New Deal programs, and the Interstate entirely planned and funded by the federal government—the telecom boom was almost wholly private. In sheer scale, it rivaled or exceeded most of what came before it: the great railroad manias mobilized only a few billion 19th-century dollars (roughly $30–50 billion today), and the U.S. electrical grid absorbed on the order of a few hundred billion dollars (in today’s terms) spread gradually over more than half a century. Only the Interstate Highway System was larger—about $114 billion in 1950s dollars, or more than $500 billion today—but that investment unfolded over 35 years. The 1990s telecom surge, by contrast, was a frantic, market-driven race, financed through stock offerings and high-yield debt—compressed into “Internet time.”
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        * * *

      

      This great fiber optic buildout of the 1990s could proceed on this gold-rush timeline because the science and engineering of fiber optics was already mature, the result of many decades of incubation. The use of light to transmit communications has a history going back to antiquity: Greek watchtowers relayed messages via signal fires, the Romans and Chinese used mirror signaling for similar purposes. In 1880, Alexander Graham Bell demonstrated a “photophone” that transmitted speech by modulating sunlight using a mirror, but its exquisite sensitivity to weather, atmospheric turbulence, and line-of-sight alignment made it impractical.

      The basic scientific foundations of the laser—a critically important general purpose technology in its own right—go back to Einstein’s 1917 paper introducing stimulated emission. From the first working ruby laser in 1960, labs attempted photophone-like laser-based communications through the air, which did work but remained impractical due to weather and alignment challenges. 

      The breakthrough for fiber optics was the concept of guiding the laser light within glass. A core of higher-index glass, clad in lower-index glass, traps the light by total internal reflection—even around bends, if you respect a maximum bend radius. Early fibers were far too lossy to be practical. Charles Kao and George Hockham, in 1966, identified the culprit—impurities—and quantified the goal for practical long-distance communications: ultra-pure silica with loss below ~20 dB/km. Corning met that challenge in 1970, producing low-loss silica fiber with 16-17 dB/km loss, and, over the next decade, losses would be pushed down to ~0.2 dB/km. 

      With the glass purity problem solved, in the 1980s Bell Labs solved the “system” problems of making components to generate and receive the light, building and refining continuous-wave semiconductor lasers, optical detectors, and amplifiers. All of this science & technology accumulated in the great stockpile. By the early 1980s AT&T was deploying fiber optics for its long-distance voice backbone, though still in circuit-switched fashion, simply using fiber as a faster, lighter, higher capacity wire, giving each voice channel a fixed time slot in a repeating schedule (“time-division multiplexing” or TDM). By the time the need for mass deployment of fiber for the packet-switched Internet came, the technology was ready; all that was needed by that point was the capital and the will.
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      The great tubes of fiber-optic glass that made up the Internet’s infrastructure were every bit as physical as the iron rails of the steam era. The deployment of fiber for the Internet required immense logistical coordination and rugged equipment. Construction crews used heavy-duty rock saws and trenchers to cut paths for buried fiber along highway rights-of-way. In open plains, they employed plows, sometimes attached to trains, to rapidly lay conduit. In urban areas, laying fiber meant night trenching in city streets or threading cables through existing utility ducts. Crews had to contend with varied terrain—boring under riverbeds and blasting through mountain passes—much as railroad builders had to tunnel and bridge their way across the continent. It was physical, gritty work: backhoes digging trenches, reels of cable unwinding into pits, technicians splicing glass strands in trailer labs, and regenerator huts sprouting every 40–60 miles to amplify optical signals across the heartland.

      Often, fiber cables were laid alongside railroad tracks, mirroring the paths of 19th-century railroads, just as telegraph cables once did; the iron rails and copper wire that bound the nation were now paralleled by glass threads carrying light. Qwest Communications was originally a railroad subsidiary, and it leveraged its old rail rights-of-way to lay fiber. It deployed a custom-built, 76-ton rail-mounted plow that could bury multiple conduits 4–5 feet deep alongside the tracks, laying about 8 miles of pipe per day. By mid-1999, Qwest had completed a 16,000-mile fiber-optic network reaching 125 U.S. cities and Mexico. This coast-to-coast network was built astonishingly fast—essentially in just a few years—and Qwest’s marketing proudly invited customers to “Ride the Light” on its new digital railroad.  Sprint had also had its roots in the railroads, born from Southern Pacific Railroad internal telegraph network. Sprint had already built a national long-distance network, but continued to modernize and expand its fiber backbone in the 1990s, participating in major intercity routes.

      Level 3 Communications was a startup backed by construction giant Kiewit, which endeavored to be the low-cost bandwidth provider by building differently. As it constructed its nationwide backbone in the late ’90s, Level 3 didn’t just lay one or two conduits—it buried 12 empty conduits alongside its fibers, anticipating easy expansion in the future. The idea was that new fiber could later be blown through these spare ducts at a fraction of the cost of digging new trenches. By January 2001, Level 3 had finished its own 16,000-mile U.S. fiber network and was serving 60+ cities across the U.S. and Europe. Level 3 alone spent over $10 billion on construction by 2001, an extraordinary sum for a newly founded carrier.

      From 1998–2001, Global Crossing’s cable-laying ships zigzagged across oceans, unspooling thousands of miles of fiber-optic cable along the seafloor. The company spent nearly $15 billion in five years to construct “the most far-reaching and up-to-date fiber network in the world,” spanning 100,000 miles and 27 countries. Global Crossing wasn’t alone. Other consortia and firms—FLAG, Level 3, 360networks, Tyco, MCI/WorldCom, Sprint, AT&T and more—all participated in the submarine cable boom. Since 1995, the world has added nearly a million miles of undersea fiber cables—enough to wrap around Earth about 40 times.

      Laying a submarine cable is a remarkable fusion of high-tech engineering and blue-water seamanship. The work begins long before a ship leaves port: survey teams map the seabed in painstaking detail to chart a route that avoids undersea volcanoes, reefs, earthquake faults, steep ridges, strong currents, and even whale migration paths.

      The cable itself is deceptively slim—only 3–7 cm in diameter, about the thickness of a garden hose—yet engineered for the deep ocean. Inside sit hair-thin glass fibers wrapped in insulation, copper conductors to power repeaters, steel armor, and waterproof jacketing. Near shore, where anchors and trawlers are a constant threat, the armor thickens—sometimes to several layers—to withstand abrasion, impact, and even the occasional curious shark.

      Specialized cable-laying ships carry thousands of kilometers of this cable coiled in giant tanks below deck. Guided by GPS and the earlier surveys, the crew feeds the cable out in a controlled descent. In deep water—sometimes miles down—it simply settles on the seabed, held in place by its own weight and the calm of the abyss. Closer to shore, where the hazards multiply, an underwater plow or remotely operated vehicle (ROV) carves a narrow trench and buries the cable a meter or two below the surface. The vessel creeps forward at roughly 10–12 kilometers per day, with crews constantly monitoring tension and position; even a minor snag can be costly, so the cable is laid with near “jewel-like precision” to avoid it ever catching on an undersea ridge.

      Every 50–100 kilometers, the line incorporates a hermetically sealed optical repeater—a cylindrical amplifier that boosts the light signal so it can travel thousands of kilometers without degrading. Each repeater must work flawlessly for decades in a place no human can reach without mobilizing another ship, making their placement and testing among the most exacting steps in the entire operation.

      Near shore, the operation turns delicate. Small boats and divers shepherd the cable through the shallows, easing it around rocks or coral before pulling it onto the beach and threading it into a buried conduit. The landing is a celebratory moment—teams often photograph the big cable coming out of the surf like a sea serpent, with hard-hatted engineers and sometimes local dignitaries on the beach present to witness the newest strand in the world’s communications web coming ashore.

      In the face of this roaring, capital-fueled expansion of packet-switched fiber, the old telephony infrastructure increasingly looked out of step with the future. After years of resistance, AT&T, like every other telecom, was ultimately compelled to adopt packet-oriented technologies in its backbone rather than relying purely on circuit-switched links. This shift was incremental and hedged; AT&T did not capitulate in a single moment, but gradually shifted with the rest of the industry towards IP-based telephony and packet switching infrastructure. Even into the 2000s, a large share of its traffic, especially voice, still was carried over circuit-switched paths, and many services such as leased lines and T1s relied on circuit paradigms. For years, AT&T ran hybrid networks: packet cores interfacing with legacy circuit trunks, and gateways translating between IP voice and TDM (time-division multiplexing) telephony.

      Over time, as capacity, demand, and cost economics shifted, AT&T deployed newer packet-based subsystems alongside the old, then gradually migrated more traffic onto them. The pattern was exactly the same as the way telephone infrastructure gradually subsumed telegraph infrastructure: voice became just another type of packetized data. Essentially all modern voice traffic is now carried via packets, marking the absolute triumph of the packet-switching concept.
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      The year of 1999 marked a turning point into the mania phase of the Internet bull market. Using the British Railway Mania as a benchmark, almost everything about the Internet mania was bigger, wilder, and more extreme. The Nasdaq’s rise and fall dwarfed the percentage swings of the Railway Mania (a 260%+ gain in 17 months, versus ~120% in two years for British rails, and a 78% crash vs ~50% in the 1840s bust).  That’s just the broad index; individual stocks saw much higher swings.

      The year 1998 had already seen eye-popping gains for web companies, with Yahoo, AOL, and Amazon closing 1998 up 584%, 593%, and 970% respectively. But 1999 would crank the hysteria to new heights. In 1999 alone, the Nasdaq Composite index surged a further 85–86%, and there were large-cap tech stocks that individually jumped over 1,000%. VeriSign saw gains of ~1,165%, F5 Networks 1,012% and telecom firm Qualcomm exploded by 2,619%.

      The hawkers and alley-men of the Railway Mania that had peddled scrip on dark streets were in this mania lit up and interviewed for the cameras of cable television, with CNBC covering the stock market like a spectator sport, analysts competing to issue the most audacious price targets.

      Fueling the frenzy was very real, very rapid growth in Internet adoption and traffic. Internet use among U.S. adults had gone from 23% in 1996 to 52% by 2000, crossing the perilous chasm in the technology-diffusion curve from “early adopters” to “early majority”. There were 16M Internet users globally in 1995; 36M by 1996; 70M by 1997; 147M by 1998; 248M by 1999; 361M by 2000. Internet traffic surged as well, climbing from 0.02 petabytes/month in 1994 to 28 petabytes/month by 1999, a 1,400x increase, showing not just more users, but dramatically more activity per user.

      By the late 1990s, Internet use had seeped into everyday life. Email by this point had become near-universal in workplaces. AOL Instant Messenger was becoming the social backbone of American teen life. It was increasingly common to book travel or apply to jobs online. The music file-sharing service Napster swept across American college campuses, enabled by fast university Ethernet networks. Its explosive adoption revealed a deep, latent demand for digital media—one that would flourish off-campus only later, with the rise of home broadband.

      IPOs had already looked hot in 1998, with 42 companies raising a total of $2 billion; but in 1999, a staggering 289 dot-coms raised approximately $24.7 billion, followed by 86 just in the first three months of 2000, accelerating into the March 2000 market top. Just as the British Parliament in 1846 had rubber-stamped a final speculative burst of railway lines, Wall Street in 1999-2000 rubber-stamped any firm with a “.com” suffix. These IPOs occurred at increasingly outrageous multiples, with scant revenue and negative earnings, using abstract metrics like "eyeballs," "mind share," and "stickiness," yet on average were closing 90% above offering on day one.

      While dot-coms captured attention with websites, e-commerce, and consumer brands, the bubble in the telecoms—the companies laying the physical rails of long-haul fiber optic cables, data centers, switching gear—was actually larger in total capital raised.  Firms like WorldCom, Global Crossing, Qwest, Level 3, and equipment suppliers Lucent and Nortel all saw their stock prices and debt levels skyrocket. Nortel was so inflated that it comprised over one-third of the entire Toronto Stock Exchange’s value. Banks underwrote debt and equity at never-before-seen levels to fuel the network expansion. The frenzy for growth led to wild merger binges: telecom companies engaged in over $800 billion of M&A deals in 1999 alone, rolling up networks to achieve greater scale.

      In the late 1990s, Venture Capital firms had raised record funds. By 1999, U.S. VC investment had swelled to $100B+ annually, several times larger than just a few years earlier. VC poured money into customer acquisition at any cost, which often meant heavy portal ad buying. This created a circular economy: startups used VC dollars to buy ads on Yahoo/Excite/AOL, whose valuations rose, which made Wall Street more excited about Internet companies in general, which made it easier for VCs to raise and deploy more capital.

      VC money was thus wildly inflating banner ad revenues across all the portals, but AOL became the apex predator of this self-referential, circular money loop. In a world where dot-coms were desperate to show growth, AOL’s homepage and network became the gatekeeper to mass traffic; teams of ad deal-makers inside AOL—nicknamed the “hunter-gatherers”—descended on startups like predators, extracting every last dollar they could with their leverage. One executive recalled being forced to hand over “every last dollar we had in the bank and 20 percent of our company”; another said AOL demanded 30 percent and gave only 24 hours to respond, threatening to go to a rival if refused. DrKoop.com, fresh from an $85 million IPO, immediately turned around and paid $89 million to AOL for a 4-year content partnership; eBay ponied up $75 million for a four-year auctions exclusive; long distance carrier TelSave forked over $100 million. In essence, AOL monetized venture capital itself, as each new round of VC funding helped prop up AOL’s ad revenues, which in turn justified its skyrocketing stock price—a self-feeding illusion of value creation. By 1999, AOL’s market capitalization hit $150 billion, surpassing Disney, IBM, General Motors, and Boeing combined.

      The fraudsters of the Internet era would prove themselves far more brazen than their counterparts in the Railroad era. Telecom carriers routinely engaged in circular “bandwidth swaps,” selling each other identical units of unused fiber at offsetting prices. No traffic ever flowed, no customer ever existed, but both parties booked the “sale” as revenue—an almost perfect replay of the Victorian railways’ reciprocal-traffic schemes used to inflate ton-miles. The circular self-dealing of the railway directors, who would hire affiliated construction companies they themselves owned was hardly less brazen than the “vendor financing” gimmicks of Lucent and Nortel, which extended billions in credit to small startups to purchase their own networking equipment.

      Just as notorious “Railway King” George Hudson built an enormous railway empire almost entirely through acquisition and consolidation rather than actually laying track, the new bandwidth “king” was Bernie Ebbers, CEO of WorldCom. After swallowing MCI and UUNet, WorldCom briefly carried roughly half of global Internet traffic—an empire assembled almost entirely through acquisition and financial engineering rather than on-the-ground network-building. By 1999, WorldCom’s market value reached about $180 billion, placing it among the top 5 publicly traded companies in the United States; after the bust in 2002 it would become notorious as the largest fraud in U.S. history, with $11 billion in falsely capitalized expenses. “Railway King” George Hudson at least could claim to have operated in an immature Victorian era prior to the standardization of accounting norms; the WorldCom fraud was committed in the full glare of financial maturity. And unlike Enron (often mentioned in the same breath as WorldCom, since both contributed to the downfall of the same auditor Arthur Andersen), which had deceived using a complex, byzantine structure of special-purpose-vehicles, WorldCom simply reclassified billions in expenses with almost no supporting documentation. This was not subtle or sophisticated, it was very much blatant and “in your face.”

      At the March 2000 market peak, total outstanding margin debt among NYSE brokers stood at $279  billion—the highest on record. The NASDAQ peaked at $5,048.62 on March 10, 2000, a high it would not reclaim until fifteen years later, in April 2015. The dot-com bubble popped first. The companies most dependent on continued financing injections were the first to go, their cash reserves dwindling with no further funding available. Pets.com, famous for its sock-puppet mascot and Superbowl ad, had just gone public in February 2000 but was shut down by November. Webvan, which had raised nearly $400 million to revolutionize grocery delivery, filed for Chapter 11 bankruptcy in July 2001. eToys.com, once valued more than Toys ‘R’ Us with its stock over $80 at peak, plunged to pennies and declared bankruptcy in early 2001. Kozmo.com, a startup offering free one-hour delivery of nearly anything, had expanded to multiple cities, happy to send a bike courier to you at no charge for a single pack of gum, canceled its IPO and abruptly closed its doors in 2001. Within months, hundreds of dot-coms went bankrupt. Once-crowded tech offices were suddenly abandoned en masse. One employee of Excite@Home recalled visiting its old network operations center in 2001 and finding a post-apocalyptic scene, the once bustling center now cavernous and deserted, strewn with assorted equipment left to be carted to auction, huge projection screens forlornly flickering “No Signal.” Gluts of barely-used IT equipment and office furniture like the popular $800 Herman Miller Aeron chairs were unceremoniously dumped onto secondary markets.

      The telecom bubble burst shortly after, in a slower but even more spectacular fashion. The glut of excess fiber optic cable was immense, and the companies that built it were drowning in debt. The scale of the overbuild was extreme—far beyond the railway era. During the Railway Mania, mileage of track was 2-3x what near-term demand justified; in the early 2000s perhaps 90-05% of the fiber laid during the bubble sat dark. There was 10-20x more capacity than needed at the time. The bankruptcies of Global Crossing (January 2002) and especially WorldCom (July 2002) marked the definitive end of the infrastructure bubble.

      The NASDAQ would ultimately fall nearly 80% from its peak, bottoming out in October 2002. Trillions of dollars in shareholder wealth had evaporated, leaving a generation of retail investors financially and psychologically scarred. Silicon Valley entered a period of deep hibernation, venture funding evaporated, IPO windows slammed shut,  and "dot-com" became a punchline.
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      Amazon’s stock plunge from 1999–2001 looked nearly as catastrophic as the notorious dot-com bankruptcy Webvan’s. Amazon’s stock collapsed more than 90%, from a split-adjusted peak of $113 in December 1999 to roughly $6. Barron’s ran a front-page story titled “Amazon.bomb,” questioning its solvency; many assumed it would join Pets.com and dozens of other dot-com failures. In 2000–2001, Amazon was losing more than $1 billion a year by GAAP, its operating cash flow was negative, and its reserves were draining fast. Amazon could easily have become another punchline—had Jeff Bezos not raised $672 million in convertible bonds at the absolute peak of the bubble, giving the company the lifeline it needed to survive the coming freeze.

      By late 2001, after years of brutal cost discipline, operational streamlining, and the collapse of many rivals, Amazon posted its first full year of positive free cash flow. From 2002 onward, that cash flow grew like clockwork. The magic was not high profits—they remained slim—but the structure of the business itself: Amazon collected cash from customers immediately, yet paid suppliers weeks later. As Amazon scaled, this negative-working-capital model produced a widening stream of operating cash—a self-reinforcing flywheel that Bezos relentlessly reinvested in fulfillment centers, automated warehouses, logistics improvements, and ever-faster delivery.

      What was becoming clear was that Amazon’s survival was not a fluke but the realization of the thesis Bezos had seen from the beginning. Back in 1994, he had been captivated by the Internet’s explosive growth—thousands of percent annually—and reasoned that a retail model built online could harness advantages no physical store could match: unlimited selection, global reach, real-time pricing, and vanishing distribution friction. Books were merely the first category that fit the pattern. The deeper bet was that the Internet itself conferred structural advantages that would compound with scale.

      Company after company tried carving out vertical niches in e-commerce, aspiring to become the “Amazon of X”—Pets, Music, Toys, Diapers—but they learned that Amazon was the Amazon of X. Each new category could piggyback on the same fulfillment centers, warehousing systems, logistics networks, and web infrastructure. Amazon could acquire a customer once and sell them ten categories; specialists had to acquire them from scratch. Amazon expanded sideways into their niches and steamrolled them with lower costs, cross-selling power, and a trusted brand. This is how Amazon grew into a scale and pricing advantage that could rival that of John D. Rockefeller’s Standard Oil.

      By the time the dust settled, Amazon had not only survived but defined the template. E-commerce was less than 1% of global retail in 2000; by the early 2020s it would surge past 20%—a multi-trillion-dollar shift in how the world shops. Amazon’s rise was not just a corporate triumph: it proved that the Internet had permanently altered the economics of retail.
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        * * *

      

      Despite the financial carnage of the market bust, the Internet itself did not slow down. From 2000 to 2005, the number of global Internet users nearly tripled—from roughly 360 million to over a billion. Broadband adoption, almost nonexistent at the peak of the bubble, accelerated rapidly: in the United States, household broadband penetration rose from 3% in 2000 to about 40% by 2006. Global traffic volumes exploded as well, growing an order of magnitude in just a few years as richer applications—music, photos, and the first online videos—began flowing across the network. The dot-coms collapsed, but the underlying technology only became more woven into daily life.

      Just as with the railways, the massively overbuilt physical infrastructure of the Internet would ultimately all be grown into, and would turn into a broadly-shared tailwind for the economy. In the late 1990s, bandwidth was scarce and expensive. Long-haul transit prices were often quoted in the hundreds of dollars per Mbps per month. The bubble years saw 20x more fiber laid than demand justified. When those carriers went bust, surviving firms and new buyers of “dark fiber” could lease or light it at fire-sale rates. As a result, prices plummeted by an order of magnitude in just a few years. By the mid-2000s, wholesale Internet transit could be under $20–30 per Mbps/month, sometimes even less on big routes.

      The bust had left such a massive amount of slack in the system, that even as video, cloud, and mobile Internet traffic began to explode—growing 50%+ annually for over a decade– prices stayed low and never returned to 1990s levels. Once fiber is in the ground, the capacity ceiling is enormous, and it tends to continue increasing as optics and transponder technology is upgraded (e.g. via innovations like dense wavelength-division multiplexing) without the need to dig more expensive trenches. So the unit price of bandwidth collapsed and never rebounded, but total revenues for backbone providers could still grow because volume went exponential. This glut of cheap, abundant bandwidth would soon prove transformative: it would make the broadband revolution possible, and with it, the high-bandwidth applications—video, cloud services, mobile computing—that would mark later phases of the Internet’s diffusion.
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      It was a still-private, 200-person startup called Google that, around the market’s bottom in 2002, would discover the Internet’s largest profit center: targeted advertising. Google had been incorporated in 1998 by two Stanford Ph.D. students, Larry Page and Sergey Brin, building on research begun two years earlier. Their breakthrough was PageRank, an algorithm that ranked web pages not just by on-page keywords but by the pattern of links pointing to them. Because anyone could link to anyone else on the open web, PageRank could “crawl” and map this link structure, then use recursive calculations to identify which pages were most authoritative. A link from a highly linked page counted more than one from an obscure page, enabling PageRank to weight the significance of a link source rather than treating all links as equal. Compared with directory services like Yahoo or keyword-driven engines like AltaVista, Google’s approach tapped the distributed judgment embedded in the web itself—and delivered dramatically more relevant results.

      Though Page and Brin certainly believed in the superiority of their search technology, even after raising their first real venture round in early 1999, they were not yet convinced they wanted to run a company. Running Google out of a Palo Alto office with fewer than 20 employees, they approached Excite, one of the big web portals, offering to sell their fledgling search engine for a paltry $1 million. Excite’s CEO George Bell flatly refused.

      In 1999 the major web portals—Yahoo, Excite, Lycos, AOL—didn’t see search as a business in itself, but as a minor feature within their walled gardens. Their revenue came from banner ads and “sticky” services like news, email, and shopping. Search was a cost center: the faster a search engine sent users away, the less time the user would spend on portal pages where ads could be shown.

      Excite’s CEO George Bell made this logic explicit when he rejected Google—he didn’t want an engine “too good” at directing people off-site. To the portals, “better search” wasn’t a prize; it was a threat to their page views. The web portals at this stage saw search engines the same way Western Union had seen the telephone: an interesting toy, but one that they struggled to see advancing their main business. Both incumbents were blinkered by their existing business models: Western Union to message transmission via telegraph lines; the portals to stickiness and display ads.

      Google made a similar offer to Yahoo, attempting to sell itself outright for $1 million. Yahoo passed. CEO Jerry Yang was adamant that Yahoo wasn’t a search or technology company at all; it was a new kind of media company. “We began with simple searching,” he told Time magazine, “and that’s still a big hit—our Seinfeld, if you will—but we’ve also tried to develop a must-see-TV lineup: Yahoo Finance, Yahoo Chat, Yahoo Mail. We think of ourselves as a media network these days.”

      Within that worldview, search was not a strategic product but a commodity input—a utility to license cheaply while investing in the portal’s media channels. The homepage and sticky services (Mail, Finance, News, Shopping) were the crown jewels; search was merely a feature in the toolbar.

      While Yahoo’s executives obsessed over branding stunts—plastering their purple logo on everything from billboards to Zamboni machines—they treated search as an afterthought. Udi Manber, who ran Yahoo’s search team, was instructed to license the best engine on the market. He chose Google on technical merit alone. Google, however, insisted on one condition: the results would be labeled “Powered by Google,” with its logo visible on every page. Yahoo waved the condition through. They assumed users came for Yahoo’s portal, not for search—and that the name behind the results was irrelevant.

      Overnight, millions of people were exposed to Google’s name from Yahoo’s pages. Within two months, search traffic surged by 50 percent. Public awareness of Google soared, and what had been a back-end technology now started to become a consumer brand. Users started bypassing Yahoo to go to google.com and its clean white homepage directly. But even with this growing traffic, Google still hadn’t figured out how to turn popularity into profit. 

      That changed with the launch of AdWords and the introduction of pay-per-click auctions in 2002. Unlike banner ads—the digital equivalent of roadside billboards—search ads appeared in direct response to what the user had just asked for, reaching people at moments of exceptionally high intent. A user who typed “flowers” might see ads for 1-800-FLOWERS or local florists; someone searching “new SUV” might see Ford, Toyota, or a nearby dealership. Under the cost-per-click model, advertisers paid only when a user actually clicked, so the incentives aligned naturally: relevant ads were rewarded, irrelevant ones cost nothing.

      Google’s auction system then determined prices automatically. Each search triggered a rapid-fire, keyword-specific auction that ranked ads by bid × Quality Score, a relevance metric that reflected how often users clicked the ad and how well its landing page matched the query. This meant high-quality ads could win top placement even with lower bids, while low-quality ads were penalized. The result was a self-tuning marketplace that tiny businesses could participate in without talking to a salesperson—one of the most scalable and lucrative business models ever created.

      When Google filed for its IPO in April 2004—the biggest tech offering since the dot-com crash—the financials it revealed shocked even seasoned investors. Venture capitalist Mitchell Kertzman called the numbers “stunning,” while Google’s own PR chief recalled the general reaction as simply, “Holy shit!” Google was printing money.

      In 2003 alone, the company had generated more than half a billion dollars in cash flow on operating margins near 60%—profits on par with Microsoft. Search advertising had ballooned to a $2.5 billion market that year, nearly triple the year before, and Google captured roughly $1 billion of it. As users increasingly went straight to google.com—rather than encountering Google only through Yahoo’s “Powered by Google” pages—Google’s share of direct search queries climbed to 35%, surpassing Yahoo’s own search product for the first time.

      Google’s rise didn’t just enrich Google—it unlocked economic value across the Web. For small and midsized businesses, traditional advertising channels had been prohibitively expensive and poorly targeted: television required massive budgets; print ads reached broad audiences but wasted money on people with no intent to buy; and direct mail offered precision only at steep cost. By contrast, Google’s pay-per-click model let a local locksmith, independent travel agent, or niche e-commerce startup reach customers precisely at the moment they were searching for what they sold, and they paid only when someone clicked. This dramatically lowered the barrier to acquiring customers online and pulled millions of businesses into the digital economy.

      Later, with the launch of its AdSense program—which placed Google’s highly targeted ads on millions of independent websites—Google created a parallel revenue stream that financially sustained the open Web itself. Publishers could earn income whenever a visitor clicked an ad on their site, allowing blogs, review sites, news outlets, and hobbyist communities to support themselves without paywalls or subscriptions. Free content paid for itself as long as people showed up. AdWords and AdSense together became the quiet financial engine behind a flourishing ecosystem—subsidizing the explosion of useful, specialized, and free content that drew even more people online.

      With this new economic engine in place, the center of gravity on the Web began to shift. The portals’ curated, editor-driven “walled gardens” couldn’t match the scale or vitality of the open Web, where millions of independent creators and publishers were now producing content that effectively paid for itself through Google’s ad network. The portals hadn’t been wrong that attention would become the Internet’s most valuable commodity—they had simply been wrong about the mechanism. They tried to hold users with tightly controlled homepages and corporate editorial teams. The next era would be built on platforms where the users supplied the content, and the stickiness came not from a homepage but from the collective activity of those users.
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      As search monetization matured, the Web itself was evolving into something more participatory. Improvements to browsers and web standards transformed static sites into living platforms where users could publish, edit, annotate, remix, and share. This ethos—later labeled “Web 2.0”—produced an astonishing explosion of user-generated content on blogs, photo-sharing sites, wikis, and early social networks. The result was a new texture to the Internet: the Web was no longer a library to consult, but a place where ordinary people actively contributed the material that others consumed.

      Amid this participatory wave came a new category: social networking. Early services demonstrated the appeal of digital identity and online connection, but Facebook proved more durable than the social platforms that preceded it. The launch of the News Feed in 2006—which transformed Facebook from a directory of profiles into a personalized stream of activity—not only caused engagement to soar, but provided a new foundation for advertising: not intent, as with Google, but identity, interests, and social behavior.

      Google had pioneered the first great Internet advertising model by capturing what users wanted at the moment of search. Facebook pioneered the second by inferring who users were—their tastes, relationships, affiliations, and patterns of attention—enabling highly effective, relevant advertising.
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        * * *

      

      At the same time, the maturation of web technologies was driving equally consequential shifts inside businesses. Increasingly, companies realized that the Internet could free them from the burden of installing, patching, securing, and upgrading on-premises software: rich, responsive, always-updated applications could now run entirely in the browser—not just simple add-ons, but the core systems companies relied on. Everything from CRM systems to HR portals to project-management tools began moving from desktop installations to web-delivered services. Business software now increasingly lived natively on the Internet: this was the shift to software-as-a-service. 

      But even as businesses shed their dependence on desktop-installed software, they still maintained their own servers and data centers to run the systems behind it. The next transformation was to question why they needed to own computing infrastructure at all.  

      The Internet giants had developed two capabilities that most businesses lacked. First, they had learned how to operate vast, hyper-efficient data centers—warehouses of commodity servers run with a level of reliability, automation, and cost discipline no ordinary IT department could match. Second, they had built Internet-scale distributed systems on top of that hardware. Google’s search empire ran on hundreds of thousands of Linux machines stitched together into a single computational fabric. Amazon, following a mandate from Jeff Bezos, refactored its tangled codebase into cleanly separated services—compute, storage, payments, catalog, recommendations—each exposed through an internal API.

      These competencies left the giants sitting atop infrastructure far more capable than what most companies could build for themselves. Renting this capacity out was a natural next step. What had been internal scaffolding for Google Search and Amazon’s retail engine could become a new kind of utility. Thus began the era of public cloud computing.

      In 2006, Amazon launched S3, a pay-as-you-go online storage service, followed months later by EC2, a virtual compute service that let anyone rent servers by the hour. What started as internal tools to tame Amazon’s own infrastructure growth suddenly became the world’s first general-purpose cloud computing platform.

      Startups were the earliest adopters. With nothing more than a credit card and an API call, a founder could rent storage, databases, queues, and entire data centers. What once required millions of dollars in hardware and months of lead time could now be tested in days. The friction of starting a software company collapsed.

      Enterprises were slower on the uptake. After a major database failure took down its datacenter for days, In 2007, Netflix became a high-profile early adopter, making the radical decision to rebuild its entire backend on Amazon’s cloud. Entrusting the core of the business to a third-party Internet service was almost unthinkable in 2007—but it proved prescient. The cloud allowed Netflix to scale elastically as streaming demand exploded, rolling out services to new countries without building physical infrastructure. Other enterprises followed steadily. By 2015, cloud hosting was a serious alternative to corporate data centers; by 2020, it was running more than half of all business workloads; by mid-2020s, public cloud spending—approaching $720 billion—represented the majority of global enterprise IT infrastructure spending.

      The Internet revolution thus fulfilled and extended the long arc of the computing revolution, allowing computing itself to follow the path of electricity: transformed from a scarce, on-premise resource into a broadly available utility, drawn on demand and capable of being turned on and off like a light switch.
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        * * *

      

      By the mid-2000s, households increasingly traded their shrieking dial-up modems for broadband cable and DSL lines. Dial-up access had been intermittent and deliberate: you connected, did what you needed to do, and disconnected. Broadband changed the Internet’s character entirely. It made connectivity persistent—always on, always available—collapsing the friction of going online and making far richer applications feasible.

      The leap in bandwidth outpaced even the growth in Internet users. In 2000, only about 3% of U.S. households had broadband; by 2006 it was 40% and rising even faster abroad. Globally, broadband subscriptions jumped from roughly 30 million in 2000 to more than 200 million by 2005. By 2005, global traffic was exploding by more than 50% per year, with images, music, and early video files rapidly overtaking the static text pages of the 1990s. The huge surplus of long-haul fiber installed during the bubble years now proved its worth: like the overbuilt railways of the 1840s, it formed the slack capacity that allowed the system to scale into its next phase.

      In early 2005, three former PayPal employees launched YouTube, a scrappy website built around a simple idea: video should be as easy to upload and share as a photograph. What had been technically painful on dial-up—compressing files, uploading for hours, praying they would play—became effortless on broadband. Within a year, YouTube ballooned into one of the fastest-growing sites in history. It democratized video in the same way the Web had democratized text: anyone could publish, anyone could watch. By late 2006, YouTube users were uploading more video in a single month than most television networks produced in decades.

      In early 2007, DVD-rental service Netflix introduced a small button on its website labeled Watch Now. At first only a few thousand titles could be streamed, and only on PCs. But the implications were unmistakable. By 2010, streaming hours on Netflix surpassed DVD rentals, and the company never looked back. Broadband connections capable of delivering video had become the new baseline expectation for Internet service. The era of scheduled, linear television had begun its long decline: the Internet could now deliver professionally produced film and television directly to households, bypassing cable companies entirely.

      As media moved online, the economics of distribution were upended. The Internet obliterated scarcity of distribution: anyone could publish at zero marginal cost to a global audience. Newspapers, magazines, record labels, and television networks—institutions built on controlling scarce channels—found themselves overwhelmed by a flood of free and near-free content. In this world of radical abundance, attention became the scarce resource. Aggregator platforms like YouTube, Spotify, TikTok, and Netflix emerged as the new chokepoints of audience demand, monetizing through ads or bundled subscriptions.

      The result was a power-law landscape: a handful of breakout creators earned millions, a vast long tail of niche creators found modest audiences, and the broad middle tier that once sustained many professionals was sharply hollowed out. At the same time, the unifying force once exerted by mass-media pop culture gave way to algorithmic personalization. Where broadcast television, radio, and print had organized culture around a small number of shared outlets—common schedules, front pages, and editorial gatekeepers—online platforms instead sorted content at the individual level, optimizing relentlessly for engagement. Immediacy, emotional intensity, and continual stimulation were rewarded. Critics have argued that this shift has splintered shared cultural experience, fueled polarization, and reshaped habits of thought themselves, favoring distraction and sensationalism over sustained attention and depth.
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        * * *

      

      On January 9, 2007, under the spotlights of a cavernous keynote hall in San Francisco’s Moscone Center, Steve Jobs walked onstage in his familiar black mock turtleneck and jeans to unveil Apple’s next act: the iPhone. It was billed as three devices in one—an iPod music player, a phone, and, crucially, an Internet communicator. “This is the real web,” Jobs said, contrasting the iPhone’s ability to load full, desktop-class web pages in Safari with the stripped-down mobile browsing of the previous decade.

      Smartphones represented a continuation of the computer revolution’s arc toward miniaturization. For decades, computing had shrunk from room-sized mainframes to desks to laps—now to your pocket, a leap made practical thanks to critical complementary innovations like capacitive multi-touch displays and integrated sensors.

      With the launch of the iPhone App Store two years later and the incredible growth of the mobile software ecosystem around it, the smartphone became a fully general-purpose computing platform. As was the case for Microsoft’s PC ecosystem, this new platform enjoyed strong network effects, though in the case of smartphones it would lead to a stable duopoly due to Apple’s focus on high margins and Google’s ability to fund an open competitor—Android—able to offer its platform to lower-margin handset makers like Samsung for less than free by sharing mobile search-ad revenues.

      The smartphone helped to fulfill the Internet’s trajectory toward ubiquity. By 2016, annual smartphone shipments surpassed 1.5 billion units, and by 2023 more than 3.8 billion people—nearly half the planet—were carrying a smartphone. Internet-connected computers are now with us wherever we go, stitched into commutes, conversations, errands, and idle moments—dissolved into the fabric of daily life.
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        * * *

      

      From four host computers on the ARPANET, to tens of billions of devices worldwide today; from a dismissed theory of packet switching to replacing the global phone network; from banner ads and shaky dot-com models to trillion-dollar advertising and cloud empires; from a U.S. military-academic experiment to an indispensable foundation for global business and daily life. The journey of the Internet further extended the revolution of Computers, making computing a ubiquitously available utility, as Electricity became before it.

      Just as the Internet revolution was only imaginable atop the world built by Computers, our next revolution—ARTIFICIAL INTELLIGENCE—is possible only because of the Internet. This new era will bring shameful hype and brutal winters, unexpected connections and dazzling rediscoveries. Its diffusion will outstrip even the Internet’s blistering pace, and the upheaval it unleashes may prove the most far-reaching yet.
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      On July 7th, 1958, at the headquarters of the U.S. Weather Bureau in Washington D.C., the psychologist Frank Rosenblatt held a press conference that would in many respects be indicative of things to come in the field of AI.

      At the event, journalists from The New Yorker and United Press International crowded alongside uniformed Navy officers in front of a 5-ton, $2 million IBM 704. Rosenblatt’s research was funded by the Office of Naval Research, an ARPA-like blue-sky research organization within the U.S. Navy; they were borrowing the Weather Bureau’s 704 to demonstrate the learning algorithm of Rosenblatt’s Perceptron, a custom-built piece of hardware that was still under construction back at Rosenblatt’s Cornell Aeronautical Laboratory.

      As Rosenblatt spoke, an operator fed a series of punched cards into the machine, one by one. Each card encoded a 20x20 grid representing a simple image: a white square with a black mark placed either on the left or the right side—essentially a pre-encoded version of what the Perceptron’s 400 photocells, small light-sensitive detectors that converted brightness into electrical signals, would have “seen.” At first the machine answered randomly, but with each card it strengthened or weakened the numerical “ties” linking its sensing elements to its decision unit, adjusting how much each pixel of light pushed it toward left or right. By the fiftieth card it was performing flawlessly.

      Rosenblatt emphasized that this behavior had not been explicitly programmed. Instead, the machine was modifying itself, undergoing what he called a “self-induced change in the wiring diagram.” In the physical Perceptron machine still being assembled, that wiring diagram took the form of banks of motor-driven potentiometers that automatically turned to store different connection strengths. Light striking the 400 photocells would fan out through 512 fixed “association units” and from there into a small set of output units that applied a simple threshold to decide left or right. The potentiometers governed how strongly each pathway contributed to that final judgment.

      In modern terms, this arrangement was an early example of what we now call a single-layer neural network. Today the adjustable connection strengths are simply represented as numbers—“parameters”—inside mathematical functions implemented in software. Rosenblatt’s Perceptron had only a few thousand such adjustable values; by contrast, state-of-the-art neural networks in the 2020s typically contain hundreds of billions.

      In a sign of things to come for the field of AI, what followed this simple demo, from both creator and press, was an explosion of hype and anthropomorphism bordering on the surreal. Rosenblatt declared that the Perceptron would be the first device to “think as the human brain,” and The New Yorker agreed it was “the first serious rival to the human brain ever devised.” Under the headline “Electronic ‘Brain’ Teaches Itself,” The New York Times reported that the Navy had demonstrated the “embryo of an electronic computer” that would “walk, talk, see, write, reproduce itself and be conscious of its existence […] the first non-living mechanism able to perceive, recognize and identify its surroundings without human training or control.” Navy officers hesitated even to call it a machine, given it was “so much like a human being without life.”
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        * * *

      

      Frank Rosenblatt cut an unusual figure in mid-century American science: a Cornell-trained psychologist with a flair for showmanship, happiest at the intersection of laboratory pragmatism and public spectacle. Though he held an academic appointment at Cornell, much of his work—funded by the Office of Naval Research and carried out at the Cornell Aeronautical Laboratory—sat just outside the traditional psychology or computer-science establishments, which made him both independent and vulnerable. Colleagues described him as brilliant, restless, and impatient with disciplinary boundaries; he preferred to build machines rather than write proofs, and he delighted in staging dramatic demonstrations for reporters and Navy brass, convinced that public imagination mattered as much as peer review. Rosenblatt’s confidence, bordering at times on bravado, helped him win generous military funding but also placed him at odds with the more austere, mathematically minded AI researchers forming around MIT. For better or worse, he became the field’s first natural showman—an evangelist for a computational vision of the mind who lived half in academia and half in a world of prototypes, publicity, and blue-sky government patrons.

      Although he often worked alone and outside the major academic centers, Rosenblatt quickly became the most visible figure in what was starting to coalesce into a loose “connectionist” camp—researchers who believed that intelligence could emerge from networks of simple, interacting units that learned directly from examples. Unlike the symbol-manipulating approaches taking shape at MIT, connectionists believed that knowledge should be implicit, spread across many adjustable connections rather than encoded in explicit rules; that systems should learn directly from examples instead of depending on hand-crafted expertise; and that behavior should emerge from the joint activity of many simple units rather than from a predefined logical structure.

      Although primitive by today’s standards, the perceptron captured the essential idea that modern neural networks scale to extraordinary power. A neural network is, at its core, a way to approximate complicated relationships between inputs and outputs. If you give it examples of a task—images and their labels, sentences and their translations, audio clips and their transcripts—it learns a rule that maps one to the other. That “rule” is not a single formula but a stacked arrangement of simple mathematical operations, an architecture whose parameters are tuned by exposure to data. Through training, the network gradually reshapes its internal numerical space so that similar inputs gather together, dissimilar ones spread apart, and complex patterns become easier to recognize. Unlike traditional programs where humans spell out the rules step by step, a neural network discovers those rules by adjusting its internal parameters until its behavior matches the structure of the data.

      Many early connectionists saw this approach as loosely inspired by the brain’s architecture: vast networks of simple cells whose collective activity gives rise to thought. But the resemblance is largely superficial. Biological neurons are extraordinarily complex electrochemical machines with hundreds of distinct types, intricate dynamics, and rich feedback pathways—far removed from the tidy mathematical units inside artificial networks. Modern AI works not because it approximates biology, but because of the empirical discovery that these simplified networks can learn high-dimensional representations of data: internal numerical structures that capture patterns, relationships, and abstractions in ways that scale smoothly with more data and compute. In practice, the mathematics has proven far more important than the biology, even though the biological metaphor helped set the field’s early imaginative direction.

      Rosenblatt later delivered the promised hardware version of his demo, the Mark I Perceptron, and over the next few years constructed even larger versions—most ambitiously a Mark II with close to 100,000 adjustable connections—hoping that scale alone would unlock human-like pattern recognition. He promised the public that these machines would recognize faces, read text, and translate languages, but none of these ambitions materialized. The bottleneck lay in the architecture itself: all of Rosenblatt’s machines were single-layer networks because his training rule could only adjust the direct connections between the inputs and the outputs.

      When the machine made an error, the correction could be computed by starting at the misbehaving output and tracing back along the wires from that output to the inputs. Every adjustable weight connected directly to the output unit, so there was no ambiguity about which connections had contributed to the mistake or how they should be adjusted. If the perceptron incorrectly said “right” when the answer was “left,” every active input feature had its connection to the “left” output strengthened and—implicitly—its connection to the “right” output weakened. If the error went the other way, the same trace-back procedure identified exactly which weights to dial down. Because all influence flowed through a single layer of connections, the perceptron could always perform a one-step, unambiguous blame assignment. Every error could be corrected by directly adjusting the weights linking the active inputs to the mistaken output, with no hidden intermediaries to confuse the picture.

      That same architectural simplicity, however, imposed a deep constraint on what the perceptron could learn. With no intermediate layers to recombine or transform features, the machine could only implement decision rules that divided its inputs using a single boundary. Tasks whose examples could be separated by such a cut were learnable; those that required more intricate internal structure were not.

      Rosenblatt’s real machine had hundreds of inputs, so this boundary was not a line but a flat surface slicing through a high-dimensional space. But the geometry was the same. If no such surface existed—if the categories were interleaved in a more intricate way—then no amount of training could succeed. This limitation would later be formalized as linear separability, and it marked the hard ceiling of what single-layer perceptrons could ever achieve.

      No amount of scale could fix this. Rosenblatt could add more photocells, more potentiometers, more “association units,” but with only a single layer of connections directly feeding the output, his machine could draw only straight boundaries—never curves, folds, or multiple disjoint regions. Designers could, in principle, stack more layers of units to form far richer decision boundaries, but Rosenblatt’s training rule could not reach those deeper weights: the error signal could be traced back only one layer and no further.

      In a multi-layer network, that limitation becomes the central conundrum. The wrong answer at the output is the result of many small influences cascading through several hidden layers. Which of those hidden connections, buried in the middle of the network, should be strengthened, which should be weakened, and by how much? It was like grading a group project when you only see the final result—you know the team failed, but you have no principled way to tell who contributed what. Without a method to propagate error signals back through the layers and apportion blame quantitatively, the promise of those deeper architectures remained out of reach.

      This limitation—straight boundaries only, and no way to train anything deeper—did not go unnoticed. At MIT, a very different kind of AI researcher, Marvin Minsky, was watching the fanfare around Rosenblatt with growing skepticism.
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        * * *

      

      If Rosenblatt was the evangelist of connectionism and neural networks, Marvin Minsky personified the era’s symbolic AI leadership. Brilliant, eclectic, and often sharply critical, Minsky co-founded the MIT AI Lab in 1959, quickly making it one of the world’s premier AI centers. 

      At MIT, this symbolic vision of the mind was taking institutional shape. Early AI researchers there saw the mind not as a statistical pattern recognizer but as a kind of formal reasoning engine. Human thought, they believed, consisted of symbols and rules, and the route to true machine intelligence lay in representing knowledge explicitly and reasoning over it. In this worldview, Rosenblatt’s perceptrons appeared crude and opaque: pattern recognizers with no way to represent concepts, relations, or inference. 

      In 1969, Minsky and his collaborator Seymour Papert published Perceptrons, a dense and rigorous mathematical takedown of Rosenblatt’s architecture. The book demonstrated the limitations of single-layer perceptrons exhaustively, cataloguing examples of tasks that seem trivial to humans—deciding whether the number of black pixels was odd or even, distinguishing a checkerboard pattern, or computing the XOR function—that cannot be solved with a straight-line decision boundary, and therefore cannot be solved with a single-layer perceptron. They acknowledge in the book that these limitations did not apply to deeper networks with multiple layers, but treat that as a side note due to the practical obstacle of training such networks.

      The book landed with immense force, and was widely interpreted as having debunked the entire neural network concept. As Geoffrey Hinton, a later neural networks pioneer, put it: “The Perceptrons book convinced everyone neural nets were a dead end. It probably set the field back a decade or more.” As Minsky no doubt intended, this had the effect of redirecting attention, careers, and funding toward symbolic approaches.

      Rosenblatt was frustrated by the criticism. “It is a grave error to speak of ‘the’ perceptron as though only one variety existed,” he argued, pointing out that the critique focused only on “the simplest, least interesting” variant of Perceptrons—single-layer linear models. He argued their book simply proved exhaustively what was already well known—the class of linear machines is extremely limited. He found their critique “irritating but unsurprising,” knowing the MIT camp had never taken him seriously and was now playing politics, encouraging an overly-broad interpretation of their results that would sway administrators and ARPA program managers away from funding the entire area. Just a few years after the book Rosenblatt would die in a tragic boating accident, never living long enough to publish a formal rebuttal of Perceptrons.

      Minsky and Papert’s critique landed a few years prior to a large general pullback in U.S. military and government funding in the 1970s. Through the 1960s ARPA had been the world’s dominant funder of AI, writing essentially blank checks to MIT, Stanford, SRI, and Carnegie Mellon for ambitious “thinking machine” research. But by the early 1970s ARPA’s mandate shifted: a cost-cutting amendment to a defense appropriations bill required mission-oriented research with concrete deliverables, and AI’s symbolic programs—natural language, planning, vision—had all failed to scale beyond toy problems. ARPA cut back sharply on open-ended AI. Labs shrank, long-range projects were shelved, and the grand ambition of general AI became unfundable. Neural networks had already been sidelined; the downturn pushed them further to the margins. This downturn is what historians call the “first AI winter.” 

      With the field as a whole greatly reduced through the winter, neural network research survived only in isolated pockets—a tiny transatlantic cohort of researchers who kept the concept alive, tending a faint flame through the winter.
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        * * *

      

      In the early 1970s, a twenty-something Harvard PhD student named Paul Werbos, scholarly and wearing thin wire-frame glasses, boarded the Red Line to Kendall Square with a large stack of hand-annotated papers. After walking the short distance to MIT, he climbed the steps of Tech Square and navigated the warren of hallways to the MIT AI Lab, eventually finding himself outside Marvin Minsky’s office—then the citadel of symbolic AI research.

      Werbos was a complete unknown in the AI research community. He was an applied mathematics student working on statistical prediction and adaptive control—fields far afield from mainstream AI. His scholarly appearance belied a strong iconoclastic streak, as he was happiest crossing disciplinary boundaries.

      As part of his ambitious dissertation, Werbos had been developing a general mathematical framework for training complex, multi-stage systems—models composed of many layers of computation, each influencing the next. Drawing on ideas from adaptive control and systems theory, he wanted a principled way to calculate how a small change in any internal component would ripple forward to affect the final output. His solution was elegant: apply the chain rule of calculus backward through the entire system. The technique would later be known as backpropagation. It provided the crucial mechanism for assigning responsibility for error to every internal layer, making the training of multi-layer neural networks possible.

      Werbos showed these results to Minsky, pointing out that they solved the limitations described in his Perceptrons critique. Minsky listened with growing impatience. The encounter went nowhere. Neural nets were already, in his view, a closed chapter; the future lay in symbolic reasoning, not in reviving a discredited line of work.

      Werbos published the algorithm in his dense, four-hundred-page dissertation in 1974. Framed in the language of systems analysis and nonlinear control, it mentioned neural networks almost as an afterthought. No one in the AI research community noticed.

      Though Werbos had solved the key problem needed to revive neural networks, it was to remain buried until its independent rediscovery by Geoffrey Hinton in 1986. The intervening years would continue to be dominated by the symbolic AI paradigm.
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      All through the 1970s and into the first half of the 1980s, the symbolic AI paradigm reigned supreme. Now quaintly dubbed “Good Old-Fashioned AI,” it held that intelligence could be built by manipulating symbols that stood for the basic elements of thought—objects (DOG, DOCTOR), properties (RED, HUNGRY), and relations (EATS, BELONGS_TO). Reasoning consisted of applying logical operations and if-then rules over these symbols (“IF x is a human AND humans are mortal, THEN x is mortal”). Practitioners believed that by encoding enough facts and rules about the world, a machine could effectively “think.” Symbolic AI systems did not learn from data; they reasoned over handcrafted structures supplied by human experts.

      The symbolic approach delivered some genuine successes in constrained domains. Early theorem provers solved math problems and verified proofs; chess-playing programs combined hand-crafted heuristics with pruned game-tree search to reach strong competitive play. Most influential of all was the rise of expert systems—programs that captured the decision rules of specialists. MYCIN, developed at Stanford, reached diagnostic accuracy comparable to physicians in blood-infection cases; DENDRAL inferred molecular structures from mass spectrometry data; and Digital Equipment Corporation’s XCON encoded thousands of rules about hardware component compatibility to save DEC tens of millions annually by eliminating configuration errors.

      Lisp, the programming language John McCarthy invented at MIT, became the natural medium for this paradigm. Lisp’s ability to treat code as data and modify its own logic at runtime made it ideal for symbolic reasoning. By the early 1980s, companies like Symbolics and Lisp Machines Inc. produced specialized Lisp workstations—sleek, expensive machines marketed as the future of AI development. Venture capital backed “knowledge machine” startups, and both government and industry funded specialized inference accelerators intended to bring symbolic reasoning into the commercial mainstream.

      Again, what quickly followed in the wake of these early results was wildly inflated hype and expectations. Governments launched major initiatives; a wave of symbolic-AI startups raised tens of millions for rule-based hardware and software; and ARPA poured money into expert systems research. In 1985, Time magazine ran a cover declaring “The Computer That Will Think,” comparing symbolic AI’s recent advances to the moon landing. Popular science outlets predicted that AI would soon speak fluent English, translate text, and “reason like experts.” Analysts forecast explosive demand for knowledge engineers to encode expertise into rule bases, and argued that symbolic systems would soon automate entire professions.

      But the limitations soon became painfully clear. Expert systems proved brittle: superb in narrow domains, yet fragile when confronted with anything that lay outside their rule sets. They struggled with uncertainty and ambiguity—classical logic, being strictly true or false, was ill-suited for noisy real-world data. They could not learn from examples; every new insight, every exception, every domain shift required a human expert to code another rule. Maintaining these systems became enormously expensive, as each new corner case forced expansions to already-labyrinthine rule bases.

      The deeper problem, however, was exposed by projects like Doug Lenat’s Cyc, which began in 1984. Cyc sought to give machines common sense by encoding the everyday knowledge humans use effortlessly: assertions like “Living humans have heads”; “Sprinklers shoot water”; “Water makes things wet”. Over decades it accumulated more than twenty million assertions at a cost of tens of millions of dollars and countless person-years. Yet even that mountain of labor scarcely dented the vast ocean of implicit knowledge humans rely on. Symbolic AI had run into the “bottomless bucket of knowledge” problem: the sheer volume of facts required to model the real world formally and explicitly made the task futile.

      By the late 1980s, after billions in investment, many flagship projects were abandoned, companies folded, and funding dried up. Symbolic AI systems failed to generalize, and the dream of scaling them up to full human-level reasoning receded quickly. The cycle of grand promises, fevered hype, and then disillusionment repeated. This collapse became known as the second AI winter.
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      In a handful of scattered corners through the 1980s—far from the major AI labs—small bands of researchers continued to work on neural networks out of intellectual stubbornness or quiet conviction.

      Geoffrey Hinton was one of them. Hinton had come to AI through psychology and a deeply held belief that intelligence arose not from rules but from the collective behavior of many simple units. He had never accepted the Perceptrons book as the final word. To him, Minsky and Papert had closed off only the shallowest architectures—and had done so prematurely. Hinton saw deeper networks not as dead ends but as uncharted territory whose potential simply hadn’t been reached.

      Working largely outside the symbolic mainstream—first at Sussex, then Carnegie Mellon, and later at the fledgling Connectionist group in Toronto—Hinton belonged to the small, transatlantic cohort who quietly kept Rosenblatt’s original vision alive. They were the intellectual descendants of a path the field had abandoned, a scattering of researchers who believed that learning from examples, not hand-coded rules, was the route to real intelligence.

      It was in this spirit that Hinton, alongside David Rumelhart and Ronald Williams, stumbled onto the same insight Werbos had buried a decade earlier.

      In 1986, Hinton, Rumelhart, and Williams independently rediscovered Werbos’s idea and popularized it in their paper Learning Representations by Back-Propagating Errors, published in Nature. Hinton et. al framed the backpropagation technique as a practical way to train multi-layer neural networks, and they explicitly demonstrated that it could be used to train networks that could solve some of the problems that had been proven impossible for Rosenblatt’s single-layer perceptron. This paper had an immediate and dramatic effect on the field, bringing neural nets back from the grave. 

      To understand Werbos and Hinton’s insight, recall Frank Rosenblatt’s perceptron. His physical machine was a tangle of wires and adjustable dials, but the logic was simple: take in pixel values, multiply by weights, add them up, and produce a decision. In software, the same calculation is a function that takes in a list of pixel intensities and outputs a score—call it f(x).

      Now imagine adding another layer. In mathematical terms, that means taking the output of f(x) and feeding it into a second function g, and then into a third function h. A multi-layer network is simply a chain of such transformations—a giant function built by stacking smaller ones.

      Once you see it this way, something important becomes clear: if the whole stack is just a composition of functions, then calculus already gives us a tool for understanding how a small change in the network’s internal numbers affects its final output. Derivatives capture how much one quantity changes when another does. The key question in learning—“if the output is wrong, which internal weights should change, and by how much?”—is exactly a question about derivatives.

      Calculus already provides a way to do this—but only because derivatives can be chained together. The chain rule tells you how to compute the influence of an early change through a long chain of steps: you multiply the little effects along the way. Applied to a neural network, the chain rule gives a systematic way to pass responsibility for an error backward through every layer, revealing how each internal “knob” contributed to the final mistake.

      A neural network has thousands or millions of these knobs. Using the chain rule, we can now see in which direction each one should move to make the error go down.

      Training becomes an iterative loop. Start with all the knobs set randomly. Feed in an example, compute the network’s output, measure how wrong it is, and use calculus to determine how every knob should be nudged. After thousands of such examples, the network gradually reshapes itself so that its outputs align with the correct answers.

      This was the crucial breakthrough. Multi-layer networks had long been more powerful in principle, but no one had a reliable way to train them. Backpropagation—simply the chain rule applied to a deep stack of functions—provided that missing machinery, giving neural networks a general and effective learning procedure for the first time.

      Even so, backpropagation alone did not restore neural networks to prominence. The technique solved the theoretical obstacle, but neural nets were still confined to small, academic demonstrations. What the field lacked was a compelling real-world success—a system that could outperform symbolic methods on a practical, high-value task. That opportunity would emerge not in a university lab but inside the vast post-breakup machinery of AT&T.
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      A young French researcher named Yann LeCun first encountered backpropagation in 1986, just after the publication of Hinton, Rumelhart, and Williams’s breakthrough results. At the time he was a doctoral student in Paris, working under Maurice Milgram at the Université Pierre et Marie Curie on neural approaches to pattern recognition and perception. The moment he read the backpropagation papers, he recognized their significance: here, finally, was a general method for training layered systems directly from raw data.

      

      Two years later, LeCun joined Bell Labs—then newly reorganized after AT&T’s breakup—entering a research environment where broad scientific ambition met newly sharpened commercial pressure. Among the Labs’ most persistent industrial problems was automated handwriting recognition. For decades, AT&T’s information-systems divisions had supplied banks with hardware and back-office systems—optical readers, magnetic-ink scanners, and nightly processing pipelines that handled millions of checks. Yet one stubborn bottleneck remained. No rule-based computer vision system had ever come close to matching human clerks at interpreting ambiguous handwritten digits. The problem was made of smudges, quirks, personal habits, and countless exceptions—exactly the kind of messy domain where handcrafted symbolic rules collapsed under their own brittleness.

      Backpropagation offered LeCun a way in. If a machine could be trained directly on examples of real handwriting, rather than on brittle, preprogrammed rules, perhaps it could learn the shifting curves, stylistic variations, and distortions that defeated symbolic systems. Armed with this idea, LeCun proposed applying neural networks to the problem—and at Bell Labs, he found both the resources and the institutional mandate to pursue it.

      Deep inside the sprawling Bell Labs complex in New Jersey, the 31-year-old LeCun hovered over a beige Sun workstation as black-and-white digits flickered across the screen: 7, 3, 9, 1. The building around him was a quieter, more constrained echo of the Labs’ mid-century golden age. After years of antitrust pressure, AT&T’s 1984 breakup had fractured the institution, tightened budgets, and shifted its mission away from open-ended inquiry toward commercially relevant innovation. Yet pockets of the old magic remained—and LeCun’s lab was one of them.

      Working through the late 1980s and early 1990s, LeCun applied neural networks to handwriting recognition, pioneering a specific neural network architecture that we now call convolutional. In neural networks, an “architecture” refers to the way a model’s layers and connections are arranged, and different arrangements tend to suit different kinds of data. Convolutional architectures exploit the spatial structure of images: they apply small, overlapping filters that detect simple local patterns—edges, corners, curves—which, stacked across layers, combine into progressively more complex shapes. Other architectures—recurrent networks for sequences, or the attention-based transformers that would come later—impose different structural assumptions and excel at different kinds of input. Discovering architectures that align well with the structure of the problem has repeatedly proven central to progress in the field.

      A practical obstacle soon emerged: Bell Labs had access to bank checks, but they were messy, inconsistently scanned, and legally sensitive—useful for prototyping, but not ideal for building a standardized training set. A fortunate coincidence solved that problem. Around the same time, the United States Postal Service (USPS) was trying to automate the recognition of handwritten ZIP codes. Their needs were similar—large-scale handwritten digit recognition—but their data was plentiful and cleanly captured. The USPS provided Bell Labs with a dataset of 9,298 scanned ZIP codes collected from mail routed through Buffalo, New York.

      LeCun and colleagues cleaned up and expanded this dataset—adding additional handwritten samples from students and census workers—to create MNIST, a standardized corpus of 60,000 training and 10,000 test images. MNIST was not designed for commercial deployment; it was built to serve the research community. By giving everyone the same, well-defined training and test set, it let researchers compare different neural network architectures directly, accelerating progress in the field.

      But the real commercial payoff came on a different dataset. Once LeCun’s convolutional networks proved themselves on MNIST-like digits, Bell Labs engineers adapted and tuned them for bank-specific handwriting—messier, more stylized, and full of real-world variability. By 1998, LeNet-5, a refined seven-layer convolutional neural network, was deployed by several banks to read handwritten numerical amounts on checks. The technology was licensed to National Cash Register (NCR), which integrated it into ATMs across Europe and the United States. At peak, LeCun noted, these systems read “more than 10% of all checks written in the US.” This was one of the earliest commercial applications of deep neural networks—and by scale and impact, the most significant of the 1990s.

      The commercial success of LeNet-5 stood out in its era—a rare example of a neural network that worked robustly outside the lab. But it also highlighted the limits of the technology at the time. Scaling such systems revealed deep practical bottlenecks.

      Neural networks trained with backpropagation needed large labeled datasets to achieve strong results, and such datasets were scarce in the pre-Internet era. Even when data existed, the computational demands of training multi-layer networks were severe: a single experiment could take weeks on the hardware of the 1980s and 1990s. Backpropagation had solved the algorithmic bottleneck, but in doing so it exposed the next one: scale. Researchers could now see that further progress required two things—more data and more compute—and both were in short supply.

      The first problem, more data, would begin to be solved by the events of the last chapter—the emergence of the Internet. The Internet unleashed an unprecedented flood of digital data—text, images, speech, video—providing the raw material needed to train large networks. Wikipedia, for example, launched in 2001 and grew explosively, hitting 1 million articles by 2004, 10 million by 2008. In 2009, Fei-Fei Li, an assistant professor at Princeton, launched ImageNet, a vast database of over 14 million labeled images across 20,000 categories—collected from Flickr and image search engines like Google, MSN, and Yahoo, crowd-labeled by the Internet-coordinated efforts of 49,000 workers from 167 countries (19 human-years of labor in under 2 years), dwarfing earlier computer vision datasets. In 2010, the launch of Kaggle, a platform for machine learning competitions, further democratized access to datasets and encouraged researchers and practitioners to apply deep learning to diverse real-world problems.  

      The second problem, more compute, would be solved—in a pattern we’ve seen many times now—through parallel technological development happening in unrelated industries. In this case, video games.

    

  


  
    
      
        
          45 THE GPU

        

      

    

    
      In 1995, on Intel 486 PCs across America, the green-shirted, shotgun-wielding marine of id Software’s DOOM was bursting into VGA glory against a blood-red sky. DOOM ran entirely in software, pushing the CPU to its limits. Early add-on graphics cards were beginning to appear—including one from a struggling startup called NVIDIA—but there was still no such thing as a GPU, only fixed-function display hardware, and none of it accelerated the style of rendering Carmack’s engine used.

      Carmack, one of the greatest programmers of his era, became legendary for squeezing astonishing performance out of commodity PCs. His engines were so well optimized that early 3D accelerator cards offered little advantage; their fixed-function pipelines targeted effects Carmack wasn’t using, so he simply outperformed them in software.

      That changed with id Software’s next game. Quake, released in 1996, vaulted PC gaming into fully realized 3D worlds: every wall, floor, and enemy was built from true polygons. Quake initially shipped with software rendering as well—Carmack still confident he could out-optimize the hardware. But later that year he saw his engine running on 3dfx’s Voodoo Graphics card, the first consumer product that accelerated textured polygons exactly the way his pipeline needed. With a Voodoo card, Quake could run smoothly at resolutions more than twice as sharp as software rendering allowed. Hardware-accelerated Quake became the killer app for the Voodoo card, and 3dfx quickly dominated the 3D accelerator market.

      By 1997, 3dfx was ascendant and NVIDIA was on the ropes. NVIDIA survived multiple near-death crises that year. First came the collapse of its NV1 strategy: NVIDIA could keep funding the chip only by begging investors for a lifeline. Sequoia Capital ultimately fronted a $1 million penalty so NVIDIA could break its foundry contract, kill the NV1, and pivot to a new design, the Riva 128. Against the odds, the Riva 128 proved broadly successful and bought NVIDIA a few precious quarters of life.

      Then came a second crisis. NVIDIA had agreed to build the graphics chip for Sega’s upcoming Dreamcast, only to see Microsoft abruptly change the industry’s direction with Direct3D—stranding NVIDIA with a design Sega no longer wanted. Bankruptcy loomed again. The company survived only because Sega president Shoichiro Irimajiri allowed NVIDIA to walk away from the contract without penalty. Confidence in NVIDIA’s failure was so widespread that 3dfx executives declined to acquire them, assuming they would simply hire the engineers and scoop up the assets after the inevitable collapse.

      But NVIDIA proved more resilient than anyone expected. As 3dfx stumbled—most disastrously with its attempt to vertically integrate into board manufacturing—NVIDIA outflanked them and captured the crucial OEM preinstall market with Dell and Compaq. The reversal was so decisive that NVIDIA, not 3dfx, ultimately acquired its rival’s remaining assets out of bankruptcy in December 2000.

      The Riva 128, like all consumer 3D chips of its time, was a fixed-function pipeline design. Its stages—geometry setup, texture mapping, lighting, blending—were hardwired in silicon. Developers chose from the small menu of effects the hardware designers had anticipated, but they couldn’t “program” the GPU in any meaningful sense.

      Over the next several years, under the leadership of NVIDIA Chief Scientist David Kirk and CEO Jen-Hsun (“Jensen”) Huang, NVIDIA pushed toward greater flexibility. The GeForce 3 in 2001 introduced programmable shaders, enabling developers to write small programs that customized vertex transformations and pixel effects; the GeForce FX in 2003 expanded this programmability further. The programming model was clunky—assembly-like languages, a handful of instructions—but it was the first step toward the GPU becoming a genuinely programmable compute engine.

      Even with these awkward abstractions, researchers outside NVIDIA began to “abuse” programmable shaders for scientific work. CPUs executed a small number of complex instruction streams—each thread doing many different kinds of work in sequence—while GPUs could run thousands of tiny arithmetic programs in parallel, each kernel performing the same simple operation on different pieces of data. Academics recast shaders as math units, using them to multiply matrices, solve finite-element simulations, and even reconstruct MRI scans in real time—tasks that previously required specialized hardware. As Kirk recalled, “graphics is hard, so we built a super-powerful, super-flexible giant computation engine to do it. Researchers saw all that floating-point horsepower and the ability to program it a little by hiding computation in some graphics algorithm.” These early experiments convinced Huang that GPUs, if made more broadly programmable, could be useful far beyond games.

      With the GeForce 8800 (“G80”) in late 2006, NVIDIA built the first truly general-purpose GPU. The G80 introduced a pool of 128 identical programmable cores that could all work in parallel; later NVIDIA chips would scale this model to hundreds, then thousands, then tens of thousands of cores. These cores were intentionally simple—unlike CPU cores, which had evolved layers of complexity to extract small amounts of parallelism from a mostly sequential instruction stream. GPUs expected to be “spoon-fed” massive batches of uniform work. CPUs were optimized for diverse, branchy tasks; GPUs for applying the same numerical operation across vast arrays. In retrospect, the two architectures occupied different stable design points. GPUs turned out to be the perfect engines for large-scale numerical workloads.

      The reason GPUs became ideal for deep learning is that graphics and neural networks share the same underlying computational pattern. A 3D scene is nothing more than enormous arrays of numbers—vertex positions, normals, texture coordinates—being transformed by matrices over and over to compute where every point should appear on the screen. A neural network is also an enormous array of numbers—weights, activations, gradients—being transformed by matrices over and over as information flows forward and backward through its layers. In graphics, matrices rotate and project objects; in deep learning, they combine features, propagate signals, and compute gradients. Both workloads boil down to dense, massively parallel linear algebra. Graphics arrived at this structure for geometric reasons; neural networks arrived at it for statistical ones. But the computational heartbeat—the part that consumes the cycles—is almost identical.

      With the G80, NVIDIA also introduced CUDA, a GPU programming model that extended C with primitives for data-parallel computation. Huang insisted that every chip NVIDIA shipped from that point forward must support CUDA—no exceptions. It was an expensive, controversial bet. Supporting CUDA consumed precious die area; gamers—the company’s core audience—had no use for it; and there was no immediate market beyond a small community of researchers experimenting with GPU-based scientific computing. Wall Street investors were skeptical of the strategy, to say the least.
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        * * *

      

      A year after the G80 launched, roughly fifty analysts filed into NVIDIA’s Santa Clara headquarters for an investor day devoted to the new “GPU computing” vision. All morning, Huang and his team walked through slide after slide: the idea that GPUs could accelerate scientific computing and medical imaging, the prospect of GPU-heavy data centers, the still-tiny but potentially multi-billion-dollar market for high-performance compute. The room listened politely and came back, again and again, to the same point: CUDA was dragging down gross margins, and there was no evidence yet that anyone outside a handful of researchers actually wanted it.

      Lunch was served under a white tent in the parking lot—plastic tables, a buffet of sandwiches and soda, the usual Silicon Valley corporate spread. An analyst from Hudson Square, Daniel Ernst, grabbed a plate and sat down. Other analysts drifted over. Eventually Huang joined them. The questions started immediately: What would CUDA do to near-term profitability? How much extra die area was it consuming? When would margins recover as the company shifted to the next process node? Huang answered patiently at first, repeating the guidance the finance team had laid out that morning. The analysts kept pressing for quarter-by-quarter numbers. They wanted a tidy bridge from today’s costs to tomorrow’s profits. He was trying to talk about years; they were trying to talk about months. Ernst could see Huang’s frustration rising.

      So Ernst changed tack. He told Huang about his new DSLR, the high-resolution photos he downloaded to his Mac, how Photoshop bogged down as soon as he opened a big image. Could a GPU fix that? Huang’s mood flipped. Here, finally, was a concrete, end-user problem. He leaned in and explained how Adobe was working with NVIDIA so that future versions of Photoshop could hand off precisely that kind of workload to the GPU; CUDA would let the CPU off-load the heavy numerical lifting and make the interface feel snappy again. “That’s what I mean by the coming ‘Era of the GPU,’” he said. For the analysts who could hear it, this was the real point: CUDA wasn’t a science project, it was an attempt to redefine what counted as “normal” computation.

      In the meantime, the numbers looked brutal. CUDA added substantial cost to every chip, and almost no one was using it. As NVIDIA converted its lineup to be CUDA-compatible, gross margins fell by more than ten percentage points. When the 2008 financial crisis arrived, demand for high-end graphics cards and GPU workstations evaporated, and NVIDIA’s stock price collapsed by more than eighty percent in a little over a year, while the NASDAQ dropped fifty percent. Investors openly pushed for a course correction—drop the science-fair stuff, go back to cheaper, graphics-only parts, harvest what was left of the gaming business. Huang refused. “CUDA added a ton of cost into our chips,” he later acknowledged. “We had very few customers for CUDA but we made every chip CUDA compatible… We had to make that sacrifice. I had a deep belief in its potential.”

      Huang would not be buckling to Wall Street. The man who would later be an iconic billionaire in a leather jacket had spent his teens washing dishes and cleaning bathrooms at Denny’s, and believed deeply that character was built in the school of pain and suffering. His conviction stemmed from deep technical knowledge of the details, and Huang saw this kind of long term engineering bet as exactly the role of a CEO, mattering more than tidy financial optics.

      Huang and Kirk thought in terms of platforms with network effects: IBM’s System/360, the Wintel PC stack, later the iPhone. Those systems only worked because hardware and software moved in lockstep and were ubiquitous. Fragmentation would doom CUDA. For the ecosystem to take root, it couldn’t be a niche SKU or a workstation option; it had to be everywhere.

      Building CUDA’s ecosystem was a slow slog of several years. NVIDIA chief scientist David Kirk saw “Nobody knew how to program in CUDA, and nobody was devoting effort to it. Nobody wanted to hear it.” To seed adoption, Kirk embarked on a CUDA evangelism world tour, giving more than a hundred talks in a single year—sometimes multiple per day—demoing CUDA, teaching it, and cajoling researchers to adopt it. He even flew weekly from Colorado to the University of Illinois at Urbana–Champaign to teach an early GPU-computing course; its lecture notes and videos circulated widely online and became the seed of a nascent community.

      It wasn’t until years after its launch that CUDA would find its real “killer app” in deep learning, as researchers discovered that NVIDIA’s GPUs could train neural networks orders of magnitude faster than CPUs.
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      In early 2012, a graduate student named Alex Krizhevsky unboxed a package from Amazon in his cramped Toronto apartment. Inside was a pair of NVIDIA GeForce GTX 580s, each sporting 512 cores in sleek, glossy black-and-green plastic casing. They soon whirred to life side by side in a desktop tower in his apartment’s bedroom. This dual-GPU, high-end home PC would have been a dream rig for gaming—but that wasn’t what Krizhevsky would be using it for.

      Krizhevsky was a Canadian computer scientist working in the small Toronto lab of Geoffrey Hinton—the same Hinton who helped revive neural nets by reintroducing backpropagation. Together with his collaborator, Ilya Sutskever—who was later to become a key leader within Google Brain and then a co-founder of OpenAI—they used CUDA and the GPUs to train a large-scale neural network they called AlexNet.

      AlexNet was their submission to the annual ImageNet Large Scale Visual Recognition Challenge (ILSVRC), a competition built on Fei-Fei Li’s ImageNet dataset. ImageNet consisted of 1.2 million labeled photographs, spanning 1,000 categories, representing the messy visual complexity of the real world. Participants had to classify 100,000 test images—everything from Siberian huskies to fire trucks to espresso machines. Prior years’ challenge winners continued to rely heavily on “hand-crafted” feature engineering—the manual design of algorithms to detect things like edges, corners, or texture patterns in the pixels. 

      Although Yann LeCun’s work years earlier on handwritten digits had shown that neural networks had the potential to outperform these techniques, the images that LeCun’s LeNet-5 model had successfully classified were far smaller and more constrained. They were small, uniform size, greyscale, and handwritten digits only. ILSVRC images were variable size, full color, images drawn from natural photographs, with categories all over the map.  A model like LeNet-5 would have struggled badly on such a dataset.

      The AlexNet team took the basic convolutional architecture of LeNet-5 and scaled it up by three orders of magnitude—from roughly 60 thousand parameters to 60 million. On CPUs, training such a model on 1.2 million images would have taken months of compute time. On Krizhevsky’s dual-GPU setup, training ran in roughly five days. Just as important as scale, the team introduced several innovations—ReLU activations, dropout, data augmentation—that sped convergence and improved generalization. Many later became standard practice in deep learning.

      AlexNet crushed the competition by a stunning margin, beating the runner-up by ~11 percentage points—roughly doubling the typical year-over-year improvement and nearly halving the previous winner’s error rate. The result electrified the field. It was suddenly undeniable that, with enough data and compute, deep neural networks could achieve performance levels that hand-crafted methods could not touch. The resulting paper, ImageNet Classification with Deep Convolutional Neural Networks, became one of the most-cited in computer science, with over 170,000 citations.

      The size of AlexNet’s leap foreshadowed a deeper pattern. Rich Sutton would later call it the “bitter lesson”: methods that scale with computation tend to dominate methods that rely on human insight or domain knowledge. Hand-designed features, clever heuristics, and carefully engineered pipelines all have ceilings. End-to-end learning systems—trained with enormous data and compute—keep improving as resources grow. Vision researchers had spent years refining increasingly elaborate feature sets; in one stroke, a scalable learning system eclipsed them. It was “bitter” not because it was wrong, but because it implied that many of the hard-won tricks of human experts would eventually be outpaced by simple algorithms applied at sufficient scale—a theme that would recur again and again in AI’s evolution.
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        * * *

      

      In a 2022 retrospective, A Decade of Deep Learning, Google AI chief Jeff Dean identified the 2012 AlexNet paper as the starting point of the deep learning revolution. To clarify terminology briefly, “AI” is sometimes used as the widest umbrella term for any “Intelligent” system, encompassing not only machine learning & deep learning but also the symbolic techniques of the 1980s; “machine learning” would be a subset of AI systems focused on learning behavior from data rather than encoding explicit rules; “deep learning” would be a subset of “machine learning” that specifically uses multi-layered neural networks to learn from data; but deep learning has now become so dominant as a paradigm that anyone talking about “AI” today is almost always simply referring to deep learning.

      Google had been using “machine learning”—meaning statistical, probabilistic, predictive mathematical models trained on large corpora but not using multi-layer neural networks—for at least a decade prior to AlexNet. When Peter Norvig arrived at Google in 2001 as Director of Machine Learning, his teams applied machine learning to a number of problems within  Google—ranking, recommendations, spam detection, and machine translation—using a wide variety of ML techniques like N-gram language models, logistic regression, Naive Bayes classifiers, gradient-boosted decision trees, and support vector machines. These mathematical models can learn weights based on numeric input features, but humans had to decide which features mattered, and how to represent the data. For example in web search ranking circa 2005, features might include the number of query-term matches in the title, PageRank score, anchor-text overlap, click-through rate: each a manually specified numeric statistic derived from domain intuition. Although the learning algorithm could adjust weights on those features based on data, the basic “vocabulary” of the model—the very things it could pay attention to—were predetermined by human design, using the same kind of “hand-crafted” feature engineering process as the algorithms that AlexNet had beaten out. 

      Deep learning was already on Google’s radar prior to AlexNet, to solve this feature engineering problem. What was new and exciting about the prospect of deep learning was that a system could learn its own features directly from raw input (pixels, audio, text) by internally constructing multiple layers of abstraction. In 2011, just before AlexNet, Google Brain started as a collaboration between Jeff Dean, Andrew Ng, and Greg Corrado, specifically for the purpose of exploring deep learning at scale, using large neural networks trained with massive amounts of data and compute. Their first major experiment, in 2011-2012, became famous as the “YouTube cat detector”: it used 16,000 CPU cores (about 1,000 machines) to train a massive neural network on 10 million YouTube video frames, completely unsupervised. The network spontaneously learned to detect cats, faces, and human body parts without ever being told what those were.

      Even though Google Brain was already active by 2011, the dominant thinking in many parts of research and industry was still skeptical of deep neural networks—they were often seen as academic curiosities, impractical for large real-world systems. The success of AlexNet was a legitimizing shock to this thinking that helped shift consensus and acted as validation—internal and external—for deeper investment in deep neural networks. Google acquired the company formed by the creators of AlexNet—Geoff Hinton, Ilya Sutskever, and Alex Krizhevsky—bringing them into the company. 

      Google moved to incorporate deep learning into its product stack. Image- and vision-intensive products all shifted towards experimentation with neural architectures. Product teams like Photos, Search, and Translate all collaborated with Brain to integrate neural models in those domains. Google Photos quickly became a flagship application, offering groundbreaking features such as automatic facial recognition and grouping, allowing users to easily organize photos by individuals, as well as object search within personal photo libraries. RankBrain in 2015 was one of the first large-scale deployments of deep learning in Google’s core search engine, a neural-based component of the algorithm that helped match “fresh” or “ambiguous” queries to documents. 

      Working on the Brain team, Ilya Sutskever led groundbreaking work on language translation on behalf of Google Translate, published in a 2014 paper “Sequence to Sequence Learning with Neural Networks.” The paper introduced the encoder-decoder paradigm, in which one neural network, an encoder, reads the source sentence word by word and compresses its meaning into a numerical summary (a “context vector”); a decoder network then takes that summary and unrolls it word by word, generating a new sentence in the target language.

      Facebook had also already been investing heavily in machine learning prior to AlexNet, and so was primed to react quickly as well. Facebook announced the formation of Facebook AI Research (FAIR) and hired deep learning pioneer Yann LeCun to lead it. Under FAIR, Facebook began investing heavily in applying deep nets to vision, content understanding, and recommendation systems.

      Both Google and Facebook had to adapt their infrastructure stacks significantly for the deep learning era. Both built compute infrastructure and distributed systems for deep learning training (the process of feeding labeled data through a neural network so it can adjust its internal weights and “learn” patterns), and inference (the process of using that trained network to make predictions or generate outputs on new, unseen data). GPUs were now a critical hardware resource; both companies built large scale GPU clusters with thousands of cards. Google went even further, developing its own custom silicon chips (TPUs) for deep learning early. Both built internal frameworks  (Google’s TensorFlow and Facebook’s PyTorch) to make developing deep learning model architectures easier. 

      The Internet giants were thus transformed quite early, retooled from top to bottom to run on AI, long before the advent of ChatGPT. Their transformation is reminiscent of the factories that re-oriented their operations around Electricity and the possibilities of the electrical motor. It was a transformation most readily available to firms that already commanded large data resources and substantial computational infrastructure.

      While Google and Facebook were weaving deep learning into ranking, translation, advertising, and media understanding, a very different kind of AI effort was taking shape across the Atlantic. In London, a small startup called DeepMind was not trying to sprinkle neural networks into existing products; it was aiming directly at artificial general intelligence itself. Its proving grounds would not be search queries or social feeds, but games.
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      Demis Hassabis grew up in North London obsessed with games. He learned chess at four and was soon beating adults; by thirteen he had reached master strength and captained England’s junior chess teams. He didn’t stop at chess. Over the years he became a five-time champion at the Mind Sports Olympiad’s “Pentamind” all-around games title, excelling at everything from Diplomacy to poker to multi-game decathlons.

      As a teenager, Hassabis moved on to making games, joining Peter Molyneux’s famed Bullfrog Productions at sixteen, to help design and program the hit simulation game Theme Park, in which players build and manage an amusement park. Later he founded his own studio, Elixir, and shipped ambitious titles like Republic: The Revolution and Evil Genius—games that tried to simulate entire political systems or villainous lairs, dense with AI-driven agents and emergent behavior.

      After a decade in games, Hassabis did something unusual for a successful entrepreneur: he walked away and went back to school. He earned a PhD in cognitive neuroscience at University College London, studying how the hippocampus underpins memory and imagination—how the brain constructs and recombines experiences to simulate possible futures.He then did postdoctoral work at MIT and Harvard, explicitly looking for ideas that could link what he knew from games and simulation to new algorithms for artificial intelligence.

      By 2010, Hassabis had decided that the way to unify these threads—games, simulation, neuroscience, and machine learning—was to found a company. With Shane Legg and Mustafa Suleyman, he started DeepMind in London with a simple mission statement: “solve intelligence” and then use that to “solve everything else.” In practice, that meant building general-purpose learning systems and testing them in environments Hassabis understood best: games.

      DeepMind’s early bet was that reinforcement learning—an approach in which an agent learns by trial and error through interaction with an environment, guided by rewards and penalties—could be supercharged by deep neural networks. Reinforcement learning had existed for decades as a parallel strand to the symbolic and connectionist camps: it focused on agents that choose actions to maximize long-term reward, learning from experience rather than from labeled examples. But with the arrival of deep learning, something new became possible. Value functions (“how good is this position?”) and policy functions (“what action should I take here?”) could now be approximated by powerful neural networks, allowing agents to discover strategies that were previously out of reach.

      Unlike supervised learning, where humans must assemble a large dataset of input–output pairs and the model’s ambition is to mimic those labels, reinforcement learning lets an agent generate its own training data through interaction with its environment. Once you’ve built the environment—say, a game—an RL agent can play millions of rounds against itself, exploring and exploiting, discovering tactics no human has tried before. Supervised systems are chained to the quality of their human-provided examples; a reinforcement learning agent can, in principle, surpass them.

      The DeepMind team built an agent that took as input nothing but the raw pixels and score from classic Atari 2600 games—Pong, Q*bert, Space Invaders, Breakout—and learned to play them from scratch using a deep neural network to approximate the value function, a setup they called a Deep Q-Network (DQN). In many of these games, the agent reached or exceeded human performance.

      The most memorable demo involved Breakout, where the player moves a paddle to bounce a ball upward and break bricks. At first, the agent thrashed around randomly. After a short period, it learned to keep the ball in play and aim roughly at the bricks. Then, after enough training, it discovered a trick no one had coded into it: carve a tunnel up the side of the brick wall, slip the ball through the gap, and let it ricochet across the top, shredding bricks with almost no further paddle movement. The agent had discovered the “tunneling” strategy on its own, simply by searching for actions that maximized long-term reward. It was a compelling proof of concept: a single system, with the same architecture and learning algorithm, mastering dozens of different games from pixels, discovering non-obvious tactics along the way.

      Word of the Atari demo spread quickly through DeepMind’s investors. One of them, Luke Nosek—an early PayPal and SpaceX backer—showed a video of the Breakout tunnel strategy to Elon Musk while they were on a private jet. According to later accounts, Musk was impressed enough to invest himself. Also on that flight, by chance, was Google co-founder Larry Page. Curious what they were watching, he looked over, heard the words “Atari-playing AI,” and asked what company had built it. That was how DeepMind first landed on Google’s radar.

      In autumn 2013, roughly nine months after the AlexNet paper and as Google stepped up its own deep-learning efforts, Geoffrey Hinton—now at Google—and Jeff Dean flew to London to evaluate DeepMind. At DeepMind’s small office near Russell Square, Hinton and Dean were shown into a conference room with a long table. Hassabis and his co-founders described their mission in stark terms: to build artificial general intelligence, a general-purpose learning system that could, in principle, master any task. For Google, which increasingly viewed itself as an AI company, this was deeply enticing.

      Google ended up acquiring the fifty-person company in mid-2014 for about $650 million. DeepMind would go on to achieve a series of landmark breakthroughs within Google. Two years later its AlphaGo system would defeat world champion Lee Sedol in the ancient board game Go—a feat that had seemed decades away—shocking commentators with strikingly creative play. In 2020, its AlphaFold 2 system achieved near-experimental accuracy in predicting how strings of amino acids fold into three-dimensional protein structures—work that won Hassabis a Nobel Prize in Chemistry and cemented DeepMind’s reputation for world-changing scientific AI.

      DeepMind’s rise—and its absorption into Google—changed how other founders and investors thought about AI. For some, the prospect of a single tech giant owning the leading AGI lab, staffed with many of the world’s top researchers, was deeply unsettling. If DeepMind embodied one model of the future—corporate, centralized, and inside Google’s walls—another group of entrepreneurs began to imagine a counterweight.
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        * * *

      

      OpenAI’s founding in 2015—by Sam Altman, Elon Musk, Ilya Sutskever, Greg Brockman, and others—was explicitly framed as a counterweight to the increasing concentration of advanced AI research inside Google. Luring Sutskever away from Google gave the new lab immediate technical credibility and set its scientific direction. Soft-spoken and intensely focused, Sutskever held a firm conviction that scaling neural networks would unlock entirely new capabilities.

      OpenAI’s early years were sprawling and exploratory, with robotics, games, and simulated agents all pursued in parallel. One of its first influential releases was OpenAI Gym, a standardized suite of environments for reinforcement learning experiments. Later, Universe expanded the idea to real software, letting agents interact with hundreds of existing desktop applications streamed via remote-desktop software, a step toward the broader vision of agents that could learn to use a computer like a human. Language models were not yet central to the lab’s research—but that was soon to change.
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      In 2016, Google launched the Google Neural Machine Translation system—an overhaul of Google Translate’s backend that replaced its phrase-based statistical engine with deep neural networks. The system followed the sequence-to-sequence “encoder–decoder” blueprint that Ilya Sutskever and colleagues had introduced in their 2014 paper. The shift marked a dramatic leap in translation quality: the new system could model entire sentences end-to-end and capture context far beyond the reach of earlier methods.

      In this encoder–decoder paradigm, one network, the encoder, reads a source sentence and turns it into a numerical summary; a second network, the decoder, takes that summary and generates a sentence in the target language. In the earliest seq2seq models, this summary really was a single vector—one fixed-length bundle of numbers that was supposed to capture everything important about the input sentence. That worked surprisingly well for short sentences, but it created an obvious bottleneck: the longer and more complex the input, the harder it was to squeeze all the needed information through a single numerical “neck of the hourglass.”

      At the time Sutskever left Google in late 2015, the dominant way to build these encoder and decoder networks was with Recurrent Neural Networks (RNNs), particularly their more advanced variant, the Long Short-Term Memory (LSTM) network. RNNs handle variable-length sequences by processing each token in turn through a long chain of identical cells, each one passing forward a compressed summary of everything it has seen so far. Simple RNNs struggle with long-range dependencies; their memory fades. LSTMs tried to fix this with gating mechanisms that decide what information to remember or forget, allowing the network to preserve important context over longer spans.

      Google’s translation system used deep stacks of LSTM layers on both the encoder and decoder, and added an “attention” mechanism on top. Attention offered a simple but powerful idea: instead of relying solely on a single compressed vector, the decoder could look back at all the encoder’s intermediate states and decide, dynamically, which words in the source sentence mattered most for predicting the next word in the translation. You can think of it as a matrix of little connection weights that brightens the relevant parts of the source sentence and dims the irrelevant ones. In effect, attention lets the model build a temporary map of relationships—who refers to what, which adjectives modify which nouns, what events depend on which others—and reshape that map at each decoding step. This gave LSTM-based systems a major boost in expressiveness and helped alleviate the “single bottleneck vector” limitation.

      Even so, the LSTM-based approach still had two important drawbacks. First, despite attention, information still had to thread its way through long recurrent chains, which made it hard to model very long-range dependencies and complicated training. Second, because LSTMs process tokens one after another, their computation can’t be parallelized across time—each step depends on the previous one—making them slow and inefficient to train on GPUs.

      In 2017, researchers at Google Brain found a way around both constraints. The landmark paper “Attention Is All You Need” proposed a new architecture called the Transformer. The key move was not inventing attention—that was already in use—but making attention the core building block and discarding recurrence entirely. Instead of a chain of RNN cells carrying state forward one token at a time, the Transformer uses layers of “self-attention” in which every word in a sentence can look at every other word directly and assign weights to them in parallel.

      At each layer, the Transformer essentially asks, for every position, “Given this current word, how relevant is every other word?” While generating the translation for, “The animal didn’t cross the street because it was too tired,” when producing the output for “it” the model will focus more on “animal”; but for the sentence, “The animal didn’t cross the street because it was too wide,” the model will focus more on “street.” Over millions of examples, the model learns statistical regularities of co-reference and dependency: in contexts like “it was tired,” animate nouns tend to be the right referent; in contexts like “it was wide,” inanimate nouns such as “street” or “river” tend to be favored.

      The Transformer quickly surpassed recurrent networks on translation and other benchmarks. Its fully parallel structure made training dramatically faster: instead of a slow procession through time, each Transformer layer computes attention weights between all pairs of words in a single dense GPU operation. Within months, research groups worldwide adapted and extended the architecture, setting off an intense period of experimentation that would redefine the field.
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      At OpenAI, Ilya Sutskever took notice of what was happening in his old field of language modeling. The Transformer’s simplicity, parallelism, and capacity to scale aligned perfectly with his long-held conviction that ever-larger neural networks would unlock new capabilities. While most of the lab remained focused on reinforcement learning, robotics, and grounded multimodal tasks, Sutskever began evangelizing the Transformer internally. At first it looked exotic. “It felt like a wack idea,” MIT fellow Yilun Du recalled. “Transformers felt like a niche architecture.” But Sutskever’s insistence persuaded a few researchers—most notably Alec Radford—to put the architecture to the test.

      It was Radford who took the next decisive step—repurposing the model from translation to next-word prediction. Google had been using the Transformer to translate from one language to another, which requires supervision in the form of sentence-aligned text pairs in source and target languages. In the “Attention Is All You Need” paper, for example, the authors trained their pair of encoder-decoder Transformers on a standard public academic dataset for translation (Workshop for Machine Translation 2014), consisting of ~4.5 million English-German sentence pairs and 36 million English-French sentence pairs. 

      In the original Transformer used for translation, an encoder processed the source sentence while a decoder generated the target. Alec Radford eliminated the encoder and instead adopted only the decoder stack, training it as a left-to-right language model that predicts the next word from its preceding context. This shift turned language modeling into an unsupervised problem: no parallel data were required, only large bodies of text. Using about 7,000 English-language books (800 million words) from the BooksCorpus dataset, Radford trained a Transformer on this next-word objective and then fine-tuned it on supervised tasks such as classification, entailment, and question answering. The result showed that a single model could be adapted to many tasks and achieve competitive, sometimes state-of-the-art results—establishing the now-standard two-stage paradigm of unsupervised “pretraining” followed by task-specific “fine-tuning.”

      The model became known as the Generative Pretrained Transformer, or GPT-1: generative because it used only the token-generating side of the encoder–decoder architecture; pretrained because it first learned from large volumes of unlabeled language before being adapted to downstream tasks; and a Transformer because it was built on the attention-based architecture introduced just a year earlier—an early instance of what we now call a Large Language Model or LLM.

      GPT-1 had shown that language modeling could serve as a kind of universal, “general-purpose” pretraining—an unsupervised way to teach machines the structure and semantics of text before adapting them to specific tasks. But within OpenAI, that success posed an even bolder question: what if adaptation wasn’t needed? What if scale alone—more data, more parameters, more compute—could teach a model to generalize on its own?

      The result was GPT-2. Released in 2019, it used the same decoder-only Transformer as GPT-1, but scaled from 117 million to 1.5 billion parameters and trained on a much larger, web-scale dataset known as WebText. The model’s performance shocked researchers, as it displayed what came to be called emergent behavior—model capabilities that were not simply scaled-up versions of what GPT-1 could do, but qualitatively new behaviors that surfaced only once the model crossed a threshold of size, data, and compute. In other words, these were abilities that could not be reliably predicted by extrapolating GPT-1’s performance trends. Researchers observed that GPT-2 could, without any explicit supervision or task-specific fine-tuning, answer questions or perform reading comprehension, summarize text, translate between languages (despite its training corpus being overwhelmingly English with no almost no sentence-parallel data), and continue creative or narrative text, generating multi-paragraph, coherent prose, poems, fan fiction, or story continuations, with surprising consistency in tone, style, and narrative logic.

      Within OpenAI, GPT-2’s success convinced many—including Sutskever and research director Dario Amodei—that language alone might suffice for general intelligence. This became known as the “pure language” hypothesis: because nearly all human knowledge is encoded in language, scaling text-only models could lead directly toward AGI. As other projects like the Dota 2 game-playing system wrapped up, the lab pivoted almost entirely to large-scale language modeling. The GPT lineage became the company’s central bet.

      In April 2019, a small group of OpenAI researchers flew to Seattle to demo GPT-2 to then Microsoft chairman Bill Gates. Microsoft had been quietly searching for a way back into cutting-edge AI. CEO Satya Nadella and CTO Kevin Scott had watched Google Brain, DeepMind, and Facebook AI dominate research headlines, and Microsoft’s internal teams lagged behind. The results impressed Gates enough that Microsoft’s leadership began exploring a deep partnership. Nadella and Scott saw the opportunity to make their cloud platform Azure the preferred cloud for AI training, and the potential to infuse Microsoft products—from Office to Bing—with intelligence features. By mid-2019, the talks crystallized. Microsoft agreed to invest $1 billion, part in cash and part in Azure compute credits. As part of the investment, Microsoft would deliver a new supercomputer to OpenAI with ten thousand Nvidia V100s, what were then the world’s most powerful GPUs for training deep learning models.

      Dario Amodei and Ilya Sutskever wanted to push the scaling hypothesis to its extreme. The GPT-2 experiments had yielded remarkably clean “scaling laws,” showing that model performance improved smoothly and predictably with more parameters, compute, and data. The next logical step was to go much bigger. Dario Amodei proposed the audacious plan of using all 10,000 of Microsoft’s new Nvidia V100 GPUs to train what would become GPT-3.

      At the time, training a model on even a few dozen GPUs was considered “large-scale.” Using all 10,000 seemed insane. Many researchers doubted it would even run. An internal project took shape to confront the massive engineering challenges: orchestrating training across thousands of chips, preventing crashes that could destroy weeks of progress, and securing enough data to avoid memorization. Every step reinforced the new “bigger = better” ideology that OpenAI would live by.

      When GPT-3 training succeeded, it delivered exactly what scaling laws had predicted: a qualitative leap in fluency and versatility. GPT-3’s API release in 2020 was an instant phenomenon, though one still limited to researchers, software developers, and dedicated hobbyists. Microsoft soon licensed the model exclusively, integrating it into Azure and Office products.

      Though the model was powerful, it sometimes ignored instructions, produced toxic or off-topic text, violated norms of politeness, or otherwise responded in ways that “drift” from the user’s goal. To address this, researchers returned to an idea that Dario Amodei’s safety group had pioneered earlier—Reinforcement Learning from Human Feedback (RLHF). The RLHF technique was created in 2017 inside Dario Amodei’s safety group, not for language modeling but to solve a classic alignment problem for control/robotics-style agents whose goals are hard to write down precisely. The original use-case involved a toy physics agent (a T-shaped stick with joints) learning to do a backflip in a simulated environment; instead of giving it a hand-crafted reward, OpenAI hired contractors to compare short video clips of the agent’s attempts and pick which looked more like a backflip. After ~900 such comparisons, the agent learned the flip. This reinforcement learning derived methodology became a general way for OpenAI to get systems to follow “difficult-to-specify” objectives via human preference signals. Now with the focus on the GPT series, OpenAI looked to apply RLHF to language modeling, marrying Amodei’s preference-learning method to the GPT series by using RLHF to shape its outputs to favor human-preferred responses. A major milestone on this path was InstructGPT, an RLHF-tuned version of GPT-3 that was better at following instructions, reducing hallucinations, and reducing undesirable content.

      Building on InstructGPT, OpenAI continued iterative fine-tuning and efficiency improvements through 2022. Internally these models were called GPT-3.5 — effectively scaled, instruction-tuned GPT-3 variants trained with improved data pipelines and reinforcement feedback loops. GPT-3.5 served as a testbed for conversational formats: employees experimented with it in chat interfaces inside OpenAI before any public release. It wasn’t a major capability jump from GPT-3 — more of a usability and alignment upgrade. Next came the critical product decision to release the tuned GPT-3.5 model inside a chat-style interface. 

      ChatGPT went live on November 30th, 2022. The OpenAI announcement post referred to it as a “research release” and “iterative deployment,” implying something not yet complete but part of a progression. It was meant as a low-stakes product test, not a revolution. The instant runaway success of ChatGPT and viral pickup in social media and the press was far beyond what anyone at OpenAI had dreamed of. OpenAI servers melted down under global demand, forcing engineers to cannibalize compute from research clusters to keep ChatGPT online; the tiny trust-and-safety team scrambled to monitor misuse while still building its tools. Research projects paused as the company pivoted to stabilize the product and expand infrastructure. Altman had expected modest popularity — “an order of magnitude less,” he later said — but the app crossed one million users in five days and one hundred million in two months, making it the fastest-growing consumer app in history.

      It was thus a full 10 years into the GPU-trained deep neural network revolution kicked off by AlexNet that millions of people had what felt like their first direct experience of an AI system. Though deep learning had for years been invisibly integrated into the recommendation engines and products of the Internet giants, ChatGPT was the first mass-market product that placed a general-purpose AI front and center, inviting users to talk to intelligence itself. Its conversational form made AI feel personal. It wasn’t AI powering a product; it was AI as the product.

      The release of ChatGPT was a “code red” moment for Google’s executive team. Sundar Pichai reassigned teams and took personal control of AI strategy. Larry Page and Sergey Brin met with leaders and reviewed product plans, an unusually hands-on return tied explicitly to the ChatGPT moment. By this time, Google had already developed very similar technology to ChatGPT—giant general language models like PaLM, the instruction-tuned FLAN, a core “understanding” model BERT that ranked queries, and LaMDA, fine-tuned on dialog for open-ended conversation first demo’ed at I/O 2021 (finally released later in 2023 as Google’s product response, Bard). But it had been sitting on this technology, reluctant to release it as a consumer-facing product.

      Some would blame this on slow-moving company culture or asymmetric brand risk, but the more difficult issue for Google, then and still today, is the innovator’s dilemma it faces with its core search business. As in prior technological revolutions, the new technology does not necessarily support the old business—Google’s cash machine is search results that lead to ad clicks; the more AI displaces use of search by humans—either in new products or in “AI summaries” within search—the fewer ads get clicked.
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      In the early 2020s, around the same time Large Language Models rose to prominence, image and video generation models underwent their own revolution. The key breakthrough came when diffusion models—a new kind of deep-learning architecture—proved capable of generating astonishingly realistic images. Instead of drawing an image all at once, a diffusion model starts from random noise and gradually “denoises” it step by step, learning to reverse the process of adding noise until a coherent image emerges.

      What unlocked text-to-image generation was the marriage of diffusion models with language–vision models—systems that can connect textual and visual understanding within the same representational space. A language–vision model learns to encode an image and its caption into nearby points in a shared “embedding” space, so that a picture of a cat on a sofa ends up numerically close to the text “a cat on a sofa.” The most influential of these was CLIP (Contrastive Language–Image Pretraining), introduced by OpenAI in 2021, which trained on hundreds of millions of image–caption pairs from the Internet to align words and pixels statistically.

      Behind CLIP and models like it lies one of the most powerful ideas in modern AI: representations, often called embeddings. Neural networks cannot work directly with raw pixels or characters; instead they transform them into points in a vast, high-dimensional numerical space. During training, the model organizes this space so that similar things—pictures of cats, the word “cat,” or the pose of a cat—end up close together, while very different things are pushed apart. Meaning becomes geometry.

      This geometric machinery turns out to be remarkably general. Whether the input is an image, a sentence, an audio clip, or a line of code, the network uses the same trick: convert everything into a vector, shape the vector space so patterns become separable, and perform reasoning by navigating that space. In language models, this is what allows analogies or metaphors to work; in vision models, edges become shapes, shapes become objects, and objects become scenes; in recommendation systems, embeddings of users and products reveal patterns of preference; and in multimodal models like CLIP, text and images are brought into the same space, letting the system match words to pictures directly.

      Most of modern deep learning builds on this idea. Transformers begin by mapping tokens into embeddings, and it is over these learned vectors—not the raw symbols—that attention and all subsequent computation operate. Diffusion models denoise in it; reasoning models generate intermediate steps within it. The widespread success of deep learning across domains stems from this shared representational substrate—a flexible way of turning the messy richness of the world into numerical form so that it can be compared, combined, and ultimately understood.

      Under the hood, CLIP and similar systems use transformer encoders—the same attention-based architecture that powers large language models—to read text and analyze images in parallel. Transformers excel at capturing long-range dependencies and subtle contextual relationships, whether between words in a sentence or regions in an image. When a diffusion model uses these encoders to interpret a text prompt, it can steer the denoising process toward images that reflect the described scene.

      With that fusion—diffusion models guided by CLIP-like embeddings—the field of text-to-image generation exploded. Within months, systems such as DALL·E 2, Imagen, Stable Diffusion, and Midjourney were producing intricate, photorealistic scenes from simple natural-language prompts, marking one of the most rapid quality leaps in the history of machine learning.

      Once machines could generate still images from text, the next frontier was obvious: moving images. Yet video posed an exponentially harder problem. A single second of video at standard frame rate contains thirty coherent images, each one needing to remain consistent in lighting, texture, and object motion. The model can’t simply “redraw” each frame independently—it must preserve continuity of motion and physical plausibility through time.

      Early experiments tried to extend image models frame by frame, but the results flickered and warped. The real breakthrough came when researchers adapted diffusion models to handle both space and time. Instead of denoising a static 2D grid of pixels, a video diffusion model operates in three dimensions—height, width, and time—learning to fill in coherent motion as it denoises a volume of noisy video frames. This temporal extension required massive compute, but it preserved the same elegant principle that made diffusion work for images: learning to reverse the noise process.

      At the same time, advances in multimodal transformers—models trained to understand text, images, and sometimes sound together—made it possible to guide video generation from textual prompts. Just as CLIP linked words and images, these newer models link words and sequences of visual motion. The text encoding steers the denoising trajectory not just toward what objects should appear, but how they should move.

      By 2023–2024, companies such as Runway, Pika, and Stability were releasing short text-to-video demos. Then OpenAI’s Sora pushed the field into multi-second, high-resolution clips with consistent lighting, realistic physics, and camera motion that could pass for live footage. Sora and similar systems used extremely large diffusion transformers trained on massive video datasets, combining the strengths of text conditioning, temporal coherence, and large-scale generative modeling.

      In less than three years, the field leapt from producing crude, flickering GIFs to generating cinematic, minute-long videos from a single line of text. And the underlying trend continues: as architectures unify vision, language, and motion, generative systems are converging toward the ability to simulate coherent worlds—frames of reality that unfold in time, directed by words alone.
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      Around the mid-2020s, just as the old paradigm of “bigger models, bigger datasets” began slowing, a surprising second wind arrived: LLMs started improving not by growing larger, but by learning to think longer—developing the ability to carry out extended, computation-heavy inference, including reasoning, planning, and interaction with external tools.

      Until roughly the mid-2020s, the dominant focus in LLMs was in making models ever larger by increasing their number of internal parameters and dedicating more and more computing resources at training time to feed in more and more training data (text tokens). This was an era of “training-time scaling.” By the mid-2020s, frontier labs began seeing signs of diminishing marginal returns from this strategy—doubling training compute yielded smaller and smaller performance gains; additionally the web-scale text corpora had already been mined, so new tokens were increasingly redundant or noisy. 

      Researchers noticed that smaller models allowed to think longer could outperform larger models that answered more instantly. This suggested an entire new axis of improvement—not more parameters and bigger training runs, but more computation per question. This concept became known as test-time scaling or inference scaling (“inference” is a model making predictions, generating output). Thus as quickly as one scaling axis slowed down, another entire scaling paradigm appeared.

      Researchers studied many different strategies for scaling computation at inference time to allow models to “think harder” about their answers. For example, after generating an output, you can simply ask the model to review its own output, e.g. “Is this correct? If not, fix it,” and then revise, possibly multiple times. In “Best-of-N” sampling, we ask the model to generate N independent answers, then pick the “best” one by some scoring rule. This can get significantly more sophisticated, with different “judge” or “ranking” models reviewing outputs, or adaptive strategies that expand only on the most promising outputs. All of these methods share a simple idea: if you let the model spend a little more time thinking—generating more candidates, revising, verifying—it tends to get better. Accuracy rises not because the model knows more, but because it thinks longer.

      In early 2022, the Google Brain team published a paper that opened up another new paradigm: Chain-of-Thought (CoT) reasoning. The paper, “Chain-of-Thought Prompting Elicits Reasoning in Large Language Models,” observed that emergent reasoning abilities in large models could be elicited with the simple prompt: “Let’s think step by step.” For example, with that prompt, on a math problem, instead of attempting to respond immediately with a correct answer, the model will more verbosely list out its steps, “Let the unknown number be x; Twice the number is 2x; Three more than twice is 2x + 3; We set 2x + 3 = 17…” Simply by prompting a large language model to show its reasoning dramatically improved accuracy on arithmetic, logic, and multi-step tasks. This was a classic “emergent” behavior, as this CoT prompting only helps when the models are sufficiently large (on the order of ~100B+ parameters).

      Immediately after, researchers realized that instead of trusting a single reasoning chain, you could generate multiple reasoning chains (using randomness) and take the most consistent final answer, essentially re-combining CoT with the earlier best-of-N idea; later, these ideas evolved into search-like reasoning: exploring multiple reasoning paths, verifying them, or decomposing problems into substeps. Simple “chains of thought” became “trees of thought”, echoing classical AI’s tree-search methods, but performed by an LLM.

      This line of research led to the era of the reasoning model. These models—like OpenAI’s o1 series (late 2024) and DeepSeek-R1 (early 2025)—are explicitly optimized for multi-step reasoning, performing it internally rather than relying on users to prompt for it. These models internally generate a chain of intermediate “thoughts”—essentially the model talking to itself to think through how to answer—before outputting a “final answer” to the user. Models of this class are trained to spend compute on multi-step deliberation before answering, with both more train-time reinforcement learning and more test-time “thinking” tokens. Instead of optimizing only for giving responses in one shot, they’re optimized to construct and refine intermediate steps and to allocate extra inference budget when problems are hard.

      A key ingredient has been a new post-training paradigm, Reinforcement Learning with Verifiable Rewards (RLVR), which replaces or augments human feedback preference rewards with objective checks (e.g., math solvers, compilers, unit tests) so the model is incentivized to produce solutions that result in correct final answers to verifiable reasoning problems, most typically in math & coding.

      Early experiments in this direction relied on expensive human-labeled reasoning traces, but with frontier systems showing that more reinforcement learning and more thinking time reliably improve performance, an active area of research is in eliminating the bottleneck of human involvement in the reasoning verification process. For example in math problems, the model’s answer can be checked by a symbolic math solver; for coding, the code can be compiled & executed to see if tests pass. Rather than relying on humans to annotate step-by-step traces, specially trained judge or verifier models can be used to reward correct intermediate steps. Models can even be used to generate both questions/problems and solutions/traces, then verify them (via solver or the verifier) and select the good ones as training data, a form of “self-play” analogous to AlphaGo playing Go games against itself.

      The emerging view is that reinforcement learning will command a larger share of LLM training and inference budgets going forward—potentially even rivaling pretraining, going from a small “cherry on top” to a substantial part of the compute budget. It is striking to see the independent threads of reinforcement learning and language modeling converging, braiding together so intricately, effects compounding as we have seen in the complementary technologies of prior revolutions. Even seemingly unrelated advances—such as the widespread adoption of Linux “container” technology, which allows for lightweight isolated runtime environments, originally built for scalable software deployment—have become unexpectedly essential to the AI stack, providing the secure, reproducible sandboxes in which reasoning models can execute code, run experiments, and safely interact with their environments.

      As this history is written, in the mid 2020s, a large industry focus is now centered on the concept of agents, the concept of AI systems taking action in the external world, planning and executing multiple steps autonomously. The improved multi-step planning capabilities of reasoning models are a key enabler here, as is the concept of equipping LLMs with software tools—calculators, code interpreters, retrieval systems, web browsers, and APIs—that enable them to interact with the external world. These systems operate through what is often called the agentic loop: an iterative cycle of observe → plan → act → evaluate. The model perceives the current state of the world (through retrieved context or sensory inputs), reasons about possible actions, executes one or more of them—such as issuing an API call or writing code—and then interprets the result before deciding what to do next. Each loop produces new observations that feed back into the model’s context, allowing it to correct mistakes, refine strategies, and pursue longer-horizon goals.

      OpenAI’s old research focus around frameworks to enable agents to interact with arbitrary GUI software at the pixel level is relevant again, but the software industry has also rapidly converged on standards for supplying LLMs with tools more directly.  In late 2024, Anthropic proposed the Model Context Protocol as an industry-standard mechanism for connecting LLMs to external software; this has seen rapid and enthusiastic uptake from the software development community, with some calling MCP the “HTTP of AI.”

      Agent systems can now be given tools to take a wide variety of actions: performing web searches, retrieving and summarizing documents, running code, managing files, updating spreadsheets and databases, sending messages or calendar invites, and orchestrating complex workflows across APIs. In time, they may even execute real transactions—booking travel, ordering goods, or scheduling services—automating nearly any digital task that once required a human at the keyboard.
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      If the preceding history seems woefully incomplete, that’s because it is. AI technology is still rapidly evolving, so we are nowhere near maturity or an “end” to the story. What can past technological revolutions tell us about how it may proceed?

      One lesson is that we should think in terms of decades, and to expect highly uneven, nonlinear progress. Advancement will come in fits and starts, and in multiple phases. It will hit roadblocks and plateaus, appear to top out—only to then enter a new chapter.

      The breakneck pace of modern AI development has been startling even to veterans of the Internet revolution. The deep-learning era has compressed what once took decades into single-digit years: breakthrough architectures, dramatic jumps in reasoning ability, multimodal perception, and world-class performance in fields as distant as mathematics, biology, and video generation. Some of these advances have arrived as 10–100× leaps on key benchmarks within 12–18 months. This acceleration is not driven by one factor but by several exponential curves stacking and amplifying one another: rapid growth in training compute; architectural and hardware improvements that double effective throughput; steady increases in model size; and algorithmic efficiency improvements that make each unit of compute more productive.

      AI also strongly displays the Internet’s dynamic of self-acceleration. As the frontier advances, AI increasingly helps build the next wave of AI. Models generate and curate their own synthetic training corpora; coding assistants accelerate the development of AI infrastructure and research software; verification and simulation tools shorten chip-design cycles; automated search techniques propose architectures and optimization strategies that humans would not have found unaided. 

      This compounding of exponentials—hardware, data, models, algorithms, and now the research process—creates a rate of improvement without historical parallel, and one that may itself still be accelerating. However if history is a guide this does not mean we should not expect periods of stalled and uneven progress. Though this is not a prediction, it would be very much in keeping with past revolutions to see progress slow down, hard barriers remain stubborn, or enthusiasm cool off for extended periods.

      One plausible reason for stalled or uneven progress would be a looming ceiling from data limitations. LLMs are already being trained on essentially the entire available corpus of high-quality Internet text; though efforts to multiply data availability through synthetic generation or clever data augmentation can extend this, human-generated language is ultimately a finite resource. As Ilya Sutskever put it, “data is the fossil fuel of AI.” We are in the process of digesting the burst of progress that came from unlocking the treasure trove of large-scale Internet text; many of the subsequent advances—such as RLHF and RLVR—can be understood as ways of extracting more value from that reservoir by treating human feedback, demonstrations, and preference signals as new, higher-quality data sources layered atop raw text. Some researchers, extending Rich Sutton’s “bitter lesson,” infer that the next truly large burst of progress may require not a clever new algorithm but a qualitatively new trove of data: large-scale video, rich sensor streams, or vast simulated environments for reinforcement learning.

      It is striking, even poetic, that AI has already progressed this far primarily through language. Philosophers have long argued that language and thought are deeply entangled. Twentieth-century figures like Wittgenstein suggested that language does not merely reflect our thoughts but helps constitute them, shaping what can be imagined, reasoned about, or felt; cognitive science likewise suggests that humans use language not just to communicate but to structure and manipulate ideas, its syntax and semantics functioning as a kind of mental scaffolding for abstraction and reasoning. In that sense it is perhaps unsurprising that scaling language models unlocked so much general-purpose capability: to train on language is to train on the traces of human thought itself.

      Yet it would also be unsurprising if the centrality of language were eventually overtaken by new paradigms. Yann LeCun, for example, has long argued that language alone is not an adequate basis for full human-level intelligence. LLMs, in his view, are fundamentally limited for tasks that require grounded spatio-temporal reasoning, long-horizon prediction, or hierarchical planning because they lack direct engagement with the physical world. His research program instead emphasizes “world model” architectures that learn to predict and simulate the dynamics of the environment from large-scale video and sensorimotor data. In this view, the next major leap in AI may come from coupling language-based cognition to rich perceptual and embodied experience—moving from models that merely talk about the world to systems that, in some sense, live inside a model of it.

      Many on the AI research frontier anticipate the fusion of AI and robotics as a coming chapter in the unfolding revolution. This also would be very much in keeping with the compounding nature of past revolutions. Just as most economic histories today treat computers and the Internet as a single continuous phenomenon, future historians of the AI era will likely usually speak of AI and robotics together, glossing over the early, primarily language-model-centric period we are now in, as AI-powered robotics is poised to make extremely rapid progress over the coming decade.

      As with prior general-purpose technologies, the development of AI has been accompanied by a massive build-out of associated infrastructure, which here is taking the form of a vast archipelago of GPU data centers. The investment in AI data centers is reaching historical proportions, potentially consuming a share of the GDP comparable to the peak of the railroad boom. The AI boom faces similar challenges to the historical rail expansion, including concerns about overbuilding, market bubbles, a shortage of skilled labor, and ecological impact from power and water demands. As in prior revolutions, there are geo-strategic implications as well, as AI infrastructure is becoming seen as a national asset critical to economic dominance and national security.
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        * * *

      

      The diffusion of AI into the economy is only just beginning. What have we seen already, and how may we expect it to play out?

      As we touched on earlier, one of the earliest beachheads of AI diffusion was within the internal machinery of the Internet giants: recommender systems were the first trillion-dollar AI product. The ad ranking and recommendation systems of the Internet advertising giants are now all neural network based; Amazon’s recommendations were responsible for ~35% of purchases by the late 2010s; the neural network based recommendation engines of services like YouTube, Instagram, and TikTok drive the majority of time spent in online entertainment.

      Neural networks are already invisibly diffusing into a wide variety of products. On-device neural nets power a wide variety of core smartphone functions: camera pipelines, autocorrect, voice assistants, spam detection, face unlock, battery optimization. Tens of billions of neural network interference operations occur daily in both the Apple and Google smartphone ecosystems.

      Major retailers and manufacturers already rely on machine learning based systems to forecast demand, optimize procurement, management inventory, and predict equipment failure. Amazon uses AI-powered picking, routing, and forecasting systems to improve delivery predictability and warehouse throughput.

      Millions of finance and insurance decisions per day already depend on machine learning and AI. Credit risk underwriting, fraud detection, algorithmic trading.

      AI is beginning to be integrated into healthcare diagnostics and imaging. Deep learning is already standard in radiology pre-screening and clinical decision-support tools, and LLM-powered medical note-writing has spread rapidly recently.

      Video generation is already quietly being embraced by Hollywood, revolutionizing the production process. In an echo of the bifurcated outcomes of the Internet, this will likely spell both massive disruption to traditional cost-heavy players in entertainment, while simultaneously presenting incredible opportunities to individual content creators.

      The early trends in the market for AI coding assistance tools provides a telling case study of what may be coming. Since chain-of-thought reasoning models are taught to reason step-by-step in substantial part through coding tasks (since there is ample availability of data in open-source repositories like GitHub, and correctness of final answers is highly verifiable using compilers and tests), software engineering has become the “tip of the spear” in AI agent capabilities.

      In the span of just a few short years, we saw a rapid succession of different product modalities for AI coding assistance: a first wave of autocomplete based tools exemplified by GitHub Copilot, where AI operated quietly in the background as a suggestive and auxiliary presence; a second wave of chat-based developer assistants such as Cursor and Windsurf, where the AI moved to the foreground as an active, conversational collaborator; and now a third wave of autonomous coding agents, exemplified by Claude Code, where the AI takes over substantial portions of the workflow, planning and executing tasks autonomously with minimal human intervention.

      These tools are reshaping the profession of software engineering, with autonomous agents becoming quite shockingly capable, conferring such a clear productivity advantage that industry conventional wisdom has largely shifted to view their use as best practice. Admittedly, we should expect coding to be one of the strongest skill areas for AI agents given how verifiable it is and given it is a substantial part of the reinforcement learning based training for reasoning models, but this is happening at an extremely early stage of AI agent technology, using what some would call very primitive form of reasoning. And since software is already “eating the world,” woven through nearly every industry, serving as a foundational input to business processes worldwide, this reduction in the cost of software could have an impact comparable to what the Bessemer process did for steel. A critical broad-based input to almost every industry is getting significantly cheaper because of AI: this by itself could plausibly result in multi-trillion dollar economic impact, and would only represent a beginning, with other industries to follow.
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        * * *

      

      What will our economy look like when AI is fully diffused? What is the end state this is all leading to? This question has been asked for many years already by a number of different writers and thinkers, and it is worth surveying a spectrum of views.

      One starting point can come from economist Carlota Perez, who in Technological Revolutions and Financial Capital supplies a general theory of how technological revolutions proceed. Perez’s theory is fundamentally cyclical, describing capitalism as progressing through recurring, roughly half-century “great surges” of development. Each surge links a technological revolution with a financial cycle, producing alternating phases of boom, crisis, and renewal. Perez builds on Schumpeter’s notion of creative destruction and Kondratiev’s long waves, arguing that every 50–60 years a cluster of radical innovations triggers a new techno-economic paradigm.

      Perez deliberately borrows the word paradigm from Thomas Kuhn’s Structure of Scientific Revolutions to suggest an analogy: for Kuhn, a scientific paradigm is the shared conceptual framework that defines the practice of “normal science”—the accepted problems, assumptions, methods, and standards within a scientific community, until it is displaced by a new one in a scientific revolution. Perez’s concept of a techno-economic paradigm amounts to the accepted practices of “normal business”—the “common sense” conventional wisdom of how firms organize themselves and operate given available technology.

      Perez identifies five roughly 50-year techno-economic paradigms, each defined by a new production logic: the Industrial Revolution, when companies replaced craft skill with mechanized production in water-powered factories; the Age of Steam & Railways, when steam engines allowed factories to locate anywhere and rail knit national markets together; the Age of Steel, Electricity, and Heavy Engineering, when electrically powered plants, telegraphy, and global shipping reorganized industry; the Age of Oil, the Automobile, and Mass Production, when vertically integrated firms used assembly lines to turn out standardized products at scale; and the Age of Information and Telecommunications, when companies digitized operations and competed through speed, flexibility, and the strategic use of information.

      Perez divides each technological revolution into two great periods: Installation (when the new technologies are built out and financed), and Deployment (when the new paradigm is socially assimilated and yields broad productivity and prosperity). The new technologies developed during Installation enable a quantum leap in potential productivity for practically all economic activities; however this potential is not automatically or immediately reached—most of the economy still operates under the old logic and cost structures—so aggregate productivity statistics will not immediately show the leap; it is only after the due course of decades of Deployment that this potential is gradually fulfilled. Perez further subdivides each of these two periods into two stages (four stages total). The early installation period is an Irruption of new disruptive technology and early experimentation; the late installation period becomes a speculative financial Frenzy, a bubble followed by an inevitable crash; the post-crash early deployment period marks the Turning Point, a turbulent, corrective phase during which the new paradigm collides with the old institutional & social order, which is forced to reorganize and adapt to the new technology; followed finally by Synergy, a “golden age” of prosperity and real economic growth. At the end of the cycle, a new higher level of general productivity in the economy will have been achieved.

      In Perez’s framework, the Frenzy or financial bubble period is not an accident, but a systemic and necessary phase in how each technological revolution becomes installed in the economy. After early spectacular successes, the bubble mobilizes enormous capital to build the infrastructure of the new age. Financial capital “falls in love” with the new industries, and investment floods into anything that carries the aura of the new paradigm. This serves to diffuse the new paradigm, spreading new business practices and technologies far beyond what cautious industrial investment would have achieved.

      Some believe as of the mid 2020s that we are already in an “AI bubble”, pointing especially to private AI startups with multi-billion dollar pre-product valuations based on research teams alone. But at least in Perez’s framework, the main action of the Frenzy should come only after we have established exemplars of the new paradigm: large, profitable, defensible firms that use AI as their organizing logic of production, firms whose unit economics and growth trajectory are meaningfully superior because AI has restructured their cost base, product cycle, or business model; these firms should be dominantly outcompeting through use of AI and revealing the outlines of a new playbook for others to follow. Companies that are infrastructural enablers of the new technology, such as the frontier model-training labs, or AI hardware and platform providers, are more analogous to the electrical utilities or chipmakers of prior surges—essential suppliers of the new general-purpose input, but not themselves exemplars of the new techno-economic paradigm. High valuations and hype for these kinds of infrastructural enablers are classically characteristic of the Irruption stage; for the real Frenzy to begin brewing, we need paradigm-proving firms—scaled enterprises that dominate markets outside of the infrastructure of the technology itself, by embodying “AI-native” principles of production and organization. As the AI Frenzy proceeds, given the scope of the AI disruption is actually larger than that of the Internet, there is every reason to expect its mania to continue the growth trajectory of the past. Inequality, which has been rising for decades and is at or near historic “Gilded Age” highs already today, may explode beyond all historical precedent, minting trillionaires against a backdrop of mass unemployment.

      In Perez’s framework, the crash that inevitably follows the financial frenzy leads to a socio-institutional recomposition: society reorganizes itself around the new techno-economic paradigm through new reforms, regulations, financial norms, taxation, welfare systems, education, social compacts, management models, and institutions. This process repairs the mismatch between the techno-economic and socio-institutional spheres, laying the groundwork for the golden age of productivity and shared prosperity.

      Perez’s fundamentally cyclical view stands firmly within the long-wave traditions of Schumpeter, Kondratiev, and Freeman—essentially it is the outlook of a classical economist; a contrasting, more technologists’ perspective appears in the influential The Second Machine Age (2014) by Erik Brynjolfsson and Andrew McAfee. Brynjolfsson and McAfee take more seriously the exponential nature of technology, arguing that digitization disrupts some classical economic expectations. They expect continued acceleration in the pace of innovation (in contrast to the more static “50 year cycle” expectation of Perez), and argue that the near-zero marginal cost and global reach of digital goods drive strong “winner-take-all” dynamics that seriously jeopardize the hoped-for “golden age” of broadly-shared prosperity. The book is often credited with bringing the concept of “job polarization” and the productivity-wage decoupling into mainstream policy debate.

      Brynjolfsson and McAfee presented clear evidence that U.S. productivity and employment began to decouple in the late 1990s. They note that for roughly two centuries—up through most of the twentieth century—productivity and employment had risen together. However, by the end of the 1990s, that relationship broke down: while productivity continued climbing, employment flattened. They attribute this divergence to digital technologies and automation that boost output without increasing labor demand. The authors also cite data showing that median household income peaked in 1999 and then fell even as GDP and productivity kept rising, underscoring that prosperity gains were no longer translating into higher employment or broad wage growth. This decoupling, they argue, marks a structural shift in how technological progress translates into jobs and incomes in the digital era. Technological progress no longer automatically lifts all boats; technological unemployment in some sectors is likely, even as overall economic output continues to grow. Society could have “prosperity without jobs.”

      Brynjolfsson and McAfee predict that machines will increasingly replace routine, codifiable tasks—whether cognitive (like bookkeeping or data entry) or manual (like assembly line work). As a result, “middle-skill” jobs—the core of the postwar middle class—are most at risk. They predict continued job polarization, a “hollowing-out” in which routine middle-class jobs shrink, while both high-end and low-end jobs expand.

      Despite this troubling prognosis, Brynjolfsson and McAfee still fundamentally retain the traditional cyclic economic view that the job market will ultimately adapt to digital technologies. They expect short- and medium-term instability, a disruption period in which jobs are destroyed faster than new ones can be created—however, ultimately they expect human ingenuity to create new categories of work and the emergence of new sectors to absorb displaced labor, just as in past revolutions. Their policy prescriptions include education reform to emphasize creativity and adaptability, entrepreneurship incentives to create new job categories, and mitigation of inequality through progressive tax and transfer systems.

      A far more radical view of the end-state of digital automation is expressed in books like The End of Work (1995) by Jeremy Rifkin or Rise of the Robots (2015) by Martin Ford. This radical perspective sees automation not as a temporary disruption but as a terminal transformation of the labor system itself. Rifkin argued that a Third Industrial Revolution—driven by information technology—has been eliminating human labor across agriculture, manufacturing, and services, leading to a “workerless world” where mass unemployment becomes permanent rather than cyclical. Likewise, Ford revived this argument for the AI era, warning that intelligent machines and software will not only erode middle-skill employment but ultimately displace even educated professionals, with the majority of both blue- and white-collar work permanently automated, a kind of “final victory” of capital over labor. Ford contends that automation now threatens to decouple production from human consumption entirely—creating an economy where the traditional feedback loop between wages, spending, and growth collapses. Both writers reject the assumption that new sectors will indefinitely absorb displaced workers; instead they foresee an epochal break in which technological progress undermines the wage-based market order itself, demanding new social arrangements such as universal basic income to sustain demand and social cohesion.
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        * * *

      

      Whatever the ultimate outcome, AI’s continued advancement will mean turbulent decades ahead. We saw both upheaval and opportunity as the Internet drove the marginal cost of communication toward zero; what happens when the marginal cost of cognition follows? The disruption could be immense—the broadest mass deskilling in history.  In the techno-economic paradigm language of Perez, it is not difficult to imagine a coming Age of AI and Robotics in which the new widespread “common sense” is for companies to operate with as few human employees as possible, with exemplar companies offering high-value services from software to legal to video production at shockingly low cost, near fully-roboticized “dark factories” dominantly out-producing their manned competition. Because AI progress is unfolding at unprecedented speed, riding on the compounded infrastructure of past exponential technologies, the shock may arrive far more suddenly and completely than previous revolutions—striking with the force of a meteor. This will not be a stable or sustainable situation in a democratic society—some kind of drastic, significant change must be the result. As we have seen in past revolutions, technology changes first, altering the landscape of the possible; society, the economy, and the political system follow.

      AI has the potential to do more than disrupt; like every previous general-purpose technology, its long-run tendency is to expand abundance. Across history, the impact of such technologies has been to collapse the cost of fundamental inputs, making previously scarce capabilities broadly accessible. Disruption arrives first; abundance follows.

      AI has the potential to be the crowning general-purpose technology because it acts on a different level entirely. Its reach is comparable to, and arguably broader than, the revolutions we have traced, because intelligence—cognition—is the meta-layer: the process by which we design, refine, and direct all others. To automate cognition is to automate invention itself. The gap between tool and tool-maker narrows, as innovation becomes partially endogenous to the tools we are creating. In this sense, AI may be the broadest and most reflexive general-purpose technology in history.

      The grandchildren of those who witnessed the dawn of the Industrial Revolution were born into a world their ancestors would scarcely have recognized—a world of railways, telegraphs, steamships, mechanized factories, and growing industrial cities—a society so transformed as to be nearly unrecognizable. As artificial intelligence becomes fully developed and fully diffused, the world will likely be similarly transformed. 

      For all the turmoil of the transition of the Industrial Revolution, the generations that followed could no longer contemplate returning to the world before it. The world of the past was impoverished and limited relative to new abundance of industrialization. So too for the generations who come after us: a return to the relative impoverishment of the world we inhabit today may one day become unthinkable. Navigating through whatever dislocations lie ahead—toward the possibility of a more abundant future—will be the challenge of our generation.
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